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Network Working Group J. Postel
Request for Comments: 801 ISINovember 1981

NCP/TCP TRANSITION PLAN

Introduction

ARPA sponsored research on computer networks led to the development
of the ARPANET. The installation of the ARPANET began in September
1969. and regular operational use was underway by 1971. The ARPANET
has been an operational service for at least 10 years. Even while it
has provided a reliable service in support of a variety of computer
research activities, it has itself been a subject of continuing
research, and has evolved significantly during that time.

In the past several years ARPA has sponsored additional research on
computer networks, principally networks based on different underlying
communication techniques, in particular. digital packet broadcast
radio and satellite networks. Also, in the ARPA community there has
been significant work on local networks.

It was clear from the start of this research on other networks that
the base host-to-hoSt protocol used in the ARPANET was inadequate for
use in these networks. In 1973 work was initiated on a host-to-host
protocol for use across all these networks. The result of this long
effort is the Internet Protocol (IP) and the Transmission Control
Protocol (TCP).

These protocols allow all hosts in the interconnected set of these
networks to share a common interprocess communication environment.
The collection of interconnected networks is called the ARPA Int.rnet
(sometimes called the "Catenet").

The Department of Defense has recently adopted the internet concept
and the IP and TCP protocols in particular as DoD wide standards for
all DoD packet networks, and will be transitioning to this
architecture over the next several years. All new DoD packet
,,etworks will be using these protocols exclusively.

The time has come to put these protocols into use in the operational
ARPANET, and extend the logical connectivity of the ARPANET hosts to
include hosts in other networks participating in the ARPA Internet.

As with all new systems, there will be some aspects which are not as
robust and efficient as Y;e would like (just as with the initial
ARPANET). But with your help, these problems can be solved and we

Postel [Page 11

(3)

6 4.. .



RFC 801 
November 1981

NCP/TCP Transition Plan

cen ,nove into an environment with significantly broader communication
services.

Oiscussion

rhe implementation of IP/TCP on several hosts has already been
completed, and the use of some services is underway. It is urgent
that the implementation of of IP/TCP be begun on all other ARPANET
hosts as soon as possible and no later than 1 January 1982 in any
case. Any new host connected to the ARPANET should only implement
IP/TCP and TCP-based services. Several important implementation
issues are discussed in the last section of this memo.

Because all hosts can not be converted to TCP simultaneously, and
some will implement only IP/TCP, it will be necessary to provide
temporarily for communication between NCP-only hosts and TCP-only
hosts. To do this certain hosts which implement both NCP and IP/TCP
will be designated as relay hosts. These relay hosts will support
Telnet, FTP, and Mail services on both NCP and TCP. These relay
services "ill be provided beginning in November 1981. and will be
fully in place in January 1982.

Initially there will be many NCP-only hosts and P few TCP-only hosts,

and the load on the relay hosts will be relatively light. As time
goes by. and the conversion progresses, there will be more TCP
capable hosts, and fewer NCP-only hosts, plus new TCP-only hosts.
But, presumably most hosts that are now NCP-only will implement
IP/TCP in addition to their NCP and become "dual protocol" hosts.
So. while the load on the relay hosts will rise. it will not be a
substantial portion of the total traffic.

The next section expands on this plan. and the following section
gives some milestones in the transition process. The last section
lists the key documents describing the new protocols and services.
Appendices present scenarios for use of the relay services.

The General Plan

The goal is to make a complete switch over from the NCP to IP/TCP by
1 January 1983.

It is the task of each host organization to implement IP/TCP for
its own hosts. This implementation task must begin by
1 January 1982.

Postel [Page 2!
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IP:

This is specified in RFCs 791 and 792. Implementations exist

fo- several machines ard operating systems. (See Appendix 0.)

TCP:

This is specified in RFC793. Implementations exist for several
machines and operating systems. (See Appendix 0.)

It is not enough to ioplement the IP/TCP protocols, the principal
services must be available on this IP/TCP base as well. The
principal services are: Telnet, File Transfer, and Mail.

It is the task of each host organization to implement the
principal services for its own hosts. These implementation tasks
must begin by 1 January 1982.

Telnet:

This i specified in RFC 764. It is very similar to the Telnet
used with the NCP. The primary differences are that the ICP is
eliminated, and the NCP Interrupt is replaced with the TCPurgent.

FTP:

This is specified in RFC 765. It is very similar to the FTP
used with the NCP. The primary differences are that in
addition to the changes for Telnet, that the data channel is
limited to 8-bit bytes so FTP features to use other
transmission byte sizes are eliminated.

Mail:

This is specified in RFC 788. Mail is separated completely
from FTP and handled by a distinct server. The procedure is
similar in concept to the old FTP/NCP mail procedure, bu is
very different in detail, and supports additional functions
especially mail relaying, and multi-recipient delivery.

Beyond providing the principal services in the new environment, there
must be provision for interworking between the new environment and
the old environment between now and January 1983.

For Telnet. there will be provided one or more relay hosts. A

Telnet relay host will implement b:ý., the NCP and TCP environments
and both user and server Telnet in both environments. Users
requiring Telnet service between hosts in different environments

Postel [Page 31
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", - will first connect to a Telnet relay host and then connect to the
destinaition host. (See Appendix A.)

For FTP, there hill be provided one or more relay hosts. An FTP
relay host will implement both the NCP and TCP environments, both
user and server Telnet. and both user and server FTP in both
environments. users requiring FYP service between hosts in
different environments will first connect via Telnet to an FTP
relay host, then use FTP to move the file from the file donor host
to the FTP relay host. and finally use FTP to move the file from
the FTP relay host to the file acceptor host. (See Appendix B.)

For Mail, hosts will implement the new Simple Mail Transfer
Protocol (SMTP) described in RFC 788. The SMTP procedure provides

for relaying mail among several protocol environments. For
TCP-only mosts, using SMTP will be sufficient. For NCP-only hosts
that have not been modified to use SMTP, the special syntax
"user.hostgforwarder" may be used to relay mail via one or more
special forwarding host. Several mail rblay hosts will relay mail
via SMTP procedures between the NCP and ICP envirciments, and at
least one special forwarding host will be provided. (See
Appendix C.)

Milestones
- - -.-

First Internet Service already

A few hosts are TCP-capable and use TCP-based services.

First TCP-only Host already

The first TCP-only host begins use of TCP-based services.

Telnet and FTP Relay Service already

Special relay accounts are available to qualified users with a

demonstrated need for the Telnet or FTP relay service.

Ad Hoc Mail Relay Service already

An ad hoc mail relay service using the prototype MTP (RFC 780) is
implemented and r, ail is relayed from the TCP-only hosts to
NCP-only hosts, but not vice versa. This service will be replaced
by the SMTP service.

Last NCP Conversion Begins Jan 82

The last NCF-only host begins conversion to TCP.

Postel [Page 4]
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mail Relay Service Jan 82

The SMTP (RFC 788) mail service begins to operate and at least one
mail relay host is operational, and at least one special forwarder
is operational to provide NCP-only host to TCP-only host mail
connectivity.

Normal Internet Service Jul 82

Most hosts are TCP-capable and use TCP-based services.

,.ast NCP Conversion Completed Nov 82

The last NCP-only host completes conversion to TCP.

Full Internet Service Jan 83

All hosts are TCP-capable and use TCP-based services. NCP is
removed from service, relay services end, all services are
TCP-based.

Oocume'ts

The following RFCs document the protocols to be implemented in the
new IP/TCP environment:

IP RFC 791
ICMP RFC 792
TCP RFC 793
Telnet RFC 764
FTP RFC 765
SMTP RFC 788
Name Server IEN 116
Assigned Numbers RFC 790

Thete a,,d associated documents are tri be published in a notebook, arnd
other information useful to implementers is to be gathered. These
documents will be made available on the following schedule:

Internet Protocol Handbook Jan 82

Implementers Hints Jan 82

SOC IP/TC- Specifications Jan 82

Expanded Host Table Jan 8,

Postel (Page 5S
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Implementation Issues

There are several Implementation issues that need attention, and
there are some associated facilities with these protocols that are
not necessarily obvious. Some of these may need to be upgraded or
redesigned to work with the new protocols.

L

Name Tables

Most hosts have a table for converting character string names of

hosts to numeric addresses. There are two effects of this
transition that may impact a host's table of host names: (1) there
will be many more names, and (2) there may be a need to note the
protocol capability of each host (SMTP/TCP. SMTP/NCP, FTP/NCP,

etc.).

Some hosts have kept this tible in the operating system address
space to provide for f&st transiation using a system call. This

may not be practical in the future.

There may be applications that could take alternate actions if

they could easily determine if a remote host supported a
particular protocol. It might be usoful to extend host name
tables to note which protocols are supported.

It might be necessary for the host name table to contain names of
hosts reachable only via relays if this name table is used to

verify the spelling of host names in application programs such as
mail composition programs.

It might be advantageous to do away with the host name table and

use a Name Server instead, or to keep a relatively small table as

a cache of recently used host names.

A format, distribution, and update procedure for the expanded host

table will be published soon.

Mail Programs

It may be possible to move to the new SMTP mail procedures by
changing only the mailer-daemon and implementing the SMTP-server.
but in some hosts there may be a need to make some small changes
to some or all of the mail composition programs.

There may be a need to allow users to identify relay hosts for
messages they send. This may require a new command or address
syntax not now currently allowed.

Postal [Page 6]

(8)4

• .-- .,. . . . - - - - - - .'



RFC 801 November 1981
NCP/TCP Transition Plan

IP/TCP 4

Continuing use of IP and TCP will lead to a better understanding
of the performance characteristics and parameters. Implementers
should expect to make small changes from time to time to improve
performance.

Shortcuts

There sre some very tempting ShortcutS in the implementation of IP
and TCP. DO NOT BE TEMPTED! Others have and they have been
caught! Some deficiencies with past implementations that must be
remedied and are not allowed in the future are the following:

IP problems:--"

Some IP implementations did not verify the IP header

Checksum.

Some IP implementations did not implement fragment
reassembly.

Some IP implementations used static and limited routing
information, and did not make use of the ICMP redirect
message information.

Some IP implemantations did not process options.

Some IP implementations did not report errors they detected
in a useful way, •,

TCP problems:

Some TCP implomentations did rit verify the TCP checksum.

Some TCP implementations did not reorder segments.

Some TCP implementations did not protect against silly
window syndrome.

Some TCP implementations did not report errors they detected
in a useful way.

Some TCP implementations did not process Options.

Host problems:

Some hosts had limited or static name tables.

Postel [Page 71
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Relay Service

The provision of relay services has started. There are two
concerns about the relay service: (1) reliability, and (2) load.

The reliability is a concern because relaying puts another host in
"the chain of things that have to all work at the same time to get"the job done. It is desirable to provide alternate relay hosts if
possible. This seems quite feasible for mail, but it nay be a bit
sticky for Telnet and FTP due to the need for access control of
the login accounts.

The load is a potential problem, since an overloaded relay host
will lead to unhappy users. This is another reason to provide a
number of relay hosts, to divide the load and provide better
service.

A Digression on the Numbers

How bad could it be, this relay load? Essentially any "dual
protocol" host takes itself out of the game (i.e., does not need
relay services). Let us postulate that the number of NCP-only
hosts times the number of TCP-only hosts is a measure of the relay
load.

"Total Hosts Dual Hosts NCP Hosts TCP Hosts "Load" Date
200 20 178 2 356 Jan-82
"210 40 158 12 1896 Mar-82
220 60 135 25 3375 May-82
225 95 90 40 3600 Jul-82
230 100 85 45 3825 Sep-82
240 125 55 60 3300 Nov-82
245 155 20 70 1400 Dec-82
250 170 0 80 0 31-Dec-82
250 0 0 250 0 1-Jan-83

This assumes that most NCP-.only hosts (but not all) will become to
dual protocol hosts, and that 50 new host will show up over the
course of the year. and all the new hosts are TCP-only.

If the initial 200 hosts immediately split into 100 NCP-only and
100 TCP-only then the "load" would be 10,000, so the fact that
most of the hosts will be dual protocol. hosts helps considerably.

This load measure (NCP hosts times TCP hosts) may over state the
load significantly.

Please note that this digression is rather speculativel

Postel (Page 8)
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Gateways

There must be continuing development of the internet gateways.
The following items need attention:

Congestion Control via ICMP

Gateways use connected networks intelligently

Gateways have adequate buffers

Gateways have fault isolation instrumentation

Note that the work in progress on the existing gateways will
provide the capability to deal with many of these issues early in
1982. Work is also underway to provide improved capability
gateways based on new hardware late in 1982.

Postel [Page 9]
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APPENDIX A. Telnet Relay Scenario

Suppose a user at a TCP-only host wishes to use the interactive
services of an NCP-only service host.

1) Use the local user Telnet program to connect via Telnet/TCP to
the RELAY host.

2) Login on the RELAY host using a special account for the relay
service.

3) Use the user Telnet on the RELAY host to connect via
Telnet/NCP to the service host. Since both Telnet/TCP and
Telnet/NCP are available on the RELAY host the user must
select which is to be used in this step.

4) Login on the service host using the regular account.

------------- + ------------- + -----------+
Local I Telnet I I Telnet I

ILocal 1< -------- >1 Relay < -------- >1 Service I
I HoSt I TCP I Host I NCP I Host
------------- + -----------+ -----------+

Suppose a user at a NCP-only host wishes to use the interactive
services of an TCP-only service host.

1) use the local user Telnet program to connect via Telnet/NCP to
the RELAY host.

2) Login on the RELAY host using a special account for the relay
service.

3) use the user Telnet on the RELAY host to connect via
Telnet/NCP to the service host. Since both Telnet/TCP and
Telnet/NCP are available on the RELAY host the user must
select which is to be used in this step.

4) Login on the service host using the regular account.

------------- 4 ------------- + ------------- +
I I Telnet I I Telnet I I
I Local I< -------- >1 Relay < -------- >1 Service I
I Host I NCP I Host I TCP I Host
4.----------+ +---------- ----------

Postel [Page 10]
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APPENDTX 8. FTP Relay Scenario

Suppose a user at a TCP-only host wishes copy a file from a NCP-only
do,;or host.

Phase 1:

1) use the local user Telnet program to connect via Telnet/TCP
to the RELAY host.

2) Login On the RELAY host using a special account for the
relay service.

3) use the user FTP on the RELAY host to connect via FTP/NCP

to the donor host.

4) FTP login on the donor host using the regular account.

5) Copy the file from the donor host to the RELAY host.

6) End the FTP session, and disconnect from the donor host.

7) Logout of the RELAY host, close the Telnet/TCP connection,
and quit Telnet on the local host.

+----------1- 4----------- +-----------
I I Telnet I I FTP I I
I Local < -------- >1 Relay < -------- >1 Service I
I Host I TCP J Host I NCP I Host I -,
---------- +-----------+ ----------

Postel [Page 11)
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Phase 2:

1) Use the local user FTP to connect via FTP/TCP to the RELAY
host.

2) FTP login on the RELAY host using the special account for
the relay service.

3) Copy the file from the RELAY host to the local host, and
delete the file from the RELAY host.

4) End the FTP session, and disconnect from the RELAY host.

+----------- -----------
I I FTP I I
I Local < --------- >1 Relay I
I Host I TCP I Host I
------------ -----------

Note that the relay host may have a policy of deleting files more
than a few hours or days old.

.r1

Postel jPage 12)
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APPENDIX C. Mail Relay Scenario

Suppose a user on a TCP-only host wishes to send a message to a user
on an NCP-only host which has implemented SMTP.

1) use the local mail composition program to prepare the message.
Address the message to the recipient at his or her host. Tell
the composition program to queue the message.

2) The background mailer-daemon finds the queued message. it
checks the destination host name in a table to find the
internet address. Instead it finds that the destination host
is a NCP-only host. The mailer-daemon then checks a list of
mail RELAY hosts and selects one. It send the message to the
selected mail RELAY host using the SMTP procedure.

3) The mail RELAY host accepts the message for relaying. it
checks the destination host name and discovers that it is a
NCP-only host which has implemented SMTP. The mail RELAY host
then sends the message to the destination using the SMTP/NCP
procedure.

----------- ------------ -----------

I I SMTP I I SMTP I I
I Source < -------- >1 Relay 1< -------- >1 Dest. I
I Host TCP I Host NCP Host I
------------- + .------------- + ------------- +

Postel (Page 13]
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Suppose a user on a TCP-only host wishes to send a message to a user
on an NCP-only non-SMTP host.

1) use the local mail composition program to prepare tha message.
Address the message to the recipient at his or her host. Tell
the composition program to queue the message.

2) The background mailer-daemon finds the queued message. It
checks the destination host name in a table to find the
internet address. Instead it finds that the destination host
is a NCP-only host. The mailer-daemon then checks a list of
mail RELAY hosts and selects one. It send the message to the
selected mail RELAY host using the SMTP procedure.

3) The mail RELAY host accepts the message for relaying. It
checks the destination host name and discovers that it is a
NCP-only non-SMTP host. The mail RELAY host then sends the
message to the destination using the old FTP/NCP mail
procedure.

----------- + ----------- +-----------

I I SMTP I I FTP I I
I Source j< --------- > Relay I< -------- > Oest. II Host I TCP I Host I NCP I Host I
----------- ----------- + +-----------

Postel [Page 141
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Suppose a user on a NCP-only non-SMTP host wishes to send a message
to a user on an TCP-only host. Suppose the destination user is
"Smith" and the host is "ABC--X".

1) use the local mail composition program to prepare the message.
Address the message to "Smith.ABC-XOFORWARDER". Tell the
composition program to queue the message.

2) The backgrourd mailer-daemon finds my queued message. It
sends the message to host FORWAROER using the old FTP/NCP mail
procedure.

3) 1he special forwarder host converts the "user name" supplied
by the FTP/NCP mail procedure (in the MAIL or MLFL command) to
"SithGABC-X" (io the SMTP RCTP command) and queues the
message to be processed by the SMTP mailer-daemon program on
this same host. No conversion of the mailbox addresses in
made in tnr message header or body.

4) Tne SMTP mailer-daemon program on the forwarder host finds
this queued message and checks the destination host name in a
table to find the internet address. It finds the destination
address and send the mail using the SMTP procedure.

S! FTP I SMTP I I
I Source j<--------- >lForwarder< >-------->i Dest. I

Host NCP Host TCP Host
4-------------+ ------------- +------------+

-A
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APPENDIX 0. IP/TCP Implementation Status

Please note that the information in this section may become quickly
- - dated. Current information on the status of IP and TCP

imp~leme'cations can be obtained from the file
<IN1ERNET-NOTEBOOK>TCP-IP-STATUS.TXT on ISIF.

BEN C70 UNIX

UDate: 18 Nov 1981
Fromn: Rob Gurwitz <9urwitz at BBN-RSM4>

7he Crý70 processor is a BBN-designed system with a native
irqtruction set oriented toward executing the C language. It
'~uopcrtS UNIX Version 7 and provides for-user processes with a
2C-bit address space. The TCP/IP implementation for the C/70 was

S ~por ted 'From the 96N VAX TCP, IP, and shares all of its features.

lns verý;jon of TCP/IP is running experimentally at BBN, but is
-still under development. Performance tuning is underway, to make
it more compatible with the C/70's memory management system.

:36. GA-TEWAYS

19e: l Nov 1981
-3m: Alan Sheltzer <sheltzer at BBN-UNIX>

I'i an effort to provide improved service in the gateways
controlled by BBN. a new gateway implementation written in
Nmacro-Il instead of 3CPL is being developed. The macro-li gateway
will orovide users with internet service that is functionally

e-~va~ntto thaL pro~vided by the current BCP'L gateways with some
periorrnance improvements.

A;PANET/SATP;ET gateway at BBN (10.3.0.40).
ARPANET/SATNET gateway at NDRE (10.3.0.41),
C:*'"sa rDCN Net/1SATNET gateway at CCOmSAT (4n.0.i.3),
SATIhET/UCL NJet,/RSRE Net gateway at UCL (4.0.0.60),

S PR Net/RCC Net gatsway at B8N (3.0.0.62).
PR NetARPANET gateways at SRI (10.3.0.51. 10.1.0.51).
PR Net;ARPANET gateway at Ft. Bragg (10.0.0.38).

Pos tel [Page 16]
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88N H316 and C/30 TAC

Date: 18 November 1981

From: Bob Hinden <HindenOBBN-UNIX>

"The Terminal Access Controller (TAC) is user Telnet host that
i supports TCP/IP and NCP host to host protocols. It runs in 32K

H-316 and 64K C/30 computers. It supports up to 63 terminal
ports. It connects to a network via an 1822 host interface.

For more information on the TAC's design, see IEN-1.66.

BBN HP-3000

* Date: 14 May 1981
From: Jack Sax <sax@BBN-UNIX>

The HP3000 TCP code is in its final testing stages. The code
includes under the MPE IV operating system as a special high
priority process. It is not a part of the operating system kernel
beLZse MPE IV has no kernel. The protocol process includes TCP,
IP. 1822 and a new protocol called HOU which allows 1822 messages
to be sent over HOLe links. The protocol process has about 8k
bytes of code and at least 20k bytes of data depending on the
number of buffers allocated.

In addition to the TCP the HP3000 has user and server TELNET as
well as user FTP. A server FTP may be added later.

A complete description of the implementation software can be found
fn IEN-167.

B8N POP-1l UNIX

Date: 14 May 1981
From: Jack Haverty <haverty@BBN-UNIX>

This TCP implementation was written in C. It runs as a user
process in version 6 UNIX. with modifications added by BON for
network access. It supports user and server Telnet.

This implementation was done under contract to OCEC. It is
installed currently on several PDP-11/70s and POP-l1/44s. Contact

* Ed Cain at DCEC <cainOEDN-UNIX> for details of further
"development.

Postal [Page 17)
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8BN TENEX & TOPS20

Date: 23 Nov 1981
From: Charles Lynn <CLynn@BBNA>

TCP4 and IP4 are available for use with the TENEX operating system
running on a Digital KAIC processor with 88N pager. TCP4 and IP4
are also available as part of TOPS20 Release 3A and Release 4 for
the Digital KLIO and KL20 processors.

U Above the IP layer, there are two Internet protocols within the
monitor itself (TCP4 and GOP). In addition up to eight (actually
a monitor assembly parameter) protocols may be implemented by
user-mode Programs via the "Internet User Queue" interface. The
GGP or Gateway-Gateway Protocol is used to receive advice frcm
Internet Gateways in order to control message flow. The GGP code
is in the process of being changed and the ICMP protocol is being
added.

TCP4 is the other monitor-supplied protocol and it has two types
of connections -- normal data connections and "TCP Virtual
Terminal" (TVT) connections. The former are used for bulk data
transfers while the latter provide terminal access for remote
terminals.

- Note that TVTs use the standard ("New") TELNET protocol. This is
identical to that used on the ARPANE. with NCP and in fact, is
largely implemented by the same code.

Performance improvements, support for the new address formats, and
"User and Server FTP processes above the TCP layer are under
development.

BBN VAX UNIX LX.
Date: 18 Nov 1981
From: Rob Gurwitz <gurwitz at BBN-RSM>

The VAX TCP/IP implementation is written in C for Berkeley 4.1BSD
UNIX, and runs in the UNIX kernel. It has been run on VAX 11/780s '-
and 751s at several sites, and is due to be generally available in
early 1982.

The imolementation conforms to the TCP and IP specifications (RFC

791, 793). The implementation supports the new extended internet •1
address formats, and both GOP and ICMP. It also supports multiple
network access protocols and device drivers. Aside from ARPANET
1822 and the ACC LH/DH-Il driver, experimental drivers have also
been developed for ETHERNET. There are user interfaces for

Postel [Page 18) -
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accessing the IP and local network access layers independent of
the TCP.

Higher level protocol services include user and server TELNET.
MTP, and FTP. implemented as user level programs. There are also
tools available for monitoring and recording network traffic for
debugging purposes.

Continuing deo elopment includes performance enhancements. The
impiementation is described in IEN-168.

COMSAT

Date: 30 Apr 1980
From: Dave Mills <MillsOISIE>

The TCPIP implementation here runs in an LSI-11 with a homegrown
operating system compatible in most respects to RT-11. Besides the
TCP/IP levels the system includes many of the common high-level
protocols used in the ARPANET community, such as TELNET. FTP and
XNEr.

bCEC P)P-ll UNIX

Date: 23 Nov 1981
From: Ed Cain <caineSDN-UNIX>

This TCP/IP/ICMP implementation runs as a user process in version
6 UNIX. with modifications obtained from BBN for network acce-s.
IP reassembles fragmconts into datagrams, but has no separate IP
user interface. TCP supports user and server Telnet. echo.
discard. internet mnail. and a file transfer service. ICMP
generates replies to Echo Requests, and sends Source-Quench when
reassembly buffers are full.

Hardware - PDP-11/70 and PDP-11/45 running UNIX version 6. with
BN IPC additions. Software - written in C. requiring 25K
instruction space, 20K data space. Supports 10 connections.

Postel [Page 191
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DTI VAX

Date: 15 May 1981
From: Gary Grossman <grgODTI)>

Digital Technology Incorporated (OTI) IP/TCP for VAX/VMS

The following describes the IP and TCP implementation that OT-
plans to begin marketing in 4th Quarter 1981 as part of its
VAX/VMS network software package.

Hardware: VAX-11/780 or /750. Operating System: DEC standard
VAX/VMS Release 2.0 and above. Implementation Language: Mostly
C, with some MACRO. Connections supported: Maximum of 64.

user level protocols available: TELNET. FTP, and MTP will be
available. (The NFE version uses AUTODIN II protocols.)

MIT MULTICS

Date: 13 May A98i
From: Dave Clark <Clark@MIT-Multics>

Multics TCP/IP is implemented in PL/i for the HIS1 68/80. It has
been in xperimental operation for about 18 months; it can be
distributed informally as soon as certain modifications to the
system are released by Honeywell. The TCP and IP package are
currently beIng tuned for performance, especially high throughput
data transfer.

Higher level services include user and server telnet, and a full
function MTP mail forwarding package.

The TCP and IP contain good logging and debugging facilities,
which have proved useful in the checkout of other implementations.
Please contact us for further information.

SRI LSI-11

Date: 15 May 1981
From: Jim Mathis <mathis.tscb@Sri-Unix>

The IP/TCP implementation for the Packet Radio terminal interface
unit is intended to run on an LSI-11 under the MOS real-t'.me
operating system. The TCP is written in MACRO-il assembler
language. The IP is currently written in assembler language; but
is being converted into C. There are no plans to convert the TCP
from assembler into C.

Postel (Page 20)
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The TCP implements the full specification. The TCP appears to be
functionally compatible with all other major implementations. In
particular, it is used on a daily basis to provide communications
between users on the Ft. Bragg PRNET and ISID on the ARPANET.

The IP implemertation is reasonably complete, providing
"fragmentation and reassembly; routing to the first gateway; and a
complete host-side GGP process.

A measurement collection mechanism is currently under development
to collect TCP and IP statistics and deliver them to a measurement
host for data reduction.

UCLA IBM

Date: 13 May 1981
From: Bob Braden <BradenOISlA>

Hardware: IBM 360 or 370. with a "Santa Barbara" interface to the
IMP.

Operating System: OS/MVS with ACF/VTAM. An OS/MVT version is
also available. The UCLA NCP operates as a user job, with its own
internal multiprogramming and resource management mechanisms.

Implementation Language: BAL (IBM's macro assembly language)

User-Level Protocols Available: User and Server Telnet
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THE CATENET MODEL FOR INTERNETWORKING
Introduction

The term "catenet" was introduced by L. Pouzin in 1974 in his
early paper on packet network interconnection [1]. The U.S.
DARPA research project on this subject has adopted the term to
mean roughly "the collection of packec networks which are
connected together." This is, however, not a sufficiently
explicit definition to determine, for instance, whether a new
network is in conformance with the rules for network
interconnection which make the catenet function as confederation
of co-operating networks. This paper attempts to define the
objectiv6s atid limitations of the ARPA-internetworking project
and to make explicit the catenet model on which the
internetworking strategy is based.

Objectives

The basic objective of this project is to establish a model and a
set of rules which will allow data networks of widely varying
internal operation to be interconnected, permitting users to
access remote resources and to permit intercomputer communication
across the connected networks.

One motivation for this objective is to permit the internal
technology of a data network to be optimized for local operation
but also permit these locally optimized nets to be readily
interconnected into an organized catenet. The term "local" is
used in a loose sense, here, since it means "peculiar to the
particular network" rather than "a network of limited geographic
extent." A satellite-based network such as the ARPA packet
satellite network therefore has "local" characteristics (e.g.,
broadcast operation) even though it spans many thousands of
square miles geographically speaking.

A second motivation is to allow new networking technology to be
introduced into the existing catenet while remaining functionally
compatible with existing systems. This allows for the phased
introduction of new and obsolescence of old networks without
requiring a global simultaneous change.

Assumptions

One of the first questions which must be settled in a project of
this sort is "what types of data networks should be included in
the catenet model?" The answer to this question is rooted in the
basic functionality of each candidate network. Each network is
assumed to support the attachment of a collection of programmable
computers. Our essential assumption is that any participating
data network can carry a datagram containing no less than 1000
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bits of data not including a local network header Containing
local control information. Furthermore, it is assumed that the
participating network allows switched access so that any source
computer can quickly enter datagrams for successive and different
destination computers with little or no delay (i.e., on the order

of tens of milliseconds or less switching time).

Under these assumptions, we can readily include networks which
offer "datagram" interfaces to subscribing host computers. That
is. the switching is done by the network based on a destination
address contained in each datagram passing across the host to

network interface.

The assumptions do not rule our virtual circuit interface
networks, nor do they rule out very fast digital circuit
switching networks. in these cases, the important functionality
is still that a datagram can be carried over a real or virtual
circuit from source to destination computer, and that the -

switching delay is below a few tens of milliseconds.

An important administrative assumption is that the format of an
internet datagram can be commonly agreed. along with a common
internet addressing plan. The basic assumption regarding
datagram transport within any particular network is that the
datagram will be carried, embedded in one or more packets, or
frames, across the network. If fragmentation and reassembly of
datagrams occurs within a network it is invisible for purposes of
the catenet model. Provision is also made in the datagram format
for the fragmentation of datagrams into smaller, but identically
structured datagrams whici' can be carried independently across
any particular network. No a priori position is taken regarding
the choice between internal (invisible) fragmentation and
reassembly or external (visible) fragmentation. This is left to
each network to decide. We will return to the topic of datagram
format and addressing later.

it is very important to note that it is explicitly assumed that
datagrams are not necessarily kept in the same sequence on
exiting a network as when they entered. Furthermore, it is
assumed that datagrams may be lost or even duplicated within the
network. It is left up to higher level protocols in the catenet
model to recover from any problems these assumptions may
introduce. These assumptions do not rule out data networks which
happen to keep datagrams in sequence.

Iv is also assumed that networks are interconnected to each other
by means of a logical "gateway." As the definition of the
gateway concept unfolds, we will see that certain types of
network interconnections are "invisible" with respect to the
catenet model. All gateways which are visible to the catenet
model have the characteristic that they can interprot the address

2
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fields of Internet datagrams so as to route them to other
gateways or to destinations within the networks directly attached
to (or associated with) the gateway. To send a datagram to a
destination, a gateway may have to map an internet address into a
local network address and embed the datagram in one or more local
network packets before injecting it into the local network for
transport.

The set of catenet gateways are assumed to exchange with each
other at least a certain minimum amount of information to enable
routing decisions to be made, to isolate failures and identify
errors, and to exercise internet flow and congestion control.
Furthermore, it is assumed that each catenet gateway can report a
certain minimum amount of status information to an internetwork
monitoring center for the purpose of identifying and isolating
catenet failures, collecting minimal performance statistics and
so on.

A subset of catenet gateways may provide access control
enforcement services. It is assumed that a common access Control
enforcement mechanism is present in any catenet gateway which
provides this service. This does not rule out local access
control imposed by a tarticular network. But to provide globally
consistent access control, commonality of mechanism is essential.

Access control is defined, at the catenet gateway, to mean
"permitting traffic to enter or leave a particular network." The
criteria by which entrance and exit permission are decided are
the responsibility of network "access controllers" which
establish access control policy. it is asaumed that catenet
gateways simply enforce the policy of the access controllers.

The Catenet Model

It is now possible to offer a basic catenet model of operation.
Figure 1 illustrates the main components of the model. Hosts are
computers which are attached to data networks. The host/network
interfaces are assumed to be unique to each network. Thus. no
assumptions about common notwork interfaces are made. A host may
be connected to more than one network and it may have more than
one connection to the same network, for reliability.

Gateways are shown as if they were composed of two or more
"halves." Each half-gateway has two interfaces:

1. A interface to a local network.

2. An interface to another gateway-half.

3
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One example is given of a gateway with three "halves" connecting
networks A. B, and C. For modelling purposes, it is appropriate
to treat this case as three pairs of gateway halves, each pair
bilaterally joining a pair of networks.

The model does not rule out the implementation of monolithic
gateways joining two or more nets. but all gateway functions and
interactions are defined as if the gateways consisted of halves.
each of which is associated with a specific network.

A very important aspect of this model is that no a priori
distinction is made between a host/network interface and a
gateway/network interface. Such distinctions are not ruled out.
but they are not relevant to the basic catenet model.

As a consequence, the difference between a host which is
connected to two networks and a monolithic gateway between
networks is entirely a matter of whether table entries in other
gateways identify the host as a gateway, and whether the standard
gateway functionality exists in the host. If no other gatt'-ay or
host recognizes the dual net host as a gateway or if the host
cannot pass datagrams transparently from one net to the next.
then it is not considered a catenet gateway.

The model does not rule out the possibility of implementing a
gateway-half entirely as part of a network switching node (e.g.,
as software in an ARPANET IMP). The important aspect of
gateway-halves is the procedure and protocol by which the
half-gateways exchange datagrams and control information.

The physical interface between directly connected gateway halves
is of no special importance. For monolithic gateways. it-Is
typically shared memory or an interprocess communication
mechanism of some kind; for distinct gateway halves, it might be
HOLC, VDH, any other line control procedure, or inter-computer
buss mechanism.

Hidden Gateways

No explicit network hierarchy is assumed in this model. Every
network is known to all catenet gateways and each catenet gateway
knows how to route internet datagrams so they will eventually
reach a gateway connected to the destination network.

4
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The absence of an explicit hierarchical structure means that some

network substructures may be hidden from the view of the catenet

gateways. If a network is composed of a hierarchy of internal

networks connected together with gateways, these "hidden

gateways" will not be visible to the catenet gateways unless the

internal networks are assigned global network addresses and their

interconnecting gateways co-operate in the global routing and
network flow control procedures.

Figure 2 illustrates a simple network hierarchy. For purposes

of, identification, the three catenet gateways have been labelled

G(AX), G(BX) and G(CX) to indicate that these gateways join

networks A and X, B and X and C and X, respectively. Only G(AX),

G(BX) . and O(CX) are considered catenet gateways. Thus they

each are aware of networks A, B. C and X and they each exchange
routing and flow-control information in a uniform way between
directly connected halves.

Network X is composed of three internal networks labelled u, v

and w. To distinguish them from the catenet gateways, the

"hidden gateways" of net X are labelled HG(nm) where "nm"
indicate which nets the hidden gateways join. For example.
HG(vw) joins nets v and w. The notation for HG is symmetric,
i.e.. HG(vw)-HO(wv). i-

Gateways G(AX), G(BX), G(CX) exchange connectivity and other flow _.

control information among themselves, via network X. To do this,

each gateway half must know an address, local to network X, which

will allow network X to route datagrams from G(AX) to G(BX), for

example.

From the figure. it is plain that G(BX) is really a host on
network B and network v. But network v is not one of the

globally recognized networks. Furthermore, traffic from G(AX) to

G(BX) may travel from net u to net v or via nets u and w to net

v. To maintain the fiction of a uniform network X. the gateway

halves of G(AX). G(BX) and G(CX) attached to net X must be aware

of the appropriate address strings to use to cause traffic to be 1
routed to each catenet gateway on net X. in the next section, we

outline a basic internet addressing philosophy which permits such
configurations to work.

Local Gateways

Another element of the catenet model is a "local gateway"

associated with each host. The local gateway is capable of

reassembling fragmented Anternet datagrams. if necessary, and is
responsible for encapsulation of internet datagrams in local

network packets. The local gateway also selects internet

gateways through which to route internet traffic, and responds to
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routing and flow control advice from the local network and
attached catenet gateways.

For example, a local gateway might encapsulate and send an
internet datagram to a particular gateway on iti way to a distant
network. The catenet gateway might forward the panket to another
gateway and send an advisory message to the local gateway
recommending a change in its catenet gateway routing table.
Local gateways do not participate in the general routing
algorithm executed among the catenet gateways.

Internet Addressing

The basic internet datagram format is shown in Figure 3. By
assumption, every network in the catenet which is recognized by
the catenet gateways has a unique network number. Every host in
each network is identified by a 24 bit address which is prefixed
by the network number. The same host may have several addresses
depending on how many nets it is connected to or how many network

access lines connect it to a particular network.

For the present. it is assumed that internet addresses have the .

form: Net.Host. "Net" is an 8 bit network number. "Host" is a
24 bit string identifying a host on the "Net." which can be
understood by catenet and possibly hidden gateways.

The catenet gateways maintain tables which allow internet
addresses to be mapped into local net addresses. Local gateways
do likewise, at least to the extent of mapping an
"otit-of-network" address into the local net address of a catenet
gateway.

In general. catenet gateways maintain a table entry for each
"Net" which indicates to which gateway(s) datagrams destined for
that net should be sent. For each "Net" to which the gateway is
attached. the gateway maintains tables, if necessary, to permit
mapping from internet host addresses to local net host addresses.
The typical case is that a gateway half is connected to only one
network and therefore only needs to maintain local address
information for a single network.

It is assumed that each network has its own locally specific
addressing conventions. To simplify the translation from
internat address to local address, it is advantageous, if
possible. to simply concatenate a network identifier with the
local "host" addresses to create an internet address. This
strategy makes it potentially trivial to translate from internet
to local net addresses.

7

(32) •1

0-..,

-.



More elaborate translations are possible. For example, in the
case of a network with a "hidden" infrastructure, the "host"
portion of the internet address could include additional
structure which is understood only by catenet or hidden gateways
attached to that net.

In order to limit the overhead of address fields in the header,
it was decided to restrict the maximum length of the host portion
of the internet address to 24 bits. The possibility of true,
variable-length addressing was seriously considered. At one
point, it appeared that addresses might be as long as 120 bits
each for source and destination. The overhead in the higher .

level protocols for maintaining tables capable of dealing with
the maximum possible address sizes was considered excessive.

For all the networks presently expected to be a part of the
experiment. 24 bit host addresses are sufficient, even in cases
where a transformation other than the trivial concatenation of
local host address with network address is needed to form the 32 ]
bit internet host address.

One of the major arguments in favor of variable length 7.
"addressing" is to support what is called "source-routing." The
structure of the information in the "address" really identifies a -

route (e.g., through a particular sequence of networks and
gateways). Such a capability could support ad hoc network ,
interconnections in which a host on two nets could serve as a
private gateway. Though it would not participate in catenet
routing or flow control procedures, any host which knows of this .-

private gateway could send "source-routed" internet datagrams to
that host.

To support experiments with source routing, the internet datagram
includes a special option which allows a source to specify a
route. The option format is illustrated in Figure 4. The option
code identifies the option and the length determines its extent.
The pointer field indicates which intermediate destination
address should be reached next in the source-selected route.

Source routing can be used to allow ad hoc network
interconnections to occur before a new net has been assigned a
global network identifier.

In general, catenet gateways can only interpret internet
addresses of the form Net.Host. Private gateways could interprot
other, local addresses for desired destinations. If a source
knew the local addresses of each intermediate private gateway, it
could construct a source-route which is the concatenation of the
local addresses of each intermediate host.
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Local and internet addresses could be inter-mixed in a single
source route as long as catenet gateways only had to interpret
full internet addresses when the source-routed datagram appeared
for servicing. Private gateways could interpret local and
internet addresses, as desired.

Since the source or destination of a source-routed datagram may
not have an internet address, it may be necessary to provide a
return route for replies. This might be done by modifying the
content of the original route to contain "back Pointer" to
intermediate destinations. Note that the local address of a
private gateway in one network is usually different from its
local address in the adjacent network.

Typically, a source would create a route which contains first the
internet address of the host or gateway nearest to the desired
destination. The next address in the route would be the local
address of the destination. Figure 5 illustrates this notion.
Host A.a wants to communicate with host Z. But Z is not attached
to a formally recognized network.

To achieve its goal, host A.a can emit source-routed packets with
the route: "B.y. Z." B.y identifies the host (private gateway)
between net B and the new network as the first intermediate stop.
The private gateway uses the "Z" information to deliver the
datagram to the destination, When the datagram arrives, its
route should contain "y,A.a" if the private gateway knows how to
interpret A.a or "y. W. A.a" if the private gateway only knows
about addresses local to network B.

Other Issues

The catenet model should provide for error messages originating
within a network to be carried usefully back to the source. A
global encoding of error messages or status messages is needed.

It is assumed that the gateway halves of a given network have a
common status reporting, flow and congestion control mechanism.
However. the halves on different nets may operate differently.
There should be a defined interface between gateway halves which
permits internet flow, congestion and error control to be
exercised.
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A H
A gateway monitoring center (3] is postulated which can collect,
correlate and display current gateway status. Such a center
should not be required for the internet protocols to function.
but could be used to manage an internet environment.

Accounting, accountability and access control procedures should
be defined for the global catenet.

I -.
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PREFACE

This document specifies a revised version of the DoD Standard Internet
Protocol. This document is based on six earlier editions of the ARPA
Internet Protocol Specification, and the present text draws heavily
from them. There have been many contributors to this work both in
terms of concepts and in terms of text. This edition revises aspects of
addressing, error handling, option codes, and the security, precedence,
compartments, and handling restriction features of the internet protocol.

Jon Postel

Editor
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RFC: 791
Replaces: RFC 760
lENs 128, 123, 111,
80. 54, 44, 41, 28, 26

INTERNET PROTOCOL
DARPA INTERNET PROGRAM
PROTOCOL SPECIFICATION

1 INTRODUCTION A

1.1. Motivation

The Internet Protocol is designed for use in interconnected systems of
packet-switched computer communication networks. Such a system has
been called a "catenet" (1). The internet protocol provides for
transmitting blocks of data called datagrams from sources to
destinations, where sources and destinations are hosts identified by
fixed length addresses. The internet protocol also provides for
fragmentation and reassembly of long datagrams. if necessary, for
transmission through "small packet" networks.

1.2. Scope

The internet protocol is specifically limited in scope to provide the
functions necessary to deliver a package of bits (an internet
datagram) from a source to a destination over an interconnected system

of networks. There are no mechanisms to augment end-to-end data
reliability, flow control, sequencing, or other services commonly
found in host-to-host protocols. The internet protocol can capitalize
on the services of its supporting networks to provide various types
and qualities of service.

1.3. Interfaces

This protocol is called on by host-to-host protocols in an Internet
environment. This protocol calls on local network protocols to carry
the internet datagram to the next gateway or destination host.

For example, a TCP module would call nn the internet module to take a
TCP segment (including the TCP header and user data) as the data
portioit of an internet datagram. The TCP module would provide the
addresses arid other parameters in the internet header to the internet
module as irguments of the call. The Internet module would then

* create an internet datagram and call on the local network interface to
transmit the internet datagram.

In the ARPANET case, for example, tne internet module would call on a

[Page 1]
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local net module which would add the 1822 leader 121 to the internet

datagram creating an ARPANET message to transmit to the IMP. The
ARPANET address would be derived from the internet address by the
local network interface and would be the address of some host in the
ARPANET. that host might be a gateway to other networks.

1.4. Operation

The internet protocol implements two basic functions: addressing and
fragmentation.

The internet modules use the addresses carried in the internet header
to transmit internet datagrams toward their destinations. The
selection of a path for transmission is called routing.

The internet modules use fields in the internet header to fragment and
reassemble internet datagrams when necessary for transmission through
"small packet" networks.

The model of operation is that an internet module resides in each host
engaged in internet communication and in each gateway that
interconnects networks. These modules share common rules for
interpreting address fields and for fragmenting and assembling
internet datagrams. In addition, these modules (especially in
gateways) have procedures for making routing decisions and other
functions.

The internet protocol treats each internet datagram as an independent
entity unrelated to any other internet datagram. There are no
connections or logical circuits (virtual or otherwise).

The internet protocol uses four key mechanisms in providing its
service: Type of Service, Time to Live, Options, and Header Checksum.

The Type of Service is used to indicate the quality of the service
desired. The type of service is an abstract or generalized set of
parameters which characterize the service choices provided in the
networks that make up the internet. This type of service indication

is to be used by gateways to select the actual transmission parameters
for a particular network, the network to be used for the next hop, or
the next gateway when routing an internet datagram.

The Time to Live is an indication of an upper bound on the lifetime of
an internet datagram. It is set by the sender of the datagram and
reduced at the points along the route where it is processed. If the
time to live reaches zero before the internet datagram reaches its
destination, the internet datagram is destroyed. The time to live can
be thought of as a self destruct time limit.

[Page 21
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The Options provide for control functions needed or useful in some
situations but unnecessary for the most common communications. The
options include provisions for timestamps. security, and special
routing.

The Header Checksum provides a verification that the information used
In processing internet datagram has been transmitted correctly. The
data may contain errors. If the header checksum fails, the internet
datagram is discarded at once by the entity which detects the error.

The internet protocol does not provide a reliable communication
facility. There are no acknowledgments either end-to-end or
hop-by-hop. There is no error control for data, only a header
checksum. There are no retransmissions. There is no flow control.

Errors detected may be reported via the Internet Control Message
Protocol (ICMP, [3] which is implemented in the internet protocol
module.

I.

IJ
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2. OVERVIEW

2.1. Relation to Other Protocols

The following diagram illustrates the place of the internet protocol
in the protocol hierarchy:

+------- +- + +-------+ --- .... +
jTelneti I FTP I I TFTPI ... I --. I

+ ----- -------+ +--------I TC I I. . ÷ O I I. . .... I

I I I

+----------------------------

I Internet Protocol £ ICMP I

I Local Network Protocol I -
-----------------------------

Protocol Relationships

Figure 1.

Internet protocol interfaces on one side to the higher level
host-to-host protocols and on the other Aide to the local network
protocol. In this context a "local network" may be a small network in
a building or a large network such as the ARPANET.

2.2. Model of Operation

The model of operation for tranamitting a datagram from one
application program to another is illustrated by the following
scenario:

we suppose that this transmission will involve one intermediate
gateway.

The sending application program prepares its data and calls on its
local internet module to send that data as a datagram and peases the
destination address and other parameters as arguments of the call.

the internet module prepares a datagram header and attaches the data
to it. The internet module determines a local network address for
this internot address, in this case it is the address of a gateway.

[Page 5]
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It sends this datagram and the local network address to the local
network interface.

The local network interface creates a local network header, and
attaches the datagram to it, then sends the result via the local
network.

rho datagram arrives at a gateway host wrapped in the local network
header, the local network interface strips off this header, and
turns the datagram over to the internet module. The internet module
determines from the internet address that the datagram is to be
forwarded to another host in a second network. The Internet rilodule
determines a local net address for the destination host. It calls
on tho local network interface for that network to send the
datagram.

This local network interface creates a local network header and
attaches the datagram sending the result to the destination host.

At this destination host the datagram is strioped of the local net
header by the local network interface and handed to the internet..
module.

The internet module determines that the datagram is for an
application program in this host. It passes the data to the
application program In response to a system call, passing the oource
address and other parameters as results of the call.

Application Application
Program Program

\ /
Internet Module Internet Module Internet Module

LNI-I LNT-I LNZ-2 LNI--2
\ / ,/

Local Network I Local Network 2

Transmission Path

Figure 2
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2.3. FunCtion Description

The function or purpose of Internet Protocol is to move datagrams

through an interconnected set of networks. This is done by passing
the datagrams from one internet module to another until the
destination is reached. The internet modules reside in hosts and
gateways in the internet system. The datagrams are routed from one
internet module to another through individual networks baued on the
interpretation of an internet address. Thus. one important mechanism
of the internet protocol is the internet eddress.

In the routing of messages from one internet module to another.
datagrams may need to traverse a network whose maximum packet size is
smaller than the size of the datagran,. To overcome this difficulty, a
fragmentation mechanism Is provided in the internet protocol.

Addrotsing

A distinction is made between names, addresses, and routes [41. A
name indicates what we seek. An address indicates where it is. A
route indicates how to get there. The internet protocol deals
primarily with addresses. It is the task of higher, level (i.e..
host-to-host or application) protocols to make the mapping from
names to addresses. The internet module maps internet addresses to
local net addresses. It is the task of lower level (i.e.. local net
or, Gateways) procedurea to make the mapping from local net addresses
to routes.

Addresses are fixed length of four octets (32 bits). An address
begins with a network number, followed by local address (called the
"rest" field). There are three formats or classes of internet
addresses: in class a. the high order bit is zero. the next 7 bits
are The network, and the last 24 bits are the local address: in
class b. the high orde., two bits are one-zero, the next 14 bits are
the network and the last 16 bits are the local &ddress; in class c,
the high order three bits are one-one-zero, the next 21 bits are the
network and the last 8 bits are the local address.

Care must be taken In mapping Internet addresses to local net
addresses; a single physical hoot must be able to act as if it were
several distinct hosts to the extent of using several distinct
internet addresses. Some hosts will also have several physical
interfaces (multi-homing).

That i.s provision must be male for & host to have several physical
interfaces to the networ'K with Oach having several logical internet
addrosseo.

(Page 7j
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Examples of address mappings may be found in "Address Mappings" (5].

Cragmentation

Fragmentation of an internet datagram is necessary when it
originates in a local net that allows a large packet size and must
traverse a local net that limits packets to a smaller size to reach
its destination.

An internet datagram can be marked "don't fragment." Any internet
datagram so marked is not to be internet fragmented under any
circumstances. If internet datagram marked don't fragment cannot be
delivered to its destination without fragmenting it. it is to be
discarded instead.

Fragmentation, transmission and reassembly across a local network
which is invisible to the internet protocol module is called
intranet fragmentation and may be used (6].

The internet fragmentation and reassembly procedure needs to be able
to break a datagram into an almost arbitrary number of pieces that
can te later reassembled. The receiver of the fragments uses the
identification field to ensure that fragments of different datagrams
are not mixed. The fragment offset field tells the receiver the
position of a fragment in the original datagram. The fragment
offset and length determine the portion of the original datagram
covered by this fragment. The more-fragments flag indicates (by
being reset) the last fragment. Thes3 fields provide sufficient
information to reassemble datagrama.

The identification field is used to distinguish the fragments of one
datagram from those of another. The originating protocol module of
an internet datagram sets the identification field to a value that
must be unique for that source-destination pair and protocol for the
time the datagram will be active in the internet system. The
originating protocol module of a complete datagram sets the
more-fragments flag to zero and the fragment offset to zero.

To fragment a long internet datagram, an internet protocol module
(for example, in a gateway). creates two new internet datagrams and
copies the contents of the internet header fields from the long
datagram into both new internet headers. The data of the long
datagram is divided into two portions on a 8 octet (64 bit) boundary
(the second portion might not be an integral multiple of 8 octets.
but the first must be). Call -:11.9 number of 8 octet blocks in the
first portion NFB (for Number o Fragment Blocks). The first
portion of the data is placed in the first new internet datagram,
and the total length field is set to the length of the first

(Pag6 8]
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datagram. The more-fragments flag is set to one. The second
portion of the data is placed in the second new internet datagram,
and the total length field is set to the length of the second
datagram. The more-fragments flag carries the same value as the
long datagram. The fragment offset field of the second new internet
datagram is set to the value of that field in the long datagram plus
NFB.

This procedure can be generalized for an n-way split, rather than . -

the two-way split described.

To assemble the fragments of an internet datagram. an internet
protocol module (for example at a destination host) combines
internet datagrams that all have the same value for the four fields:
identification, source, destination, and protocol. The combination
is done by placing the data portion of each fragment in the relative .-

position indicated by the fragment offset in that fragment's
internet header. The first fragment will have the fragment offset
zero, and the last fragment will have the more-fragments flag reset
to zero.

2.4. Gateways

Gateways implement internet protocol to forward datagrams between
networks. Gateways also implement the Gateway to Gateway Protocol
(GOP) (7] to coordinate routing and other internet control
irf-rrmntion.

In a gateway the higher level protocols need not be implemented and
the GOP functions are added to the IP module.

----------------------------------------- +
I Int.rnet :rotocol & ICMP & GGPI
----------------------------------------- +I I

---------------- +-----------------+
I Local Net I I Local Net I

----------------- + +----------------+

Gateway Protocols

Figure 3.
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3. SPECIFICATION

3.1. Internet Header Format

A summary of the contents of the internet header follows:

0 1 2 3
0 12 34 5 87 8 901 2 3 45 67 8 901 2 3 45 678 90 1

IVersioni IHL IType of Ser-vice[ Total Length

identification IFlagsl Fragment Offset

Time to Live I Protocol I Header Checksum

Source Address

Destination Address

Options I Padding

Example Internet Datagram Header

Figure 4.

Note that each tick mark represents one bit position.

Version: 4 bits

The Version field indicates the format of the internet header. This
document describes version 4.

IHL: 4 bits

internet Header Length is the length of the internet header in 32
bit words, and thus points to the beginning of the data. Note that
the minimum value for a correct header is 5.

[Page Ill
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Type of Service: 8 bits

The Type of Service provides an indication of the abstract
parameters of the quality of service desired. These parameters are
to be used to guide the selection of the actual service parameters
when transmitting a datagram through a particular network. Several
networks offer sLrvice precedence, which somehow treats high
precedence traffic as more important than other traffic (generally
by accepting only traffic above a certain precedence at time of high
load). The major choice is a three way tradeoff between low-delay.
high-reliability, and high-throughput.

Bits 0-2: Precedence.
Bit 3: 0 = Normal Delay. I - Low Delay.
Bits 4: 0 Normal Throughput, I - High Throughput.
Bits 5: 0 Normal Relibility, I = High Relibility.
Bit 6-7: Reserved for Future use.

0 1 2 3 4 5 6 7
-------------- +--+--+--+-----------4.----+

!I I I I I I•
I PRECEDENCE I D I T I R I 0 I 0 III I I I I I -
----- +- +---- --.--------------. 4.-.4.-.4.-

Precedence

111 - Network Control
110 - Internetwork Control
101 - CRITIC/ECP
100 - Flash Override
01i - Flash
010 - Immediate
001 - Priority
000 - Routine

The use of the Delay, Throughput, and Reliability indications may
increase the colt (in some sense) of the service. In many networks
better performance for one of these parameters is coupled with worse
performance on another. Except for very unusual cases at most two
of these three indications should be set.

The type of service is used to specify the treatment of the datagram
during its transmission through the internet system. Example
mappings of the Internet type of service to the actual service
provided on networks such as AUTODIN I, ARPANET, SATNET, and PRNET
is given in "Service Mappings" [8].

ipaye 12]
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The Network Control precedence designation is intended to be used
within a network only. The actual use and control of that
designation is up to each network. The Internetwork Control
designation is intended for use by gateway control originators only.
if the actual use of these precedince designations is of concern to
a particular network, it is the responsibility of that network to
control the access to, and use of. those precedence designations.

Total Length: 16 bits

Total Length is the length of the datagram, measured in octets,
including internet header and data. This field allows the length of
a datagram to be up to 65.535 octets. Such long datagrams are
impractical for most hosts and networks. All hosts must be prepared
to accept datagrams of up to 576 octets (whether they arrive whole
or in fragments). It is recommended that hosts only send datagrams
larger than 576 octets if they have assurance that the destination
is prepared to accept the larger datagrams.

The number 576 is selected to allow a reasonable sized data block to
be transmitted in addition to the required header information. For
example, this size allows a data block of 512 octets plus 64 header
octets to fit in a datagram. The maximal internet header is 60
octets, and a typical internet hoader is 20 octets, allowing a
margin for headers of higher level protocols.

Identification: 16 bits

An identifying value assigned by the sender to aid in assembling the
fragments of a datagram.

Flags: 3 bits

Various Control Flags.

Bit 0: reserved, must be zero
Bit 1: (OF) 0 = May Fragment. 1 - Don't Fragment.
Bit 2: (MF) 0 = Last Fragment, 1 - More Fragments.

0 1 2
+-------------

I ID MI

Fragment Offset: 13 bits

This field indicates where in the datagram this fragment belongs.

[Page 13)
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The fragment offset is measured in units of 8 octets (64 bits). The

first fragment has offset zero.

Time to Live: 8 bits

This field indicates the maximum time the datagram is allowed to
remain in the internet system. If this field contains the value
zero. then the datagram must be destroyed. This field is modified
in internet header processing. The time is measured in units of
seconds, but since every module that processes a datagram must
decreaso the TTL by at least one even if it process the datagram in
less than a second, the TTL must be thought of only as an upper
bound on the time a datagram may exist. The intention is to cause
undeliverable datagrams to be discarded, and to bound the maximum
datagram lifetime.

Protocol: 8 bits

This field indicates the next level protocol used in the data
portion of the internet datagram. The values for various protocols
are specified in "Assigned Numbers" (91.

Header Checksum: 16 bits

A checksum on the header only. Since some header fields change
(e.g., time to live), this is recomputed and verified at each point
that the internet header is processed.

The checksum algorithm is:

The checksum field is the 16 bit one's complement of the one's
complement sum of all 16 bit words in the header. For purposes of
computing the checksum, the value of the checksum field is zero.

This is a simple to compute checksum and exp-";mental evidence
indicates it is adequate. but it is provisiJ,1dl and may be replaced

by a CRC procedure, depending on further experience.

Source Address: 32 bits

The source address. See section 3.2.

Destination Address:* 32 bits

The destination address. See section 3.2.

[Pago 14]
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Options: variable

The options may appear or not in datagrams. They must be
implemented by all IP modules (host and gateways). What is optional
is their transmission in any particular datagram, not their
implementation.

In some environments the security option may be required in all
datagrams.

The option field is variable in length. There may be zero or more
options. There are two cases for the format of an option:

Case 1: A single octet of option-type.

Case 2: An option-type octet, an option-length octet, and the
actual option-data octets.

The option-length octet counts the option-type octet and the

option-length octet as well as the option-data octets.

The option-type octet is viewed as having 3 fields:

1 bit copied flag.
2 bits option class,
5 bits option number.

The copied flag indicates that this option is copied into all
fragments on fragmentation.

0 not copied

I copied

The option classes are:

0 - control
I - reserved for future use
2 - debugging and measurement
3 = reserved for future use

[Page 15]
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The following internet options are defined:

CLASS NUMBER LENGTH DESCRIPTION

0 0 - End of Optioni list. This option occupies only
1 octet; it has no length octet.

0 1 - No Operation. This option occupies only 1
octet; it has no length octet. -

0 2 11 Security. Used to carry Security,
Compartmentation. user Group (TCC). and
Handling Restriction Codes compatible with DOD
requirements.

0 3 var. Loose Source Routing. Used to route the
internet datagram based on information
supplied by the source.

0 9 var. Strict Source Routing. Used to route the
-i.nternet datagram based on information
supplied by the source.

0 7 var. Record Route. Used to trace the route an
internet datagram takes.

0 8 4 Stream ID. used to carry the stream
identifier.

2 4 var. Internet Timestaip.

Specific Option Definitions

End of Option List

+-----------+

I 00000000 I
+-----------+

Ty pe= 0

This option indicates the end of the optton list. This might
rot coincide with the end of the internet header according to
the internet header length. This is used at the end of all
options, not the end of each option, and need only be used if
the end of the options would not otherwise coincide with the end
of the internet header.

may be copied, introduced. or deleted on fragmentation, or for
any other reason.

[Page 16]
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No Operation

------- +

1000000011
+------+

Typp=l

This option may be used between options, for example, to align
the beginning of a subsequent option on a 32 bit boundary.

May be copied, introduced, or deleted on fragmentation, or for

any other reason.

Security

This option provides a way for hosts to send security.
compartmentation, handling restrictions, and TCC (closed user
group) parameters. The format for this option is as follows:

+------+----------- ------- ------- -- I--
10000010Oj0001OI1iSSS SSSjCCC CCCIHHH HHHJ TCC

-- ----- +----- ---- --- ,---- --- ,---- ---.--- ,/---,
Type=130 Length=ll

Security (S field): 16 bits

Specifies one of 16 levels of security (eight of which are
reserved for future use).

00000000 00000000 - Unclassified
11110001 0011o101 - Confidential
01111000 10011010 - EFTO
10111100 01001101 - MMMM
01011110 00100110 - PROG
1010"1111 00010011 -- Restricted
11010111 10001000 - Secret
01101011 11000101 - Top Secret
CO110101 11100010 - (Reserved for future use)
10011010 11110001 - (Reserved for future use)
01001101 01111000 - (Reserved for future use)
00100100 10111101 - (Reserved for future use)
00010011 01011110 - (Reserved for future use)
10001001 10101111 - (Reserved for future use)
11000100 11010110 - (Reserved for future use)
11100010 01101011 - (Reserved for future use)

[Page 17]
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Compartments (C field): 16 bits t

An all zero value is used when the information transmitted is
not compartmented. other values for the compartments field
may be obtained from the Defense Intelligence Agency.

Handling Restrictions (H field): 16 bits

The values for the control and release markings are
alphanumeric digraphs and are defined in the Defense
I.itel.igence Agency Manual DIAM 65-19, "Standard Security
Markings".

Transmission Control Code (TCC field): 24 bits

Provides a means to segregate traffic and define co.;trolled
communities of interest among subscribers. The TCC values are
trigraphs, and are available from HO DCA Code 530.

Must be copied on fragmentation. This option appears at most
once in a datagram.

Loose Source and Record Route

++------------------+--------+------ // ---------+
IlO00000 length I pointerl route data I

+---- ---- +---------- // .--------+
Type=131

The loose source and record route (LSRR) option provides a means
for the source of an internet datagrarn to supply routing
information to be used by the gateways in forwarding the
datagram to the destination, and to record the route
information.

The option begins with the option type code. The second octet
is the option length which includes the option type code and the
length octet, the pointer octet, and length-3 octets of route
data. The third octet is the pointer into the route data
indicating the octet which begins the next source address to be
processed. The pointer is relative to this option, and the
smallest legal value for the pointer is 4.

A route data is composed of a seri-is of internet addresses.
Each internet address is 32 bits or 4 octets. If the pointer is
grentar than the length, the source route is empty (and the
recorded route full) and the routing is to be based on the
destination address field.

IPage 18]
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If the address in destination address field has been reached and
the pointer is not greater than the length, the next address in
the source route replaces the address in the destination address
field, and the recorded route address replaces the source
address just used, and pointer is increased by four.

The recorded route address is the internet module's own internet
address as known in the environment into which this datagram is
being forwarded.

This procedure of replacing the source route with tne recorded
route (though it is in the reverse of the order it must be in to
be used as a source route) means the option (and the IP header
as a whole) remains a constant length as the datagram progresses
through the internet.

This option is a loose source route beca .9 the gateway or host
IP is allowed to use any route of any number of other
intermediate gateways to reach the next address In the route.

Must be copied on fragmentation. Appe&rs at most once in a

datagram.

Strict Source and Record Route

+------+-----------+------------+--------------/ ---------+

;100010011 length , pointerl route data I
----------------- +--------------- /-- ---------+
Type=137 ..

The strict source and record route (SSRR) option provides a
means for the source of an internet datagram to supply routing
information to be used by the gateways in forwarding the
datagram to the' destination, and to record the route
information. .

The option begins with the option type code. The secood octet
is the option length which includes the option type code and the
length octet, th,9 poi ",r octet, and length-3 octets of route
data. The third octc a the pointer into the route data
indicating the octet vvnich begins the next source address to beprocessed. The pointer is relative to this option, and the .
smallest legal value fo, the pointer is 4.

A route data is composed of a series of internet addresses.
Each internet address is 32 bits or 4 octets. If the pointer is
greater than the length, the source route is empty (and the
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recorded route full) and the routing is to be cased on the
destination address field.

If the address in destination address field has been reached and
the pointer is not greater than the length, the next address in
the source route replaces the address in the destination address
field, and the recorded route address replaces the source
address just used, and pointer is increased by four.

The recorded route address is the internet module's own internet
address as known in the environment into which this datagram is
being forwarded.

This procedure of replacing the source route with the recorded
route (though it is in the reverse of the order it must be in to
be used as a source route) means the optior (and the LP header
as a whole) remains a constant length as the datagram progresses
through the internet.

This option Is a strict source route because the gateway or host
IP must send the datagram directly to the next address in the
source route through only the directly connected network
indicAted in the next address to reach the next gateway or host
specified in the route.

Must be copied on fragmentation. Appears at most once in a
datagram.

Record Route

--------- ------------------------------ II----------
0onooo0li length I pointer-I route data i

4--------------------+--------------+----------- ---------+
Tyve-7

The record route option provides a means to record the route of
an Inteenet datagram.

The option begins with the option type code. The seco.id octet
is the option length whicn includes the Lption type code and the
length octet, the pointer octet, and length-3 octets of route
data. The third octet is the pointer into the route duta
indicating the octet which begins the next area tG store a route
address. The pointer As relative to this option, and the
smallest legal value for the pointer ib 4.

A recorded route is composed of a ze-ies of internet addresses.
Each internet address is 32 bits or 4 octets. If the pointer is
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greater than the length, the recorded route data area is full.
The originating host must compose this option with a large
enough route data area to hold all the address expected. The
size of the option does not change due to adding addresses. The
intitial contents of the route data area must be zero.

When an internet module routes a datagram it checks to see if
the record route option is present. If it is, it inserts its
own internet address as known in the environment into which this
datagram is being forwarded into the recorded route begining at
the octet indicated by the pointer, and increments the pointer
by four.

If the route data area is already full (the pointer exceeds the
length) the datagram is forwarded without inserting the address
into the recorded route. If there is some room but not enough
room for a full address to be inserted, the original datagram is
considered to be in error and is discarded. In either case an
ICMP parameter problem message may be sent to the source
host (3].

Not copied on fragmentation, goes in first fragment only.
Appears at most once in a datagram.

Stream Identifier

---------------+--------+ ------------1
I100010001000000101 Stream ID I

+-------------------+------------+------------+
Type=136 Length-4

This option provides a way for the 16-bit SATNET stream
identifier to be carriod through networks that do not support
the stream concept.

Must be copied on fragmentation. Appears at most once in a
datagram.
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V
Internet Timestamp

+------------------ 4 ------------------- +
1o10001001 length I pointerjoflwjflgj
------------------- 4-------------+------------+

internet address 4
+ -------------------------------------
I timestamp I

-------------------------------------

Type = 68

The Option Length is the number of octets in the option counting
the type, length, pointer, and overflow/flag octets (maximum
length 40).

rhe Pointer is the number of octets from the beginning of this
option to the end of timestamps plus one (i.e., it points to the
octat beginning the space for next timestamp). The smallest
legal value is 5. The timestamp area is full when the pointer
is greater than the length.

The Overflow (oflw) (4 bits] is the number of IP modules that
cannot register timestamps due to lack of space.

The Flag (flg) [4 bits) values are

0 -- time stamps only, stored in consecutive 32-bit words,

I -- each timestamp is preceded with internet address of the
registering entity,

3 -- the internet address fields are prespecified. An IP
module only registers its timestamp if it matches its own
address with the next specified internet address.

The Timestamp is a right-justified, 32-bit timestamp in
milliseconds since midnight UT. If the time is not available in
milliseconds or cannot be provided with respect to midnight UT
then any time may be inserted as a timestamp provided the high
order bit of the timestamp field is set to one to indicate the
use of a non-standard value.

The originating host must compose this option with a large
enough timestamp data area to hold all the tiniestamp information
expected. The size of the option does not change due to adding
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timestamps. The intitial contents of the timestamp data area
must be zero or internet address/zero pairs.

If the timestamp data area is already full (the pointer exceeds
the length) the datagram is forwarded without inserting the
timestamp, but the overflow count is incremented by one.

If there is some room but not enough room for a full timestamp
to be inserted, cr the overflow count itself overflows, the
original datagram is considered to be in error and is 'lscarded.
In either case an ICMP parameter problem message may ti sent to
the source host 131.

The timestamp option is not copied upon fragmentation. It is

carried in the first fragment. Appears at most once in a
datagram.

Padding: variable

The internet header padding is used to ensure that the intern;et
header ends on a 32 bit boundary. The padding is zero.

3.2. Discussion

The implementation of a protocol must be robust. Each implementation
must expect to interoperate with others created by different
individuals. While the goal of this specification is to be explicit
about the protocol there is the possibility of differing
interpretations. In general, an implementation must te conservative
in its sending behavior, and liberal in its receiving behavior. That
is, it must be careful to send well-formed datagrams, but must accept
any datagram that it can interpret (e.g.. not object to technical
errors where the meaning is still clear).

The basic internet service is datagram oriented and provides for the
fragmentation of datagram.i at gateways, with reassembly taking place
at the destination internet protocol module in the destination host.
Of course, fragmentation and reassembly of datagrams within a network
or by private agreement between the gateways of a network is also
allowed since this is transparent to the internet protocols and the
higher-level protocols. This transparent type of fragmentation and
reassembly is termed "network-dependent" (or intranet) fragmentation
and is not discussed further here.

Internet addresses distinguish sources and destinations to the host -.
level and provide a protocol field as well. It is assumed that each
protocol will provide for whatever multiplexing is necessary within a
host.
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Addressing

To provide for flexibility in assigning address to networks and
allow for the large number of small to intermediate sized networks
the interpretation of the address field is coded to specify a small
number of networks with a large number of host, a moderate number of
networks with a moderate number of hosts, and a large number of
networks with a small number of hosts. In addition there is an
escape code for extended addressing mode.

Address Formats:

High Order Bits Format C__s_
-- ------------ -- bits--f- net-- 24- bit

0 7 bits of net. 24 bits of host a10 14 bits of met, 16 bits of host b -•

110 21 bits of net. 8 bits of host c
ill escape to extended addressing mode

A value of zero in the network field means this network. This is
only used in certain ICMP messages. The extended addressing mode
is undefined. Both of these features are reserved for future use.

"The actual values assigned for network addresses is given in
"Assigned Numbers" 91].

The local address, assigned by the local network, must allow for a
single physical host to act as several distinct internet hosts.
That is, there must be a mapping between internet host addresses and
network/host interfaces that allows several internet addresses to
correspond to one interface. It must also be allowed for a host to
have several physical interfaces and to treat the datagrams from
several of them as if they were all addressed to a single host.

Address mappings between internet addresses and addresses for
ARPANET, SATNET. PRNET, and other networks are described in "Address
mappings" (5}.

Fragmentation and Reassembly.

The internet identification field (ID) is used together with the
source and destination address, and the protocol fields, to identify
datagram fragments for reassembly.

The More Fragments flag bit (MF) is set if the datagram is not the -:

last fragment. The Fragment Offset field identifies the fragment
location, relative to the beginning of the original unfragmented
datagram. Fragments are counted in units of 8 octets. The
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fragmentation strategy is designed so than an unfragmented datagram
has all zero fragmentation informetion (MF = 0, fragment offset = -
0). if an internet datagram is fragmented, its data portion must be
broken on 8 octet boundaries.

This format allows 20*13 = 8192 fragments of 8 octets each for a
total of 65,536 octets. Note that this is consistent with the the -
datagram total length field (of course, the header is counted in the -

total length and not in the fragments). .

When fragmentation occurs, some options are copied, but others .
"--in with the first fragment only.

Eve "- internet module must be able to forward a datagram of 68
octets without further fragmentation. This is because an internet
header may be up to 60 octets, and the minimum fragment is 8 octets.

Every internet destination must be able to receive a datagram of 576
octets either in one piece or in fragments to be reassembled.

The fields which may be affected by fragmentation include:

(1) options field 4
(2) more fragments flag
(3) fragment offset
(4) internet header length field
(5) total length field
(6) header checksum

If the Don't Fragment flag (OF) bit is set, then Internet
fragmentation of this datagram is NOT permitted, although it may be
discarded. This can be used to prohibit fragmentation in cases
where the receiving host does not have sufficient resources to
reassemble internet fragments.

One example of use of the Don't Fragment feature is to down line :-
load a small host. A small host could have a boot strap program
that accepts a datagram stores it in memory and then executes it. _

The fragmentation and reassembly procedures are most easily
described by examples. The following procedures are example
implementations.

General notation in the following pseudo programs: "=<" means "less
than or equal", "#" means "not equal". "=" means "equal", "<-" means ....
"is set to". Also. "x to y" includes x and exr'ludes y; for example,
"4 to 7" would include 4, 5. and 6 (but not 7).

[Page 251
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An Example Fragmentation Procedure

The maximum sized datagram that can be transmitted through the
next network is called the maximum transmission unit (MTU).

If the total length is less than or equal the maximum transmission
unit then submit this datagram to the next step in datagram
processing; otherwise cut the datagram into two fragments, the
first fragment being the maximum size, and the second fragment
being the rest of the datagram. The first fragment is submitted
to the next step in datagram processing, while the second fragment
is submitted to this procedure in case it is still too large.

Notation:

FO - Fragment Offset
IHL - Internet Header Length
OF - Don't Fragment flag
MF - More Fragments flag
TL - Total Length
OFO - Old Fragment Offset
OIHL - Old Internet Header Length
OMF - Old More Fre;ments flag
OTL - Old Total Length
NFB - Number of Fragment Blocks
MTU - Maximum Transmission Unit

Procedure:

IF TL =< MTU THEN Submit this datagram to the next step
in datagram processing ELSE IF DF -1 THEN discard the

datagram ELSE
To produce the first fragment:
(1) Copy the original internet header;
(2) OIHL <- IHL; OTL <- TL; OFO <- FO; OMF <- MF;
(3) NFB <- (MTU-IHLO4)/8:
(4) Attach the first NFB'8 data octets:
(5) Correct the header:

MF <- 1; TL <- (IHL*4)+(NFB*8);
Recompute Checksum;

(6) Submit this fragment to the next step in
datagram processing;

To produce the second fragment:
(7) Selectively copy the internet header (some cptions

are not copied, see option definitions);
(8) Append the remaining data;
(9) Correct the header:

IHL <- (((OIHL*4)-(length of options not copied))+3)/4;
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TL <- OTL - NFB,8 - (OIHL-IHL),4);
FO <- OFO + NFB; MF <- OMF; Recompute Checksum;

(10) Submit this fragment to the fragmentation test; DONE.

In the above procedure each fragment (except the last) was made
the maximum allowable size. An alternative might produce less
than the maximum size datagrams. For example, one could implement
a fragmentation procedure that repeatly divided large datagrams in
half until the resulting fragments were less than the maximum
transmission unit size.

An Example Reassembly Procedure

For each datagram the buffer identifier is computed as the
concatenation of the source, destination, protocol, and .
identification fields. If this is a whole datagram (that is both
the fragment offset and the more fragments fields are zero), then
any reassembly resources associated with this buffer identifier
are released and the datagram is forwarded to the next step in
datagram processing.

If no other fragment with this buffer identifier is on hand then
reassembly resources are allocated. The reassembly resources
consist of a data buffer, a header buffer, a fragment block bit
table, a total data length field. and a timer. The data from the
fragment is placed in the data buffer according to its fragment
offset and length, and bits are set in the fragment block bit
table corresponding to the fragment blocks received.

If this is the first fragment (that is the fragment offset is
zero) this header is placed in the header buffer. If this is the
last fragment ( that is the more fragments field is zero) the
total data length is computed. If this fragment completes the
datagram (tested by checking the bits set in the fragment block
table), then the datagram is sent to the next step in datagram
processing; otherwise the timer is set to the maximum of the
current timer value and the value of the time to live field from
this fragment: and the reassembly routine gives up control.

If the timer runs out, the all reassembly resources for this
buffer identifier are released. The initial setting of the timer
is a lower bound on the reassembly waiting time. This is because
the waiting time will be increased if the Time to Live in the
arriving fragment is greater than the current timer value but will
not be decreased if it is less. The maximum this timer value
could reach is the maximum time to live (approximately 4.25
minutes). The current recommendation for the initial timer
setting is 15 seconds. This may be changed as experience with
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this protocol accumulates. Note that the choice of this parameter
value is related to the buffer capacity available and the data
rate of the transmission medium: that is. data rate times timer
value equals buffer size (e.g.. 1OKb/s X 15s - 150Kb).

r
Notation:

FO - Fragment Offset
"IHL - Internet Header Length
MF - More Fragments flag
TTL - Time To Live
NFB - Number of Fragment Blocks
TL - Total Length
TOL - Total Data Length
BUFID - Buffer Identifier
RCVBT - Fragment Received Bit Table
TLB - Timer Lower Bound

Procedure:

(1) BUFID <- sourceldestinationlprotocollidentification;
WM(2) IF F0 - 0 AND NIF - 0

(3) THEN IF buffer with BUFID is allocated
(4) THEN flush all reassembly for this BUFID;
(5) Submit datagram to next step; DONE.
(6) ELSE IF no buffer with BUFID is allocated
(7) THEN allocate reassembly resources

with BUFIo;
TIMER <- TLB; TDL <- 0;

(8) put data from fragment into data buffer with
BUFID from octet FO*8 to

octet (TL-(IHL*4))+FO*8;
(9) set RCVBT bits from FO

to FO+((TL-(IHL-4)+7)/8):
(10) IF mF = 0 THEN TDL <- TL-(IHL*4)+(FOoa)
(11) IF FO = 0 THEN put header in header buffer

(12) IF TDL # 0
(13) AND all RCVBT bits from 0

to (TDL+7)/8 are set
(14) THEN TL <- TDL+(IHL*4)
(15) Submit datagram to next step:
(16) free all reassembly resources

for this BUFID; DONE.
(17) TIMER <- MAX(TIMERTTL); 4
(18) give up until next fragment or timer expires; -

(19) timer expires: flush all reassembly with this BUFID; DONE.

In the case that two or more fragments contain the same data
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either identically or through a partial overlap, this procedure
will use the ore recently arrived copy in the data buffer and
datagram delivered.

Identification

The choice of the Identifier for a datagram is based on the need to
provide a way to uniquely identify the fragments of a particular

datagram. The protocol module assembling fragments judges fragments
to belong to the same datagram if they have the same source,
destination, protocol, and Identifier. Thus, the sender must choose
the Identifier to be unique for this source, destination pair and
protocol for the time the datagram (or any fragment of it) could be
alive in the internet.

it seems then that a sending protocol module needs to keep a table

of Identifiers, one entry for each destination it has communicated
with in the last maximum packet lifetime for the internet.

However, since the Identifier field allows 65,536 different values.
some host may be able to simply use unique identifiers independent
of destination.

it is appropriate for some higher level protocols to choose the
identifier. For example, TCP protocol modules may retransmit an
identical TCP segment, and the probability for correct reception
would be enhanced if the retransmission carried the same identifier"
as the original transmission since fragments of either datagram
could be used to construct a correct TCP segment.

Type of Service

The type of service (TOS) is for internet service quality selection.
The type of service is specified along the abstraCt parameters
precedence, delay, throughput, and reliability. These abstract
parameters are to be mapped into the actual service parameters of
the particular networks the datagram traverses.

Precedence. An independent measure of the importance of this

datagram.

Delay. Prompt delivery is important for datagrams with this
indication.

Throughput. High data rate is important for datagrams with this
indication.
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Reliability. A higher level of effort to ensur delivery is
important for datagrams with this indication.

For example, the ARPANET has a priority bit. and a choice between
"standard" messAges (type 0) and "uncontrolled" messages (type 3).
(the choice bet sen single packet and multipacket messages can also
be considered a service parameter). The unrontrolled messages tend
to be less reliably delivered and suffer less delay. Suppose an
internet datagram is to be sent through the ARPANET. Let the
internet type of service be given as:

Precedence: 5
Delay: 0
Throughput: I
Reliability: 1

In this example, the mapping of these parameters to those available
for the ARPANET would be to set the ARPANET priority bit on since
the Internet prccedence is in the upper half of its range, to select
standard messages iince the throughput and reliability requirements
are indicated and delay is not. More details are given on service
mappings in "Service Mappings" [8].

Time to Live

The time to live is set by the sender to the maximum time the
datagram is allowed to be in the internet system. If the datagram
is in the internet system longer than the time to live. then the
datagram must be destroyed.

This field must be decreased at each point that the internet header

is processed to reflect the time spent processing the datagram.
Even if no local information is available on the time actually
spent, the field must be decremented bt 1. The time is measured in
units of seconds (i.e. the value 1 meens one second). Thus, the
maximum time to live is 255 seconds or 4.25 minutes. Since every
module that processes a datagram must de-.ease the rTL by at least
one even if it process the datagram in less than a second, the TTL
must be thought of only as an upper bound on the time a datagram may
exist. The intention is to cause -,ndeliverable datagrams to be
discarded, and to bound the maximum datagram tifetime.

Some higher level reliable connection protocols are basod on
assumptions that old duplicate datagrams will not arrive after a
certain time elapses. The TTL is a way for such protocols to have
an assurance that their assumption is met.
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Options

The options are optional in each datagran. but required in
implementations. That is, the presence or absence of an option is
the choice of the sender, but each internet module must be able to
parse every option. T.here can be several options present in the
option field.

The options might not end on a 32-bit boundary. The in'ernet header
must be filled out with octets of zeros. The first of these would
be interpreted as the end-of-options option, and the remainder as
internet header padding.

Every internet module must be able to act on every option. The _
Security Optior is required if classified, restricted, or

compartmented traffic is to be passed.

Checksum

The internet header checksum is recomputed if the internet header is
changed. For example, a reduotion of the time to live, additions or
changes to internet options, or due to fragmentation. This checksum
at the internet level is intended to protect the internet header
fields from transmission errors.

There are some applications where a few data bit errors are
acceptable while retransmission delays are not. If the internet
protocol enforced data correctness such applications could not be
supported.

Errors

Internet protocol errors may be reported via the ICMP messages [3].

3.3. Interfaces .-A

The functional description of user interfaces to the IP is, at best.
fictional, since every operating system will have different
facilities. Consequently. we must warn readers that different IP
implementations may have different user interfaces. However. all IPs
must provide a certain minimum set of cervices to guarantee that all
IP implementations can support the same protocol hierarchy. This
section specifies the functional interfaces required of all IP
implementations.

Inter-net protocol interfaces on one side to the local network and on
the other side to either a higher leval protocol or an application
program. In the following, the higher level protocol or application
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program (or even a gateway program) will be called the "user" since it
is using the internet module. Since internet protocol is a datagram
protoccl, there is minimal memory or ste.te maintained between dat&gram
transmissiotis. and each call or the i.nt,'rnet protocol module by the
user supplies ali informatl .' necessary for thie IP to perform the
service requested.

An Example upper Level Interface

The folloming two example cp.lls satisfy the requirements for the user
to interret protocol module communication ('=>" means returns):

SEND (src. cdst. prot. TOS, TTL, BufPTR. len. Id. OF. opt => result)

where:

src = source address
dst = destination address
prot protocol
TOS = type of service
TTL = ti:ec to livc
aufPTA = buffer pointer
ien = length of buffer
Id = Identifier
OF = Don't F, aoment
opt ý opticn data
result = retponse

OK = dutagram sent ok
Error = error in arguments or lo;. ror

Note that the precedence is included i OS Pnd the
security/compartment is asred as an opt..•n.

RECV {BufPTR. prot. z> rest t, src, dst, TOS. len, opt)

where:

BufPTR = buffer pointer
prot = protocol
result = response

OK = datagram received O0
Error = error in arguma!

len = length of buffer
.src source zddress
Ust = destination addros-
TOS rz type of service
r't om option data

; 'age J z
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When the user sends a datagram, it executes the SEND call supplyinq
all the argumorts. he internet protocol module, on receiving this
call, checks the arguments and prepares and sends the message. If the
arguments are good and the datagram is accepted by the local network,
the call returns successfully. If either the arguments are bad, or
tne datagram is not accepted by the local network. ths call returns
unsuccessfully. On unsuccessful returns, a reasonable report must be
made as to the cause of the problem, but the details of such reports
are up to individual implementations.

when a datagram arrives at the internet protocol module from the local
network, either there is a pending RECV call from the user addressed
or there is not. In the first case, the pending call is satisfied by
passing the information from tne datagram to the usar. In the second
case, the user addressed is notified of a pending datagram. If the
user addressed does ,ot exist, an ICMP error message is returned to -
the sender, and the data is discarded.

The notification ot a user may be via a pseudc interrupt or similar ."
mechanism, as approp,'iate in the particular operating system
environment of the implementation.

A user's AEC'/ call may then either be immediately satisfied by a
pending datagram. or the call may be pending until 3 datagram arrives.

The sou-ce address is included in the sond call in case the sendrn"
host has several addresses (multiple physical connections or logical
addresses). The internet module must check to see that tho source
address is one of the legal add-ess for this host.

An im;lementation mLy also allow or require 6 call to the internet -
module to indicate interest in or reseve exclusive use of a class of _--
datagrams (e.g., all those with a certain value in the protocol
field).

Thi!. section functionally cKaracterizes a USER/IF interface. The

notation Lst'd is similar to most procedure of tunction calls in high
level languages, but this usage is not mednt to rule out trap type
service calls (e.g.. SVCs, UUOS, EMTs), or any other form of
interpr)cess communication.

jiage J3
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Example 1:

This is an example of the minimal data carrying internet detagram:

0 1 2 3
01234567890123456'89012345678901

IVer- 4 IIHL= 5 IType of Se-vicel Total Length = 21 I

I Identification - 111 IFtg=.l Fragment Offset = 0 I

Time = 123 I Protocol = 1 I header checksum
* 4-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-.I -+--++ +÷++-+-+-+-----+-+

source address
+-+-+-+-+-+-+-+-+-+-+-+-+--+-+-+-+-+-+-+-+-+-+-+-+ -+-+-+-+-+-+--+--+

destination address
+-+-+-+-+-+-+-+-÷+-+-+-+-+-+-+-÷--+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+

data I

Example Internet Oatagram

Figure 5.

Note that each tick mark represents one bit position.

This is a internet datagram in version 4 of internet protocol; the
internet header zon~ists of five 32 bit words, and the total length of
the datagram is 21 octets. This datagram is a complete datagram (not
a fragment).

•C)
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Example 2:

In this example, we show fi-st a moderate size internet datagram (452
data octets), then two interret fragments that might result from the
fragmentation of this datagram if the maximum sized transmission
allowed were 280 octets.

0 1 2 3 -0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1, '

IVer= 4 IIHL- 6 IType of Servicel Total Length - 472
+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+--+-+-+-+-+-+-+-+--+-1.-+-+-+-+-+-+ - .

I Identification - III IFlg=01 Fragment Offset = 0 .
+-+-+-4-+-4+-+-+-+-+-+-+-+-+-+-~+-+-+-+•+-+--+-+-+-+-+-+-+-+-+-+-+-+ •

i Time = 123 I Protocol = 6 I header checksum

source address
+-+-+-+-+--+-+-+-+ +-+-+--+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+

destination address
+-+-+-+-+-+-+-+-+-+-+- +-+--+-+-+-+-+-+ -+-+-+-+--+-4-+-+-+-+-+-+-+-+.

data
+-+-÷-+-+-.+-+-+-+-+-+-+-+-+--+-~+-+ -+ -+--+-+-+-+-+-+-+-+-÷---

data

tdata

l ~~~dataI"..-

Example Internet Datagram

Figure 6.

.1
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Now the first fragment that results from splitting the datagram after
"256 data octets.

"0 1 2 3". ~0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 S 0 1 2 3 4 5 6 7 8 9 0 1

!ver= 4 IIHL= 5 IType of Servicel Total Length = 276

I Identification = 111 lFlg=-1 Fragment Offset - 0

Time = 119 I Protocol = 6 I Header Checksum
÷-+-÷-+-+-+-+-+-+-.+-+-+-+-+-+-+-+-+ -+-+-i -+-÷--+-+-+-+--+-+-.+-+-+-- K

source address

� destination address

data

data

U data

data

Example Internet Fragment

Figure 7.

.2
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And the second fragment.

0 1 2 3 "
0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1

IVer= 4 IIHL= 5 iType of Servicel Total Length = 216+_+++++++÷-+---------+-++--+----+--+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+_+-+-_+

I Identification - III IFlg=Ot Fragment Offset = 32.-

I Time = 119 I Protocol = 6 I Header Checksum

+-+-+-+-+++++++--------++++++++-------I source address

destination address

data+

data

data
+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+ -+--+-+-+-+-+-+-+-+-+-+-

I data

Example Internet Fragment

Figure 8.

iH
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Example 3:

Here, we show an example of a datagram containing options:

0 1 2 301234567890123456789012345678901
0-+-+-+-+-+-+-+-+-+-+0 -+-+-3 -+-+-+-7 -+-+-0 - --2-3-4-5-6-7÷8+9+_+_

ver= 4 ;IHL= 8 IType of Servicel Total Length = 576

I identification = 111 lFlg=Ol Fragment Offset = 0

Time = 123 I Protocol = 6 I Header Checksum

source address

destination address+-+-+-+-+-+-+-+-+-+-+-+-+--+-+-+-+-+-+-+ -+-+-.g-+-+-+-+-+_+-+_+_+_+

Opt. Code x I Opt. Len.= 3 I option value I Opt. Code = x

Opt. Len. = 4 I option value Opt. Code - 1

Opt. Code = y I Opt. Len. = 3 I option value I Opt. Code - 0

data

data

data

:xample Internet Oatagram

Figure 9.

(94)
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APPENDIX B: Data Transmission Order

The order of transmission of the header and data described in this
document is resolved to the octet level. whenever a diagram Shows a
group of octets, the order of transmission of those octets is the normal
order in which they are read in English. For example, in the following
diagram the octets are transmitted in the order they are numbered.

O 1 2 3
0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1

I I 1 2 3 I 4 I+-+_+_+-+-+-+-+--+-+-+-+-+-+-+-+-+--: -+-+-+-+-+-+--+-+-+-+-+-+-+-+-+ .

I 5 I 6 i 7 I 8 -.

I9 I10 I11 I124-- -- +-+-+-+--+-+-+--÷--+-+-+--+--+-----+--+-+--+---+-+--+-+-+--+--÷--÷---+-4--+-+--+- """

Transmission Order of Bytes

Figure 10.

whenever an octet represents a numeric quantity the left most bit in the
diagram is the high order or most significant bit. That is. the bit
labeled 0 is the most significant bit. For example, the following
diagram represents the value 170 (decimal).

01234567

I1 0 1 0 1 0 1 01

Significance of Bits

Figure !I.

Similarly, whenever a multi-octet field represents a numeric quantity
the left most bit of the whole field is the most significant bit. When
a multi-octet quantity is transmitted the most significant octet is
transmitted first.

[ran 3•]
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GLOSSARY

1822
BBN Report 1822. "The Specification of the Interconnection of
a Host and an IMP". The specification of interface between a
host and the ARPANET. I

ARPANET leader •

The control information on an ARPANET message at the host-IMP
interface.

ARPANET message
The unit of transmission between a host and an IMP in the
ARPANET. The maximum size is about 1012 octets (8006 bits). -

ARPANET packet
A unit of transmission used Internally in the ARPANET between
IMPS. The maximum size is about 126 octets (1008 bits).

Destination
The destination address, an internet header field.

OF
The Don't Fragment bit carried in the flags field.

F l a g si t r e e d r f e d n i a e ni t r e
An internet header field carrying various control flags.

i Fragment offset

This internet header field indicates where in the internet

datagram a fragment belongs.

GGP
Gateway to Gateway Protocol, the protocol used primarily
between gateways to control routing and other gateway i
functions.

Control information at the beginning of a message, segment.
datagram, packet or block of data.

ICMP .
Internet Control Message Protocol. implemented in the internet l
module, the ICMP is used from gateways to hosts and between
hosts to report errors and inake routing suggestions.

jPage 41j
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Identification '1
An internet header field carrying the identifying value
assigned by the sender to aid in assembling the fragments of a
datagram.

IHL

The internet header field Internet Headcr Length is the length
of the internet header measured in 32 bit words. A

IMP
The Interface Message Processor, the packet switch of the
ARPANET.

Internet Address
A four octet (32 bit) source or destination address consisting
of a Network field and a Local Address field.

internet datagram :%
The unit of data exchanged between a pair of internet modules
(includes the internet header).

internet fragment
A portion of the data of an internet datagram with an internet
header.

Local Address
The address of a host within a network. The actual mapping of
an internet local addre3s on to the host addresses in a _21
network is quite general, allowing for many to one mappings. -

MF
The More-Fragments Flag carried in the internet header flags
field.

module
An implementation, usually in software, of a protocol or other
procedure.

more-fragments flag
A flag indicating whether or not this internet datagram
contains the end of an internet datagram, carried in the
internet header Flags field.

" ~NFB
The Number of Fragment Blocks in a the data portion of an
internet fragment. That is. the length of a portion of data
measured in 8 octet units.

* iPage 42]
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Glossary

octet
An eight bit byte.

Options
The internet header Options field may contain several options,
and each option may be several octets in length.

PaddingI

The internet ?-eader Padding field is used to ensure that the

data begins on 32 bit word boundary. The padding is zero.

Protocol
In this document, the next higher level protocol identifier.
an internet header field.

Rest
The local address portion of an Internet Addresc.

Source
The source address, an internet header field. *1

Transmission Control Protocol: A host-to-host protocol for

reliable communication in internet environments. .

TCP Segment
The unit of data exchanged between TCP modules (including the
TCP header).

TFTP
Trivial File Transfer Protocol: A simple file transfe.-
protocol built on UDP. -

Time to Live
An internet header field which indicates the upper bound on
how long this ;nternet catagram may exist.

TOS •-Type of Service

Total Length
The internet header field Total Length is the length of the
datagram in octets including Internet header and data.

TTL
Time to Live

'rage 43i
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Glossary

Type of Service
An internet header field which indicates the type (or quality)
of service for this internet datagram.

UOP
User Datagram Protocol: A user level protocol for transaction
oriented applications.

User
The user of the internet protocol. This may be a higher level
protocol module, an application program, or a gateway program.

Version
The version field indicates the format of the internet header.

0L0
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Request for Comments: 792 ISI
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updates: IENs 109. 128

INTERNET CONTROL MESSAGE PROTOCOL
DARPA INTERNET PROGRAM
PROTOCOL SPECIFICATION

Introduction

The Internet Protocol (IP) (1) is used for host-to-host datagram

service in a system of interconnected networks called the
Catenet (2). The network connecting devices are called Gateways.
These gateways communicate between themselves for control purposes
via a Gateway to Gateway Protocol (GGP) 13,4]. Occasionally a
gateway or destination host will communicate with a source host, for
example, to report an error in datagram processing. For such
purposes this protocol, the Internet Control Message Protocol (ICMP).
is used. ICMP, uses the basic support of IP as if it were a higher
level protocol, however, ICMP is actually an integral part of IP, and
must be implemented by every IP module.

ICMP messages are sent in several situations: for example, when a
datagram cannot reach its destination, when the gateway does not have
the buffering capacity to forward a datagram. and when the gateway
can direct the host to send traffic on a shorter route.

The Internet Protocol is not designed to be absolutely reliable. The
purpose of ..hese control messages is to provide feedback about
problems in the communication environment, not to make IP reliable.
There are still no guarantees that a datagram will be delivered or a
control message will be returned. Some datagrams may st'l1 be
undelivered without any report of their loss. The higher level
protocols that use IP must implement their own reliability procedures
if reliable communication is required.

The ICMP messages typically report errors in the processing of
datagrams. To avoid the infinite regress of messages about messages
etc., no ICMP messages are sent about ICMP nessages. Also ICMP
messages are only sent about errors in handling fragment zero of
fragemented datagrams. (Fragment zero has the fragment offeset equal
zero).

(Page 1J
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Message Formats

ICMP messages are sent using the basic IP header. The first octet of

the date portion of the datagram is a ICMP type field: the value of
this field determines the format of the remaining data. Any field
labeled "unused" is reserved for later extensions and must be zero

when sent, but receivers should not use these fields (except to
include them in the checksum). Unless otherwise noted under the
individual format descriptions, the values of the internet header

fields are as follows:

version

4

IHL

Internet header length in 32-bit words.

Type of Service

0

Total Length

Length of internet header and data in octets.

identification. Flags, Fragment Offset

Used in fragmentation, see [1).

Time to Live

Time to live in seconds; as this field is decremented at each
machine in which the datagram is processed, the value in this
field should be at least as great as the number of gateways which
this datagram will traverse.

Protocol

ICMP I 1

Header Checksum

The 16 bit one's complement of the one's cow,,:Alement sum of all 16
bit words in the header. For computing tle checksum, the checksum
field should be zero. This checksum may 5e replaced in the
future.

[Page 2)
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Source Address

The address of the gateway or host that composes the ICMP message.
"Unless otherwise noted, this can be any of a gateway's addresses.

Destination Address

'he address of the gateway or host to which the message should be
sent.

r4
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Destination unreachable Message

0 1 2 3
0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1

Type Code I Checksum

unused

I Internet Header + 64 bits of Original Data Oatagram
+-+--+-+-+--+-+-+-+-+-+-+ +++++++++-+-+-+--+-+-+-+-+-+-+-.

IP Fields:

Destination Address

The source network and address from the original datagram's data.

ICMP Fields:

Type

3

Code

0 = net unrcachable;

I = host unreachable;

2 - protocol unreachable:

3 = port unreachable;

4 = fragmentation needed and UF set;

5 = source route failed.

Checksum

The checksum is the 16-bit ones's complement of the one's
complement sum of the ICMP message starting with the ICMP Type.
For computing the checksum . the checksum field should be zero.
This checksum may be replaced in the future.

* Internet Header + 64 bits of Data Datagram

The internet header plus the first 64 bits of the original

-Page 4j
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datagram's data. This data is used by the host to match the
message to the appropriate process. If a higher level protocol
uses port numbers, they are assumed to be in the first 64 data
bits of the original datagram's data. '2

Description "'

If, according to the ifirormation in the gateway's routing tables,

the network specified in the internet destination field of a
datagram is unreachable. e.g., the distance to the network is 7
infinity, the gateway may send a destination unreachable message
to the internet source host of the datagram. In addition, in some
networks, the gateway may be able to determine if the internet -

destination host is unreachable. Gateways in these networks may
send destination unreachable messages to the source host when the
destination host is unreachable. .

If. in the destination host, the IP module cannot deliver the
datagram because the indicated protocol module or process port is -
not active, the destination host may send a destination
unreachable message to the source host.

Another case is when a datagram must be fragmented to be forwarded 1
by a gateway yet the Don't Fragment flag is on. In this case the
gateway must discard the datagram and may return a destination
unreachable message.

Codes 0, 1, 4, and 5 may be received from a gateway. Codes 2 and
3 may be received from a host.

fPage 5)
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Time Exceeded Message ,.

0 .2 3
01234567890123456789012345678901

I Type I Code I Checksum

unused

I Internet Header + 64 bits of Original Data Datagram I

IP Fields:

Destination Address

The source network and address from the original datagram's data.

ICMP Fields:

Type

Code

0 - time to live exceeded in transit;

I - fragment reassembly time exceeded.

Checksum

The checksum is the 16-bit ones's complement of the one's
complement sum of the ICMP message starting with the ICMP Type.
For computing the checksum , the checksum field should be zero.
This checksum may be replaced in the future.

Internet Header + 64 bits of Data Datagram

The internet header plus the first 64 bits of the original
datagram's data. This data is used by the host to match the
message to the appropriate process. If a higher level protocol
uses port numbers, they are assumed to be in the first 64 data
bits of the original datagram's data.

Description

If the gateway processing a datagram finds the time to live field

[Page 6]
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is zero it must discard the datagram. The gateway may also notify
the source host via the time exceeded message.

If a host reassembling a fragmented datagram cannot complete the
reassembly due to missing fragments within its time limit it
discards the datagram, and it may send a time exceeded message.

If fragment zero is not available then no time exceeded need be
sent at all.

Code 0 may be received from a gateway. Code I may be received
from a host.

[Page 71
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1-- -

Parameter Problem Message p,

0 1 2 3
0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 6 9 0 1 2 3 4 5 6 7 8 9 0 1 '.

I Type Code I Checksum

Pointer I unused

* I Internet Header + 64 bits of Original Data Datagram I

IP Fields: .1

Destination Address .4. ie
The source network and address from the original datagram's data.

ICMP Fields:

Type

12 -.

Code

0= pointer indicates the error.

Checksum

The checksum is the 16-bit ones's complement of the one's
complement sum of the ICMP message starting with the ICMP Type.

For computing the checksum . the checksum field should be zero.
This checksum may be replaced in the future.

Pointer

If code = 0. identifies the octet where an error was detected.

Internet Header + 64 bits of Data Datagram

The interfiet header plus the first 64 bits of the original
datagram's data. This data is used by the host to match the
message to the appropriate process. If a higher level protocol
uses port numbers, they are assumed to be in the first 64 data
bits of the original datagram's data.

(Page 81
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oescription

If the gateway or host processing a datagram finds a problem with
the header parameters such that it cannot complete processing the
datagram it must discard the datagram. One potential source of
Such a problem is with incorrect arguments in an option. The
gateway or host may also notify the source host via the parameter
problem message. This message is only sent if the error caused
the datagram to be discarded. .1
The pointer identifies the octet of the original datagram's header
where the error was detected (it may be in the middle of an
option). For example. 1 indicates something is wrong with the "
Type of Service, and (if there are options present) 20 indicates
something is wrong with the type code of the first option.

Code 0 may be received from a gateway or a host. - I
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Source Quench Message

0 1 2 3
01234567890123456789012345678901

I Type I Code Checksum

unused

I Internet Header + 64 bits of Original Data Datagram I

IP Fields:

Destination Address

The source network and address of the original datagram's data.

ICMP Fields:

Type

6-- 4

Code

0

Checksum

The checksum is the 16-bit ones's complement of the one's
complement sum of the ICMP message starting with the ICMP Type.
For computing the checksum the checksum field should be zero.
This checksum may be replaced in the future.

Internet Header + 64 bits of Data Datagram

The internet header plus the first 64 bits of the original
datagram's data. This data is used by the host to match the

message to the appropriate process, if a higher level protocol
uses port numbers, they are assumed to be in the first 64 data
bits of the original datagram's data.

Description

A gateway may discard internet datagrams if it does not have the
buffer space needed to queue the datagrams for output to the next
network on the route to the desLination network. If a gateway

JPage 101
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discards a datagram. it may send a source quench message to the
internet source host of the datagram. A destination host may also
send a source quench message if datagrams arrive too fast to be
processed. The source quench message is a request to the host to
cut back the rate at which it is sendirig traffic to the internet
destination. The gateway may send a source quench message for
every message that it discards. On receipt of a source quench
message, the source host should cut back the rate at which it is
sending traffic to the specified destination until it no longer
receives source quench messages from the gateway. The source host
can then gradually increase the rate at which it sends traffic to
the destination until it again receives source quench messages.

The gateway or host may send the source quench message when it
approaches its capacity limit rather than waiting until the
capacity is exceeded. This means that the data datagram which
triggered the source quench message may be delivered.

Code 0 may be received from a gateway or a host. 1

-1
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Redirect Message

0 1 2 3 4

I Type I Code I CheCkSum

Gateway Int3rnet Address

I Internet Header + 64 bits of Original Data Datagrom I

IP Fields:

Oestination Address

The source network and address of the original datagram's data.

ICMP Fields:

Type

*m 5

Code

0 = Redirect datagrams for the Network.

I = Redirect datagrams for the Tost.

2 = Redirect datagrams for the Type of Service and Network.

3 = Redirect datagrams for the Type of Service and host.

Checksum

The checksum is the 16-bit ones's complement of the one's
comolement sum of the ICMP message starting with the ICMP Type.
For computing the checksum the checksum field should be zero.
This checksum may be replaced in the future.

Gateway Internet Address

Address of the gateway to wnich traffic for the network specified
in the internet destination network field of the original
datagram's data should be sent.

[Page 12i
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Internet Header + 64 bits of Data Datagram .

The internet header plus th9 first 64 bits of the original
datagram's data. This data is used by the host to match the
message to the appropriate process. If a higher level protocol .
uses port numbers, they are assumed to be in the first 64 data
bitE of the original datagram's data.

Description 1

The gateway sends a redirecc message to a host in the follcwing
situation. A gateway. G1. receives an internet datagram from a
hoSt on a network to which the gateway is attached. The gateway,
G1. checks its routing taole and obtains the address of the next -,
gateway, G2, on the route to the datagram's internet destination
network, X. If G2 and the host identified by the internet source _
address of the datagram are on the same network, a redirect
message is sent to the host. The redirect message advises the
host to send its traffic for network X directly to gateway G2 as
this is a shorter path to the destination. The gateway forwards
the original datagram's data to its internet destination.

For datagrams with the IP source route options and the gateway
address in the destination address field, a redirect message is -
not sent even if there is a better route to the ultimate
destination than the next address in the source route.

Codes 0. 1, 2. and 3 may be received from a gateway.

[Page 131
(JIT)

A



7 -4

September 1981 .7
RFC 792

Echo or Echo Reply Message

0 1 2 30 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1,"•

I Type , Code , Checksum j
+- +-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+.-+-+-+-+-+-+-+-+-+-+-+

Identifier I Sequence Number

I Data ...

IP Fields:

Addresses

The address of the source in an echo message will be the
destination of the echo reply message. To form an echo reply
message. the source and destination addresses are simply reversed.
the type code changed to 0, and the checksum recomputed.

IP Fields:

Type

8 for echo message:

0 for echo reply message.

Code
0

Checksum

The checksum is the 18-bit ones's complement of the one's
complement sum of the ICMP message starting with the ICMP Type.
For computing the checksum , the checksum field should be zero.
If the total length is odd. the received data is padded with one
octet of zeros for computing the checksum. This checksum may be
replaced in the Future.

Identifier

If code - 0, an identifier to aid in matching echos and replies,
may be zero.

Sequence Number
.(

(Page 14J .

(116) -1



-A4

September 1981
RFC 792

If code - 0. a sequence number to aid in matching achos and 1
replies. may be zero. r7 r

Description

The data received in the echo message must be returned in the echo
reply message.

The identifier and sequence number may be used by the echo sender -4
to aid in matching the replies with the echo requests. For
example, the identifier might be used like a port in TCP or UOP to .
identify a session, and the sequence number might be incremented
on each echo request sent. The echoer returns these same values
in the echo reply.

Code 0 may be received from a gateway or a host.

(1171
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Timestamp or Timestamp Reply Message

0 1 2 3 ..
0 1 2 3 4 5 6 7 8 9 0 12 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1

Type j Code I Checksum I

Identifier I Sequence Number

I Originate Timestamp ",J

I Receive Timestamp

I Transmit Timestamp .

IP Fields:

Addresses

The address of the source in a timestamp message will be the
destination of the timestamp reply message. To form a timestamp
reply message, the source and destination addresses are simply
reversed, the type code changed to 14, and the checksum .

recomputed,

IP Fields:

Type

13 for timestamp message; -.

14 for timestamp reply message.

Code

0

Checkscum

The Checksum is the IS-bit ones's complement of the one's
complement sum of the ICMP message starting with the ICMP Type.
For computing the checksum , the checksum field should be zero.
This checksum may be replaced in the future.

Identifier .

(Page 16]
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If code =0. an identifier to aid in matching timestamp and4

replies, may be zero.

Sequence Number

If code = 0. a sequence number to aid in matching timestamp and
replies. may be zero.

i "1

Descr ipt ion

The data received (a timestamp) in the message is returned in the
reply together with an additional timestamp. The timestamp is 32
bits of milliseconds since midnight UT. One use of these
timestamps is described by Mills [5]...

The originate Timestanip is the time the sender last touched the
message before sending it. the Receive Timestamp is the time the
echoer first touched it on receipt, and the Transmit Timestamp is
the time the echoer last touched the message on sending it.

If the time is not available in miiiseconds or cannot be provided
with respect to midnight UT then any time can be inserted in a
timestamo provided the high order bit of the timestamp is also set-4
to indicate this non-standard value.

The identifier and sequence number may be used by the echo sender
to aid in matching the replies with the requests. For example,
the identifier might be used like a port in TCP or VOP to identify *

a session, and the sequence number might be incremented on each
request sent. The destination returns these same values in the
reply..

Code 0 may be received from a gateway or a host.

[Page 17y
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Information Request or Information Reply Message

0 1 2 3
0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 ,

I Type I Code t Checksum

I Identifier I Sequence Number

IP Fields:

Addresses

The address of the source in a information request message will be
the destination of the information reply message. To form a
information reply message, the source and destination addresses
are simply reversed, the type code changed to 16, and the checksum
recomputed.

IP Fields:

Type 4

15 for information request message;

16 for information reply message.

Code -"

Checksum

The checksum is the 16-bit ones's complement of the one's
complement sum of the ICMP message starting with the ZCMP Type.
For computing the checksum . the checksum field should be zero.
This checksum may be replaced in the future.

Identifier

If code - 0. an identifier to aid in matching request and replies,
may be zero. .9

Sequence Number

If code - 0, a sequence number to aid in matching request and
replies, may be zero.

[Page 18]
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Description -

This message may be sent with the source network in the IP header
source and destination address fields zero (which means "this"
network). The replying IP module should send the reply with the
addresses fully specified. This message is a way for a host to
find out the number of the network it is on.

The identifier and sequence number may be used by the echo sender
to aid in matching the replies with the requests. For exampl.
the identifier might be used like a port in TCP or UDP to identify
a session, and the sequence number might be incremented on each
request sent. The destination returns these same values in the
reply.

Code 0 may be received from a gateway or a host.

'I

7-'.
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Summary of Message Types

0 ECho Reply

3 Destination Unreachable

4 Source Quench

5 Redirect

8 Echo

11 Time Exceeded

12 Parameter Problem

13 Timestamp

14 Timestamp Reply

15 Information Request V

16 Information Reply

(Page 201
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Introduction

This User Datagram Protocol (UDP) is defined to make available a
datagram mode of packet-switched computer communication in the
environment of an interconnected set of computer networks. This
protocol assumes that the Internet Protocol (IP) [(1 is used as the
underlying protocol.

This protocol provides a procedure for application programs to send
messages to other programs with a minimum of protocol mechanism. The
protocol is transaction oriented, and delivery and duplicate protection
are not guaranteed. Applications requiring ordered reliable delivery of
streams of data should use the Transmission Control Protocol (TCP) [2].

Format

0 7 8 15 16 23 24 31
+---------+-----------+-----------+----------+

Source I Destination I
I Port I Port I
------------------------------------- -

I Length I Checksum I
---------.----------- +-----------+----------+

data octets ...

+----------------~----

User Datagram Header Format 4
Fields

Source Port is an optional field. when meaningful, it indicates the port
of the sending process, and may be assumed to be the port to which a
reply should be addressed in the absence of any other information. If
not used. a value of zero is inserted.

-.

Postel [page i)
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Fields

Destination Port has a meaning within the context of a particulp.r
internet destination address.

Length is the length in octets of this user datagram including this
header and the data. (This means the minimum value of the length is
eight.)

Checksum is the 16-bit one's complement of the one's complement sum of a
pseudo header of information from the IP header, the UOP header, and the
data. padded with zero octets at the end (if necessary) to make a
multiple of two octets.

The pseudo header conceptually prefixed to the UDP header contains the
source address, the destination address, the protocol, and the UOP
length. This information gives protection against misrouted datagrams.
This checksum procedure is the same as is used in TCP.

0 7 8 15 16 23 24 31
- -------------------------+---------

source address
------------------------------------+
I destination addressU +------------------+------------------+
I zero Iprotocoll UDP length I
+-------+-----------+-----------+-----------+

If the computed checksum is zero, it is transmitted as all ones (the
equivalent in one's complement arithmetic). An all zero transmitted
checksum value means that the transmitter generated no checksum (for
debugging or for higher level protocols that don't care).

User Interface

A user interface should allow

the creation of new receive ports.

receive operations on the receive ports that return the data octets
and an indication of source port and source address.

and an operation that allows a datagram to be sent, specifying the
data. source and destination ports and addresses to be sent.

(page 2) Postel
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IP Interface

IP Interface

The UDP module must be able to determine the source and destination
internet addresses and the protocol field from the internet header. One
possible U0P/IP interface would return the whole internet datagram
including all of the internet header in response to a receive operation.
Such an interface would also allow the UDP to pass a full internet
datagram complete with header to the IP to send. The IP would verify
certain fields for consistency and compute the internet header checksum.

Protocol Application

The major uses of this protocol is the Internet Name Server (3]. and the
Trivial File Transfer [4].

Protocol Number

This is protocol 17 (21 octal) when used in the Internet Protocol.
Other protocol numbers are listed in [5]. ".1
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PREFACE

This document describes a revised version of the 0oO Standard
Transmission Control Protocol (TCP). There have been nine earlier
editions of the ARPA TCP specification on which this standard is
based, and the present text draws heavily from them.. There have
been many contributors to this work both in terms of concepts and
in terms of text. This edition clarifies several details and
removes the end-of-letter buffer-size adjustments, and redescribes
the letter mechanism as a push function.

Jon Postel

Editor
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TRANSMISSION CONTROL PROTOCOL
DARPA INTERNET PROGRAM
PROTOCOL SPECIFICATION

1. INTRODUCTION

The Transmission Control Protocol (TCP) is intended for use as a highly
reliable host-to-host protocol between hosts in packet-switched computer
communication networks, and in interconnected systems of such networks.

This document describes the functions to be performed by the
Transmission Control Protocol, the program that implements it, and its
interface to programs or users that require its services.

1.1. Motivation

Computer communication systems are playing an increasingly important
role in military, government, and civilian environments. This
document focuses it& attention primarily on military computer
communication requirements, especially robustness in the presence cf
communication unreliability and availability in the presence of
congestion, but many of these problems are found in the civilian and
government sector as well.

As strategic and tactical computer communication networks are
developed and deployed, it is essential to provide means of
interconnecting thom and to provide standard Lnterprocess
cor.'unication protocols which can support a broad range of
ap)l!cations. Zn anticipation of the need for such standards, the
De.)uty Undersecretary of Defense for Research and Engineering has
declared the Transmission Control Protocol (TCP) described herein to
be a basis for Oo-wLde inter-.process communication protocol
standardization.

TCP is a connection-oriented, end-to-end reliable protocol designed to
Fit into a layered hierarchy of protocols which support multi-network
applications. The TCP provides for reliable inter-process
communication between pairs of processes in host computers attached to
distinct but interconnected computer communication networks. Very few
assumptions are made as to the reliability of the communication
protocols below the TCP layer. TCP assumes it can obtain a simple,
potentially unreliable datagram service from the lower level
protocols. In principle, the TCP should be able to operate above a
wide spectrum of communication systems ranging from hard-wired
connections to packet-switched or circuit-switched networks.

(page 1)
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TCP is based on concepts first described by Cerf and Kahn in [I]. The
TCP fits into - layered protocol architecture just above a basic
Internet Protocol (2] which provides a way for the TCP to send and
receive variable-length segments of information enclosed in internet
datagram "envelopes". The internet datagram provides a means for
addressing source and destination TCPs in different networks. The
internet protocol also deals with any fragmentation or reassembly of
the TCP segments required to achieve transport and delivery through
multiple networks and interconnecting gateways. The internet protocol
also carries information on the precedence, security classification
and compartmentation of the TCP segments, so this information can be
communicated end-to-end across multiplo networks.

Protocol Layering

-----------------------
I higher-level I
-------------------------

I TCP I
+------------------------+

internet protocol I
+----------;---;----------4
Icommunication network

----------------------+

Figure 1

Much of this document is written in the context of TCP implementations
which are co-resident with higher level protocols in the host
computer. Some computer syptems will be connected to networks via
frornt-end computers which house the TCP and internet protocol layers,
as well as network specific software. The TCP specification describes
an interface to the higher level protocols which apoears to be
implementable even for the front-end case, as long as a suitable
host-to-front end protocol is implemented.

1.2. Scope

The TCP is intended to provide a reliable process-to-process
communJcation service in a multinetwork environment. The TCP is
intended to be a host-to-host protocol in common use in multiple
networks.

1.3. About this Document

This document represents a specification of the behavior required of
any TCP implementation, both in its Interactions with higher level
protocols and in its Interactions with other TCPs. The rest of this

(Pago 21
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section offers a very brief view of the protocol interfaces and
operation. Section 2 summarizes tho philosophical basis for the TCP
design. Section 3 offers both a detailed description of the actions
required of TCP when various events occur (arrival of new segments,
user calls, errors, etc.) and the details of the formats of TCP
segments.

1.4. Interfaces

The TCP interfaces on one side to user or application processes and on
the other side to a lower level protocol such as Internet Protocol.

The interface between an application process and the TCP is
illustrated in reasonable oetail. This interface consists of a set of
calls much like the calls an operating system provides to an
application process for manipulating files. For example, there are
calls to open and close connections and to send and receive data on
established connections. It is also expected that the TCP can
asynchronously communicate with application programs. Although
considerable freedom is permitted to TCP implementors to design
interfaces which are appropriate to a particular operating system
environment, a minimum functionality is required at the TCP/user
interface for any valid implementation.

The interface between TCP and lower level protocol is 2ssentially
unspecified except that it is assumed there is a mechanism whereby the
two levels can asynchronously pass information to each other.
Typically, one expects the lower level protocol to specify this
interface. TCP is designed to work in a very general environment of
interconnected networks. The lower level protocol which is assumed
throughout this document is the Internet Protocol 121.

1.5. Operation

As noted above, the primary purpose of the TCP is to provide reliable,
securable logical circuit or connection service between pairs of
processes. To provide this service on top of a less reliable internet
communication system requires facilities in the following areas:

Basic Data Transfer
Reliability
Flow Control
Multiplexing
Connections
Precedence and Security

The basic operation of the TCP in each of these areas is described in
the following paragraphs.

(Page 3]
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Basic Data Transfer:

The TCP is able to transfer a continuous stream of octets in each
direction between its users by packaging some number of octets into
segments for transmission through the internet system. in general,
the TCPS decide when to block and forward data at their own
convenience.

Sometimes users need to be sure that all the data they have
submitted to the TCP has been transmitted. For this purpose a push
function is defined. To assure that data submitted to a TCP is
actually transmitted the sending user indicates that it should be
pushed through to the receiving user. A push causes the TCPs to
promptly forward and deliver data up to that point to the receiver.
The exact push point might not be visible to the receiving user and
the push function does not supply a record boundary marker.

Reliability:

The TCP must recover from data that is damaged, lost. duplicated, or
delivered out of order by the internet communication system. This
is achieved by assigning a sequence number to each octet
transmitted, and requiring a positive acknowledgment (ACK) from the
receiving TCP. If the ACK is not received within a timeout
interval, the data is retransmitted. At the receiver, the sequence
,iumbers are used to correctly order segments that may be received
out of order and to eliminate duplicates. Damage is handled by
adding a checksum to each segment transmitted, checking it at the
receiver, and discarding damaged segments.

As long as the TCPs continue to function properly and the internet
system does not become completely partitioned, no transmission
errors will affect the correct delivery of data. TCP recovers from
internet communication system errors.

Flow Control:

TCP provides a means for the receiver to govern the amount of data
sent by the sender. This is achieved by returning a "window" with
every ACK indicating a range of acceptable sequence numbers beyond
the last segment successfully received. The window indicates an
allowed number of octets that the sender may transmit before
receiving further permission.

(Page 4]
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Multiplexing:

To allow for many processes within a single Host to use TCP
communication facilities simultaneously, the TCP provides a set of
addresses or ports within each host. Concatenated with the network
and host addresses from the internet communication layer, this forms
a socket. A pair of sockets uniquely identifies each connection.
That is. a socket may be simultaneously used in multiple
connections.

The binding of ports to processes is handled independently by each
Host. However, it proves useful to attach frequently used processes
(e.g., a "logger" or timesharing service) to fixed sockets which are
made known to the public. These services can then be accessed
through the known addresses. Establishing and learning the port -
addresses of other processes may involve more dynamic mechanisms. _.71

Connections:

The reliability and flow control mechanisms described above require
that TCPs initialize and maintain certain status information for
each data stream. The combination of this information. including
sockets, sequence numbers, and window sizes, is called a connection.
Each connection is uniquely specified by a pair of sockets
identifying its two sides. (

when two processes wish to communicate, their TCP's must first

establish a connection (initialize the status information on each
side). When their communication is complete, the connection is '.-

terminated or closed to free the resources for other uses.

Since connections must be establ:hcd between unreliable hosts and
over the unreliable internet communication system, a handshake
mechanism with clock-based sequence numbers is used to avoid
erroneous initialization of connections.

Precedence and Security:

The users of TCP may indicate the security and precedence of their
commurication. Provision is made for default values to be used whenthese features are not needed.

(Page 51
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2. PHILOSOPHYI

2.1. Elements of the Internetwork System *
The internetwork environment consists of hosts connected to networks
which are in turn interconnected via gateways. It is assumed here
that the networks may be either local networks (e.g., the ETHERNET) or
large netwlorks (e.g.. the ARPANET). but in any case are based on -

packet switching technology. The active agents that produce and
consume messages are processes. various levels of protocols in the
networks. the gateways, and the hosts support an interprocess
communication system that provides two-way data flow on logical
connections between process ports.

The term packet is used generically here to mean the data of one
transaction between a host and its network. The format of data blocks

* exchanged within the a network will generally not be of concern to us.

Hosts are computers attached to a network, and from the communication
network's point of view, are the sources and destinations of packets.
Processes are viewed as the active elements in host computers (in
accordance with the fairly common definition of a process as a program

* . in execution). Even terminals and files or other 1/O devices are
viewed as communicating with each other through the use of processes. ~ 1
Thus, all communication is viewed as inter-process communication.

Since a process may need to distinguish among several communication
streams between itself and another process (or processes), we imagine
that each process may have a number of ports through which it
communicate* with the ports of other processes.

2.2. Model of Operation

Processes transmit data by calling on the TCP and passing buffers of4
data as arguments. The TCP packages the data from these buffers into
segments end calls on the internet module to transmit each segment to
the destination TCP. The receiving TCP places the data from a segment
into the receiving user's buffer and notifies the receiving user. The

.0 TCPs include control information in the segments which they use to
ensure reliable ordered data transmission.

The model of internet communication is that there is an internet
protocol module associated with each TCP which provides an interface
to the local network. This internet module packages TCP segments
inside internet datagrams and routes thesw datagrams to a destination

* internet module or intermediate gateway. To transmit the datagram
through the local network, it is embedded in a local network packet.

The packet switches may perform further packaging, fragmentation, or

(Page 71
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other operations to achieve the delivery of the local packet to the
destination internet module.

At a gateway between networks, the internet datagram is "unwrapped"
from its local packet and examined to determine through which network
the internet datagram should travel next. The internet datagram is
then "wrapped" in a local packet suitable to the next network and
routed to the next gateway, or to the final destination.

A gateway is permitted to break up an internet datagram into smaller
internet datagram fragments if this is necessary for transmission
through the next network. To do this, the gateway produces a set of
internet datagrams; each carrying a fragment. Fragments may be
further broken into smaller fragments at subsequent gateways. The
internet datagram fragment format is designed so that the destination
Internet module can reassemble fragments into internet datagrams.

A destination internet module unwraps the segment from the datagram
(after reassembling the datagram. if necessary) and passes it to the
destination TCP.
This simple model of the operation glosses over many details. One
important feature is the type of service. This provides information
to the gateway (or internet module) to guide it in selecting the

service parameters to be used in traversing the next network.
Included in the type of service information is the precedence of the
datagram. Datagrams may also carry security information to p.,ormit

host and gateways that operate in multilevel secure environments to
properly segregate datagrams for security considerations.

2.3. The Host Environment

The TCP is assumed to be a module in an operating system. The users
access the TCP much like they would access the file system. The TCP
may call on other operating system functions, for example, to manage
data structures. The actual interface to the network is assumed to be
controlled by a device driver module. The TCP does not call on the
network device driver directly, but rather calls on the internet
datagram protocol module which may in turn call on the device driver.

The mechanisms of TCP do not preclude implementation of the TCP in a
front-end processor. However, in such an implementation, a
host-to-front-end protocol must provide the functionality to support
the type of TCP-user interface described in this document.

[Page 81
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2.4. Interfaces .

The TCP/user interface provides for calls made by the user on the TCP
to OPEN or CLOSE a connection, to SEND or RECEIVE data, or to obtain
STATUS about a connection. These calls are like other calls from user
programs on the operating system, for example, the calls to open, read
from, and close a file.

The TCP/internet interface provides calls to send and receive
datagrams addressed to TCP modules in hosts anywhere in the internet
system. These calls have parameters for passing the address, type of
service, precedence, security, and other control information.

2.5. Relation to Other Protocols

The following diagram illustrates the place of the TCP in the protocol
hierarchy:

--------- 4 -----4 ----- -----

ITelnetl I FTP I Ivoicel ... I I Application Level
------- +-.. +---+ +---+

I I I I I-
SI TCP I I RTP I I, I HO6t Level ''.

I I I
---------------------------------

I Internet Protocol & ICMP I Gateway Level
----------------------------------------- +

-----------------------------
I Local Network Protocol I Network Level

+-----------------------------------+

Protocol Relationships

FigurC 2.

It is expected that the TCP will be able to support higher level
protocols efficiently. It should be easy to interface higher level
protocols like the ARPANET Telnet or AUTODIN 11 THP to the TCP.

2.6. Reliable Communication

A stream of data sent on a TCP connection is delivered reliably and in
order at the destination.
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Transmission is made reliable via the use of sequence numbers and
acknowledgments. Conceptually, each octet of datP is assigned a
sequence number. The sequence number of the first octet of data in a
segment is transmitted with that segment and is called the segment
sequence number. Segments also carry an acknowledgment number which
is the sequence number of the next expected data octet of
transmissions in the reverse direction. When the TCP transmits a
segment containing data, it puts a copy on a retransmission queue and
starts a timer: when the acknowledgment for that data is received, the
segment is deleted from the queue. If the acknowledgment is not
received before the timer runs out, the segment is retransmitted.

An acknowledgment by TCP does not guarantee that the data has been
delivered to the end user, but only that the receiving TCP has taken
the responsibility to do so.

To govern the flow of data between TCPs, a flow control mechanism is
employed. The receiving TCP reports a "window" to the sending TCP.
This window specifies the number of octets, starting with the
acknowledgment number, that the receiving TCP is currently prepared to
receive.

2.7. Connection Establishment and Clearing

To identify the separate data streams that a TCP may handle, the TCP
provides a port identifier. Since port identifiers are selected
independently by each TCP they might not be unique. To provide for
unique addresses within each TCP, we concatenate an internet address
identifying the TCP with a port identifier to create a socket which
will be unique throughout all networks connected together.

A connection is fully specified by the pair of sockets at the ends. A
local socket may participate in many connections to different foreign
sockets. A connection can be used to carry data in both directions,
that is, it is "full duplex".

TCPs are free to associate ports with processes however they choose.
However, several basic concepts are necessary in any implementation.
There must be well-known sockets which the TCP associates only with
the "appropriate" processes by some means. we envision that processes
may "owný' ports, and that processes can initiate connections only on
the ports they own. (Means for implementing ownership is a local
issue, but we envision a Request Port user command, or a method of
uniquely allocating a group of ports to a given process, e.g., by
associating the high order bits of a port name with a given process.)

A connection is specified in the OPEN call by the local port and
foreign socket arguments. In return, the TCP supplies a (short) local

[Page 101
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connection name by which the user refers to the connection inI subsequent calls. There are several things that must be remembered
* about a connection. To store this information we Imagine that there

is a data structure called a Transmission Control Block (TCB). One
implementation strategy would have the local connection name be a
pointer to the TCB for this connection. The OPEN call also specifies
whether the connection establishment is to be actively pursued, or to
be passively waited for.

A passive OPEN request means that the process wants to accept incoming
connection requests rather than attempting to initiate a connection.
often the process requesting a passive OPEN will accept a connection
request from any caller. In this case a foreign socket of all zeros
is used to denote an unspecified socket. Unspecified foreign sockets
are allowed only on passive OPENS. "
A service process that wished to provide services for unknown other
processes would issue a passive OPEN request with an unspecified
foreign socket. Then a connection could be mace with any process that
requested a connection to this local socket. It would help if this
local socket were known to be associated with this service.

well-known sockets are a convenient mechanism for a priori associating
a socket address with a standard service. For instance, the
"Telnet-Server" process is permanently assigned to a particular
socket, and other sockets are reserved for File Transfer, Remote Job
Entry. Text Generator. Echoer. and Sink processes (the last three
being for test purposes). A socket address might be reserved for
access to a "Look-Up" service which would return the specific socket
at which a newly created service would be provided. The concept of a

.J

well-known socket Is part of the TCP specification, but the assignment..A
of sockets to services is outside this specification. (See [4].)

Processes can issue passive OPENS and wait for matching active OPENS
from other processes and be informed by the TCP when connections have
beer established. Two processes which issue active OPENS to each
other at the same time will be correctly connected. This flexibility
is critical for the support of distributed computing in which
components act asynchronously with respect to each other.

There are two principal cases for matching the sockets in the local
passive OPENS and an foreign active OPl.Ns. In the first case, the
local passive OPENS has fully specifiei the foreign socket. In this
case, the match must be exact. In the second case, the local passive

uOPENS has left the foreign socket unspecified. In this case, any -A
foreign socket is acceptable as long as the local sockets match.
Other possibilities include partially restricted matches.

[Page 1l]
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If there are several pending passive OPENs (recorded in TCBs) with the
same local socket, an foreign active OPEN will be matched to a TCB
with the specific foreign socket in the foreign active OPEN, if such a
TCB exists, before selecting a TCB with an unspecified foreign socket.

The procedures to establish connections utilize the synchronize (SYN)
control flag and involves an exchange of three messages. This
exf-lange has been termed a three-way hand shake (3].

A connection is initiated by the rendezvous of an arriving segment
containing a SYN •nd a waiting TCB entry each created by a user OPEN
command. rhe matching of local and foreign sockets determines when a
connection has been initiated. The connection becomes "established"
when sequence numbers have been synchronized in both directions.

The clearing of a connection also involves the exchange of segments,
in this case carrying the FIN control flag.

2.8. Data Communication

The data that flows on a connection may be thought of as a stream of
octets. The sending user indicates in each SEND call whether the data
in that call (and any proceeding calls) should be immediately pushed
through to the receiving user by the setting of the PUSH flag.

A sending TCP is allowed to collect data from the sending user and to
send that data in segments at its own convenience, until the push
function is signaled, ',;hen it must send all unsent data. When a
receiving TCP sees the PUSH flag, it must not wait for more data from
the sending TCP before oassing the dat.. to the receiving process.

There is no necessary relationship between push functions and segment
boundaries. The data in any particular segment may be the result of a
single SEND call, in whole or part, or of multiple SEND calls.

The purpose of push function and the PUSH flag is to push data through
from the sending user to the receiving user. It does not provide a
record service.

There is a coupling between the push function and the use of buffers
of data that cross the TCP/user interface. Each time a PUSH flag ts
associated with data placed into the receiving user's buffer, the
buffer is retirned to the user for processing even if the buffer is
not filled. If data rrrives that fills the user's buffer before a
PUSH is seen, the up.ca is passed to the user in buffer size units.

TCP also provides a man:; to communicate to the receiver of data that
at some point further aloig in the data stream than the receiver is
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currently reading there is urgent data. TCP does not attempt to -

define what the user specifically does upon being notified of pending
urgent data, but the general notion is that the receiving process will
take action to process the urgent data quickly.

2.9. Precedence and Security.

The TCP makes use of the internet protocol type of service field and
security option to provide precedence and security on a per connection
basis to TCP users. Not all TCP modules will necessarily function in
a multilevel secure environment: some may be limited to unclassified
use only, and others may operate at only one security level and
compartment. Consequently, some TCP implementations and services to
users may be limited to a subset of the multilevel secure case.

TCP modules which operate in a multilevel secure environment must
properly mark outgoing segments with the security, compartment, and
precedence. Such TCP modules must also provide to their users or
higher level protocols such as Telnet or THP an interface to allow
them to spacify the desired security level, compartment, and
precedence of connections.

2.10. Robustness Principle

TCP implementations will follow a general principle of -'bustness: be
conservative in what you do, be liberal in what you accept from
others.
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3. FuNCTIONAL SPECIFICATION

3.1. Header Format

TCP segments are sent as internet datagrams. The Internet Protocol
header carries several information fields, including the source and i.-.

destination host addresses [2). A TCP header follows the internet
header, supplying information specific to the TCP protocol. This
division allows for the existence of host level protocols other than
TCP. 4
TCP Header Format -

O 1 2 3
0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1

I Source Port j Destination Port

Sequence Number

Acknowledgment Number

Data I IUIAIPIAISIFI
I Offsetl Reserved IRICISISIYIZI Window K N

I I IOIKIHITININI

I Checksum I Urgent Pointer
+-+-+-+--+-+--+-++-+#-+-+-+-+-+-+-+-++-++-+-+-+-+-+-+-+-+-+-+-+ -*'

Options I Padding I
--- data

TCP Header Format

Note that one tick mark represents one bit position.

Figure 3.

Source Ports 16 bits

The source port number.

Destination Ports 16 bits

The destination port number.

[o(1o1)
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Sequence Number: 32 bits I-

The sequence number of the first data octet in this segment (except
when SYN is present). If SYN is present the sequence number is the
initial sequence number (ISN) and the first data octet is ISNt.'-

Acknowledgment Number: 32 bits

If the ACK control bit 's set this field contains the value of the
next sequence number the sender of the segment is expecting to
receive. Once a connection is established this is always sent.

Oata Offset: 4 bits

The number of 32 bit words in the TCP Header. This indicates where
the data bogins. The TCP header (even one including options) is an
integral number of 32 bits long.

Reserved: 6 bits

Reserved for future use. Must be zero.

Control Bits: 6 bits (from left to right):

URG: Urgent Pointer field significant
ACK: Acknowledgment field significant
PiH: Push Function
AST: Reset the connection
SYN: Synchronize sequence numbers
FIN: No more data from sender

Window: 16 bits

The number of data octets beginning with the one indicated in the
acknowledgment field which the sender of this segment is willing to
accept.

Checksum: 16 bits

The checksum field is the 16 bit one's complement of the one's
complement sum of all 16 bit words in the header and text. If a
segment contains an odd number of header and text octets to be
checksummed, the last octet is padded on the right with zeros to
form a 16 bit word for checksum purposes. The pad is not
transmitted as part of the segment. While computing ti.e checksum,
the checksum field itself is replaced with zeros.

The checkoum also covers a 96 bit pseudo header conceptually
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prefixed to the TCP header. This pseudo header contains the Source
Address, the Destination Address, the Protocol, and TCP length.
This gives the TCP protection against misrouted segments. This
information is carried in the Internet Protocol and is transferred
across the TCP/Network interface in the arguments or results of
calls by the TCP on the IP.

+- -------------- ---------------------

I Source Address I
+-- --- + ------------------------------

Destination Address I
+-- ------------------------ +------------
I zero j PTCL j TCP Length I
-------------------------------------

The TCP Length is the TCP header length plus the data length in
octets (this is not an explicitly transmitted quantity, but is
computed), and it does not count the 12 octets of the pseudo
header.

urgent Pointer: 16 bits

This field communicates the current value of the urgent pointer as a
positive offset from the sequence number in this segment. The
urgent pointer points to the sequence number of the octet following
the urgent data. This field is only be interpreted in segments with
the URG control bit set.

Options: variable

Options may occupy space at the end of the TCP header and are a
multiple of 8 bits in length. All options are included in the
checksum. An option may begin on any octet boundary. There are two
cases for the format of an option: N:

Case 1: A single octet of option-kind.

Case 2: An octet of option-kind, an octet of option-length, and
the actual option-data octets.

The option-length counts the two octets of option-kind and
option-length as well as the option-data octets.

Note that the list of options may be shorter than the data offset
field might imply. The content of the header beyond the
End-of-Option option must be header padding (i.e., zero).

A TCP must implement all options.

[Page 171

(153)

W V. .



September 1981
Transmission Control Protocol
Functional Specification

Currently defined options include (kind indicated in octal):

Kind Length Meaning

0 - End of option list.
1 - No-operation.
2 4 Maximum Segment Size.

Specific Option Definitions

End of Option List

+----------.
100000000 I
-----------+
Kind-O

This option code indicates the end of the option list. This
might not coincide with the end of the TCP header according to
the Data Offset field. This is used at the end of all options,
not the end of each option, and need only be used if the end of
the options would not otherwise coincide with the end of the TCP
header.

No-Operation

+----------+
I 000000011
-----------.9
Kind-I

This option code may be used between options, for example, to
align the beginning of a subsequent option on a word boundary.
There is no guarantee that senders will use this option, so
receivers must be prepared to process options even if they do
not begin on a word boundary.

Maximum Segment Size

-------- +-----------+------------+-----------+
jO00000010000001001 max seg size I
+-----------+---- ------------ +-----------+

Kindm2 Length-4

[Page 18)
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3maximum Segment Size Option Data: 16 bits

if this option is present. then it communicates the maximum
receive segment size at the TCP which &ends this segment.
This field must only be sent in the initial connection request
(i.e., in segments with the SYN control bit set). If this
option is not used, any segment size is allowed.

Padding: variable

The TCP header padding is used to ensure that the TCP header ends
and data begins on a 32 bit boundary. The padding is composed of
zeros.

-3.2. Terminology

Before we can discuss very much about the operation of the TCP we need
to introduce some detailed terminology. The maintenance of a TCP
connection requires the remembering vf several variables, We conceive
of these variables being stored in a connection eecord called a
Transmission Control Block or TCB. Among the variables stored in the
TCB are the local and remote socket numbers, the security and
precedence of the connection, pointers to the user's send and receive
buffers, pointers to the retransmit queue and to the current segment.
in addition several variables relating to the send and receive

* sequence numbers are stored in the TC8.

send sequence Variables

SND.UNA - send unacknowledged
SND,NXT - send next
SND.WND - send window
SND.UP - send urgent pointer
SND'.WLi - segment sequence number used for last window update
SNO.WL2 - segment acknowledgment number used for last window

update
Iss - initial send sequen'ýe number

Receive Sequence Variables

RCV.NXT - receive next
RCV.WND - receive window
RCv.uP - receive urgent pointer
IRS - initial receive sequence number
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The following diagrams may help to relate some of these variables to '
the sequence space.

Send Sequence Space *

1 2 34

USND.UNA SND.NXT +SND.UNA

I old sequenco numbers which have been acknowledged
2 -sequence numbers of unacknowledged data

4 future sequence numbers which are not yet allowed

AL Send Sequence Space

Figure 4.

The send window is the portion of the sequence space labeled 3 inU figure 4.

Receive Sequence Space

12 3

-------- T RC .X---------- ----------
+RCV.WNDO

I old sequence numbers which have been acknowledged

2 equence numbers allowed for new reception2
3 future sequence numbers which are not yet allowed

Receive Sequence Space

o Figure 5.

The receive window is the portion of the sequence space labeled 2 in
figure 5.

* There are also some variables used frequently in the discussion that
take their values from the fields of the current segment.
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Current Segment Variables

SEG.SEO - segment sequence number
SEG.ACK - segment acknowledgment number
SEG.LEN - segment length
SEG.WND - segment window
SEG.UP - segment urgent pointer
SEG.PRC - segment precedence value

A connection progresses through a series *- states during its

lifetime. The states are: LISTEN. SYN-SENT, SYN-RECEIVEU.
ESTA3LrSHED. FIN-WAIT-i. FIN-WAIT-2, CLOSE-WAIT, CLOSING, LAST-ACK,
TiMt-WATT. and the fictional state CLOSED. CLOSED is fictional
because it represents the state when there is no TCB, and therefore,
no connection, Briefly the meanings of the states are: -I

LISTEN - represents waiting for a connection request from any remote
TOP and port.

SYN-SENT - represents waiting for a matching connection request
after having sent a connection request.

SYN-RECEIVED - represents waiting for a confirming connection
request acknowledgment after having both received and sent a
connection request.

ESTABLISHED -- represents an open connection, data received can be
delivered to the user. The normal state for the data transfer phase
of the connection.

FIN.-WAIT-I - represents waiting for a connection termination request
from the remote TCP, or an acknowledgment of the connection
termination request previously sent.

FIN-WAIT-2 - represents waiting for a connection termination request
from the remote TCP.

CLOSE-WAIT - represents waiting for a connection termination request
from the local user.

CLOSINO - represents waiting for a connection termination request
acknowledgment from the remote TOP.

LAST-ACK - represents waiting for an acknowledgment of the
connection termination request previously sent to the remote TCP
(which includes an acknowledgment of its connection termination
request).

[Page 21J
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TIME-WAIT - represents waiting for onoLgh time to pass to be sure
the remote TCP received the acknowledgment of its connection
termination request.

CLOSED - represents no connection state at all.

A TCP connection progresses from one state to another in response to
events. The events are the user calls. OPEN, SEND. RECEIVE. CLOSE.
ABORT, and STATUS: the incoming segments, particularly those
containing the SYN, ACK, RST and FIN flags; and timeouts.

The stare diagru.- in figure 6 illustrates only state changes, together
with the causing events Lod resulting actions, but addresses neither
error conditiors nor actions which are not connected with state
changes. In a later section, more detail in offered with respect to
the reaction of the TCP to events.

NOTE BENE: this diagram is only a summary and must not be taken as
the total specification.
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- - +--------------- -- active OPEN
I CLOSED I- - - - -
+----------- +< ---------\ \ create TCB

I \ \ snd SYN
passive OPEN I I CLOSE \ \
------------ I I----------\ \
create TCB j I delete TCB \ \

V \ \
+----------- CLOSE
I LISTEN I I - ---

+----------- delete TCB I .
rcv SYN SEND

+----------- and SYNACK \ and SYN +---------
1< >1 I

SYN rcv SYN I SYN I
RCVD 1< ---------------------------------------------- I SENT I

snd ACK I
I II

------------ - rv ACK of SYN \ / rov SYN.ACK -----------

x I snd ACK
V V

CLOSE +-----------
I ESTAB I

snd FIN +-----------+
CLOSE I rcv FIN

V I I
----------- and FIN / \ and ACK +-----------

FIN 1< ......... >1 CLOSE I
I WAIT-I l I WAIT I

----------- rcv FIN \ +-----------+
, rcv ACK of FIN - CLOSE ,
- snd ACK I I- -

V x V snd FIN V
----------- ----------- +-----------+

IFINWAiT-21 I CLOSING I I LAST--ACKI
+-----------+ +-----------+ +-----------

rcv ACK of FIN I rcv ACK of FIN .
I rcv FIN -------------- Timeout-2MSL ---------------

x V x V ""-
\ snd ACK +----------- +delete TCB +-----------

------------------------- >ITIME WAITI ------------------ >1 CLOSED I
-------------- + -------------- +

TCP Connection State Diagram
Figure 6.
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3.3. Sequence Numbers

A fundamental notion in the design is that every octet of data sent
over a TCP connection has a sequence number. Since every octet is
sequenced, each of them can be acknowledged. The acknowledgment
mechanism employed is cumulative so that an acknowledgment of sequence
number X indicates that all octets up to but not including X have been
received. This mechanism allows for straight-forward duplicate
detecLion in the presence of retransmission. Numbering of octets
.7ithin a segment is that the first data octet immediately following
the header is the lowest numbered, and the following octets are
numbered consecutively.

it is essential to remember that the actual sequence number space is
finite, though very large. This space ranges from 0 to 2**32 - 1.
Since the space is finite. all arithmetic dealing with sequence
numbers must be performed modulo 2*032. This unsigned arithmetic
preserves the relationship of sequence numbers as they cycle from
20.32 - I to 0 again. ihere are some subtleties to computer modulo
arithmetic, so great care should be taken in programming the
comparison of such values. The symbol "=<" means "less than or equal"
(modulo 20032).

The typical kinds of sequence number comparisons which the TCP must
perform include:

(a) Determining that an acknowledgment refers to some sequence
number sent but not yet acknowledged.

(b) Determining that all sequence numbers occupied by a segment
havo been acknowledged (e.g., to remove the segment from a
retransmission queue).

(c) Determining that an incoming segment contains sequence numbers
which are expected (i.e.. that the segment "overlaps" the
receive window).

Si
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In response to sending data the TCP will receive acknowledgments. The
following comparisons are needed to process the acknowledgments.

SND.UNA = oldest unacknowledged sequence number

SND.NXT - next sequence number to oe sent

SEM.ACK - acknowledgment from the receiving TCP (next sequence
number expected by the receiving TCP)

SEG.SEQ = first sequence number of a segment

SEG.LEN = the number of octets occupied by the data in the segment
(counting SYN and FIN) j

SEG.SEQ+SEG.LEN-1 = last sequence number of a segment

A new acknowledgment (called an "acceptable ack-). is one for which
the inequality below holds:

SNO.UNA < SEG.ACK =< SND.NXT

A segment on the retransmission queue is fully acknowledged if the sum
of its sequence number and length is less or equal than the
acknowledgment value in the incoming segment.

When data is received the following comparisons are needed:

RCV.NXT = next sequence number expected on an incoming segments, and
is the left or lower edge of the receive window

RCV.NXT+RCV.WND-I = last sequence number expected on an incoming
segment, and is the right or upper edge of the receive window

SEG.SEQ = first sequence number occupied by the incoming segment

SEQ.SEQ+SEG.LEN-l = last sequence number occupied by the incoming
segment

Asegment is judged to occupy a portion of valid receive sequenceAspace if

RCV.NXT =< SEG.SEQ < RCV.NXT+RCV.WND

or

RCV.NXT =< SEG.SEQ+SEG.LEN-l < RCV.NXT+RCV.WND

[Page 25]
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The first part of this test checks to see if the beginning if the
segment falls in the window, the second part of the test checks to see
if the end of the segment falls in the window; if the segment passes
either part of the Lest it contains data in the window.

Actually, it is a little more complicated than this. Due to zero
windows and zero length segments, we have four cases for the
acceptability of an incoming segment:

Segment Receive Test
Length Window

0 0 SEG.SEQ = RCV.NXT

0 >0 RCV.NXT =< SEG.SEQ < RCV.NXT+RCV.WND

>0 0 not acceptable

>0 >0 RCV.NXT =< SEG.SEQ < RCV.NXT+RCV.WND
or RCV.NXT -< SEG.SEQ+SEG.LEN-i < RCV.NXT+RCV.WND

Note that when the receive window is zero no segments should be
acceptable except ACK segments. Thus. it is be possible for a TCP to
maintaIn a zero receive window while transmitting date. and receivir
ACKs. Howcver. even when the receive window is zero, a TCP must
process the RST and URG fields of all incoming segments.

we have taken advantage of the numbering scheme to protect certain
control informatio as well. This is achieved by implicitly including
some control flags in the sequence space so they can be retransmitted
and acknowledged without confusion (i.e., one and only one copy of the
control will be acted upon). Control information is not physically
carried in the segment data space. Consequently, we must adopt rules
for implicitly assigning sequence numbers to control. The SYN and FIN
are the only controls requiring this protection, and these controls
are used only at connection opening and closing. For sequence number
purposes, the SYN is considered to occur before the first actual data
octet of the segment in which it occurs, while the FIN is considered
to occur after the last actual data octet in a segment in which it
oc,,urs. The segment length (SEG.LEN) includes both data and sequence
space cccupying controls. When a SYN is present then SEQ.SEQ is the -_
sequence number of the SYN.

(Page 26]
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Initial Sequence Number Selection

The protocol places no restriction on a particular connection being
used over and over again. A connection is defined by a pair of
sockets. New instances of a connection will be referred to as
incarnations of the connection. The problem that arises from this is
-- "how does the TCP identify duplicate segments from previous
inyanatiors of the connection?" Thib problem becomes apparent if the j
connection is being opened and closed in quick succession, or if the -
connection breaks with loss of memory and is then reestablished.

To avoid confusion we must prevent segments from one incarnation of a
connection from being used while the same sequence numbers may still
be present in the network from an earlier incarnation, We wan't to
assure this, even if a TCP crashes and loses all knowledge of the
sequence numbers it has been using. When new connections are created.
an initial sequence number (ZSN) generator is employed which selects a ._
new 32 bit ISN. The generator is bound to a (possibly fictitious) 32
bit clock whose low order bit is incremented roughly every 4
microseccbnds. Thus. the ISN cycles approximately every 4.b5 hours.
Since we assume that segments will stay in the network no more than
the Maximum Segment Lifetime (MSL) and that the MSL is less than 4.5-
hours we can reasonably assume that ISN's will be unique.

For each connection there is a send sequence number and a receive
sequence number. The initial send sequence number (ISS) is chosen by
the data sending TCP. and the initial receive sequence number (IRS) is
learned during the connection establishing procedure.

For a connection to be established or initialized, the two TCPs must
synchronize on each other's initial sequence numbers. This is done in
an exchange of connection establishing segments carrying a control bit
called "SYI4" (for synchronize) and the initial sequence numbers. As a
shorthand, segments carrying the SYN bit are also called "SYNs".
Hence, the solution requires a suitable mechanism for picking an -

initial sequence number and a slightly involved handshake to exchange
the ISN's.

The synchronization requires each side to send it's own initial
sequence number and to receive a confirmation of it in acknowledgment
from the other side. Each side must also receive the other side's
initial sequence number and send a confirming acknowledgment,

1) A -- > 8 SYN my sequerice number is X -

2) A <-- B ACK your sequence rnumber is X -

3) A <-- B SYN my sequence number is Y
4) A -- > 8 ACK your sequence number is Y
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SBecause steps 2 and 3 can be combined in a single message this is
called the three way (or three message) handshake.

A three way handshake is necessary because sequence numbers are not
tied to a global clock in the network, and TCPs may have different
mechanisms for picking the ISN's. The receiver of the first SYN has
no way of knowing whether the segment was an old delayed one or not,
unless it remembers the last sequence number used on the connection
(which is not always possible), and so it must ask the sender to
verify this SYN. The three way handshake and the advantages of a
clock-driven scheme are discussed in [3).

Knowing When to Keep Quiet

To be sure that a TCP does not create a segment that carries a
sequence number which may be duplicated by an old segment remaining in
the network, the TCP must keep quiet for a maximum segment lifetime
(MSL) before assigning any sequence numbers upon starting up or
recovering from a crash in which memory of sequence numbers in use was
lost. For this specification the MEL is taken to be 2 minutes, This
is an engineering choice, and may be changed if experienoe indicates
it is desirable to do so. Note that if a TCP is reinitialixed In some
sens*, yet retains its memory of sequenou numbers in use, then it need
not wait at all: it must only be sure to use sequence numbers larger
than those recently used.

The TCP Quiet Time Concept

This specification provides that hosts which "crash" without
retaining any knowledge of the last sequence numbers transmitt4d on
each active (i.e., not closed) connection shall delay emitting any
TCP segments for at least the agreed M.aximum Segment Lifetime (MSL)
in the internet system of which the host is a part. In the
paragraphs below, an explanation for this specification is given.
TCP implementors may violate the "quiet time" rmstriotion. but only
at the risk of causing some old data to be accepted as new or new
data rejected as old duplicated by some receivers in the internet
system.

TCPs consume sequence number space each time a segment is formed and
entered into the network output queue at a source host. The
duplicate detection and sequencing algorithm in the TCP protocol
relies on the unique binding of segment data to sequence space to
the extent that sequence numbers will not cycle through all 20032
values before the segment data bound to those sequence numbers has
been delivered and acknowledged by thfv receiver and all duplicate
copies of the segri~entS havu "drained" from the internet, Without
such an assumption, two distinct TCP segments could conceivably be

JPage 281

(164'

"o.,° ".



September 1981

Transmission Control Protocol -.
Functional Specification -

-oI

assigned the same or overlapping sequence numbers, causing confusion
at the receiver as to which data is new and which Is old. Remember
that each segment is bound to as many consecutive sequence numbers
as there are octets of data in the segment,

Under normal conditions, TCP* keep track of the next sequence number
to emit and the oldest awaiting acknowlodgment so as to avoid
mistakenly using a sequence number over before its first use has
been acknowledged. This alone does not guarantee that old duplicate
data is drained from the net. so the sequence Apace has been made
very large to reduce the probability that a wandering duplicate will
cause trouble upon arrival. At 2 megabits/sec. it takes 4.6 hours
to use up 2.032 octets of sequence space. Since the maximum segment
lifetime in the net is not likely to exceed a few tens of seconds.
this is doomed ample protection for foreseeable notb, even if data
rates escalate to lO's of megabits/soc. At 100 megabits/sec. the
cycle time is 5.4 minutes which may be a little short, but still
within reason.

The basic duplicate detection and sequencing algorithm in TCP can be
defeated, however, if a source TCP does not have any memory of the -2
sequence numbers it last used on a given connection. For example, if
the TC;P were to start all connections with sequence number 0. then '-
upon crashing and restarting, a TCP might re-form an earlier
connection (possibly after half-open connection resolution) and emit
packets with sequence numbers identical to or overlapping with
packets still in the network which were emitted on an earlier
incarnation of the same connection. Zn the absence of knowledge
about the sequence numbers used on a particular connection, the TCP
specification recommends that the source delay for MSL seconds
before emitting segments on the connection, to allow time for
segments from the earlier connection incarnation to drain from the
$,stem.

Even hosts whiOh can remember the time of day and used it to select
initial sequence number valuep are not immune from this problem
(i.e., even if time of day is used to select an initial sequence
number for each new connection incarnation).

Suppose, for example, that a connection is opened starting with
sequence number S. Suppose that this connection is not used much
and that eventually the initial sequence number function (ISN(t))
takes on a value equal to the sequence number, say S1, of the last
segment sent by this TCP on a particular connection. Now suppose,
at thia instant, the host crashes, recovers, and establishes a new -
incarnation of the connection. The initial sequence number chosen is
Si - ISN(t) -- last used sequence number on old incarnation of
connectiont If the recovery occurs quickly enough, any old
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duplicates in the net bearing sequence numbers in the neighborhood
of Sl may arrive and be treated as new packets by the receiver of
the new incarnation of the connection.

The problem is that the recovering host may not know for how long it
crashed nor does it know whether there are still old duplicates in
the system from earlier connection incarnations.

One way to deal with this p:jblem is tou dliberately delay emitting
segments for one MSL after recovery from a crash- this is the "quite
time" specification. Hosts which prefer to avoid waiting are
willing to risk possible confusion of old and new packets at a given
destination may choose not to wait for the "quite time".
Implementors may provide TCP users with the ability to select on a
connection by connection basis whether to wait after a crash, or may
informally implement the "quite time" for all connections. --

Obviously, even where a user selects to "wait." this is not
necessary after the host has been "up" for at least MSL seconds.

To summarize: every segment emitted occupies one or more sequence
numbers in the sequence space, the numbers occupied by a segment are
"busy" or "in use" until MSL seconds have passed, upon crashing a
block of space-time is occupied by the octets of the last emitted
segment. if a new connection is started too soon and uses any of the
sequence numbers in the space-time footprint of the last segment of
the previous connection incarnation, there is o potential sequence
number overlap area which could cause confusion at the receiver.

3.4. Establishing a connection

The "three-way handshake" is the procedure uned to establish a
connection. This procedure normally is initiated by one TCP and
responded to by another TCP. The procedure also works if two TCP
simultaneously initiate the procedure. When simultaneous attempt
occurs, each TCP receives a "SYN" segment which carries no
acknowledgment after it has sent a "SYN". Of course, the arrival of
an old duplicate "SYN" segment can potentially make it appear, to the
recipient, that a simultaneous connection initiation is in progress.
Proper use of "reset" segments can disambiguate these cases.

Several examples of connection initiation follow. Although these
examples do not show connection synchronizntion using data-carrying
segments, this is perfectly legitimate, sc !.ong as the receiving TCP
doesn't deliver the data to the user until 4t is clear the data is
valid (i.e.. the data must be buffered at the receiver until the
connection reaches the ESTABLISHED state). The three-way handshake
reduces the possibility of false connectLons. It is the
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implementation of a trade-off between memory and messages to provide
information for this checking.

The simplest three-way handshake is shown in figure 7 below. The :_J
figures should be interpreted in the following way. Each line is
numbered for reference purposes. Right arrows (-->) indicate """
departure of a TCP segment from TCP A to TCP B, or arrival of a
segment at B from A. Left arrows (<--), indicate the reverse. A
Ellipsis i...) indicates a segment which is still in the network
(delayed). An "XXX" indicates a segment which is lost or rejected.
Comments appear in parentheses. TCP states represent the state AFTER
the departure or arrival of the segment (whose contents are shown in
the center of each line). Segment contents are shown in abbreviated
form, with sequence number, control flags, and ACK field. Other
fields such as window, addresses, lengths, and text have been left out
in the interest of clarity.

TCP A TCP B

1. CLOSED LISTEN

2. SYN-SENT -- > <SEO=100><CTL-SYN> -- > SYN-RECEIVED

3. ESTABLISHED <-- <SEQ-3OC><ACKmiOl><CTL=SYNACK> <-- SYN-RECEIVED

4. ESTABLISHED -- > <SEQ10,><ACK-3OJ><CTL-ACK> -- > ESTABLISHED

5. ESTABLISHED -- > CSEOi01><ACKm3O0><CTLiACK><DATA> -- > ESTABLISHED

Basic 3-Way Handshake for Connection Synchronization

Figure 7.

In line 2 of figure 7, TCP A begins by sending a SYN segment
indicating that it will use sequence numbers starting with sequence
number 100. in line 3, TCP B sondz a SYN and acknowledges the SYN it
received from TCP A. Note that the acknowledgment field indicates TCP
8 is now expecting to hear sequency 101, acknowledging the SYN which
occupied sequence 100.

At line 4, TCP A responds with an empty segment containing an ACK for
TCP B's SYN; and in line 5, TCP A sends some data. Note that the -
sequence number of the segment in line 5 is the same as in line 4
because the ACK does not occupy sequence number space (if it did, we
would wind up ACKing ACK'SI).
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Simultaneous initiation is only slightly more complex, as is shown in
figure 8. Each TCP cycles from CLOSED to SYN-SENT to SYN-RECEIVED to
ESTABLISHED.

TCP A TCP B

I. CLOSED CLOSED

2. SYN-SENT -- > <SEQ=iOO><CTL=SYN> ...

3. SYN-RECEIVED <-- <SEO,3OO><CTL-SYN> <-- SYN-SENT

4, ... <SEQilOO><CTL-SYN> -- > SYN-RECEIVED

5. SYN-RECEIVEf -- > <SEO-IOO><ACK-30><CTL-SYN.ACK> ...

6. ESTABLISHED <-- <SEQ=300><ACK=iO1><CTL=SYNACK> <-- SYN-RECEIVED

7.... <SEQ10OI><ACK-301><CTL-ACK> -- > ESTABLISHED

Simultaneous Connection Synchronization

Figure 8.

The principle reason for the three-way handshake is to prevent old
duplicate connection initiations from causing confusion. To deal with
this, a special control message, reset, Pas been devised. If the
receiving TCP is in a non-synchronized state (i.e., SYN-SENT.
gYN-RECEIVED), it returns to LISTEN on receiving an acceptable reset.
If the TCP is in one of the synchronized states (ESTABLISHED,
FIN-WAIT-i, FIN-WAIT-2. CLOSE-WAIT. CLOSING. LAST-ACK, TIME-WAIT), it
aborts the connection and informs its user. We discuss this latter
case under "half-open" connections below.
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TCP A TCP 0

1. CLOSED LISTEN

2. SYN-SENT -- > <SEQ-mOO><CTL-SYN> ...

3. (duplicate) ... <SEQ-9o><CTL-SYN> -- > SYN-RECEIVED

4. SYN-SENT 4-- <SEQw300><ACKm9l><CTLmSYN,ACK> <-- SYN-RECEIVED

5. SYN-SENT -- > <SEQ-91><CTL-RST> -- > LISTEN

6 .... <SEQO100><CTL-SYN> --. SYN-RECEIVED

7. SYN-SENT <-- <SEQ0400><ACK-lOl><CTL-SYN.ACK> <-- SYN-RECEIVED

8. ESTABLISHED -- > <SEQmlO1><ACKU4OI><CTLmACK> -- > ESTABLISHED

Recovery from Old Duplicate SYN

Figure 9.

As a simple example of recovery from old duplicates, consider
figure 9. At line 3, an old duplicate SYN arrives at TCP a. TCP B
cannot tell that this is an old duplicate, so it responds normally
(line 4). TCP A detects that the ACK field is incorrect and returns a
RST (reset) with its SEQ tield selected to make the segment
believable. TCP 9, on receiving the RST, returns to the LISTEN state.
When the original SYN (pun intended) finally arrives at line 6. the
synchronization proceeds normally. If the SYN at line 6 had arrived
before the RST. a more complex exchange might have occurred with AST's
sent in both directions. ,.

Half-Open Connections and Other Anomalies

An established connection is said to be "half-open" if one of the
TCPs has closed or aborted the connection at its end without the
knowledge of the other. or if the two ends of the connection have
become desynchronized owing to a crash that resulted in loss of
memory. Such connections will automatically become reset if an
attempt is made to send data in either direction. However, half-open "
connections are expected to be unusual, and the recovery procedure is
mildly involved.

If at site A the connection no longer exists, then an attempt by the
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user at site B to send any data on it will result in the site B TCP
receiving a reset control message. Such a message indicates to the
site B TCP that something is wrong, and it is expected to abort the
connection.

Assume that two user processes A and B are communicating with one
another when a crash occurs causing loss of memory to A's TCP.
Depending on the operating system supporting A's TCP, it is likely
that some error recovery mechanism exists. When the TCP is up again,
A is likely to start again from the beginning or from a recovery
point. As a result. A will probably try to OPEN the connection again
or try to SEND on the connection it believes open. Zn the latter
case, it receives the error message "connection not open" from the
local (A's) TCP. In an attempt to establish the Conneotion, A's TCP
will send a segment containing SYN. This scenario leads to the
example shown in figure 10. After TCP A crashes, the user attempts to
re-open the connection. TCP B, in the meantime, thinks the Connection
is open.

TCP A TCP 8

1. (CRASH) (send 300.reoeive 100)

2. CLOSED ESTABLISHED

3. SYN-SENT -- > <SEQu400>CTLwSYN> -- > (77)

4. (1) <-- <SEQ=3O0><ACK-i00><CTL-ACK> <-- ESTABLISHED

5. SYN-SENT -- > <SE0=lO0><CTL=RSTP -- > (Abortfl)

6. SYN-SENT CLOSED

7. SYN-SENT -- > <SC0-400>4CTLwSYN> -- >

Half-Open Connection Discovery

Figure 10.

when the SYN arrives at line 3, TCP 8, being. in a synchronized state.
and the incoming segment outside the window, responds with an
acknowledgment indicating what sequence it next expects to hear (ACK
100). TCP A sees that this segment does not acknowledge anything it
sent and, being unsynchronized, sends a reset (RST) because it has
detected a half-open connection. TCP 8 abopts ot lnoq 5. TCP A will
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continue to try to establish the connection; the problem is now
reduced to the basic 3-way handshake of figure 7.

An interesting alternative case occurs when TCP A crashes and TCP .
tries to send data on what it thinks is a synchronized Connection.
This is illustrated in figure 11. In this case. the data arriving at
TCP A from TCP B (line 2) is unacceptable because no such connection
exists, so TCP A tends a RST. The RST is acceptable so TCP 8
processes it and aborts the connection.

TCP A TCP 8

1. (CRASH) (send 3000receive 100)

2. (??) <-- cSEQm3OO><ACKSlOO><DATAmIO><CTLmACK> <--, ESTABLISH'•D

3. -- > <SEQ-Ol00><CTLnlT. -- > (ABOATfH)

Active Side Causes Half-Open Connection Discovery -4

Figure 11.

In figure 12. we find the two TCPs A and 0 with passive connections
waiting for SYN. An old duplicate arriving at TCP 0 (line 2) stirs B
into action. A SYN-ACK is returned (line 3) and causes TCP A to
generate a RST (the ACK in line 3 is not acceptable). TCP 8 accepts
the reset and returns to its passive LISTEN state.

TCP A TCP 1"

1. LISTEN LISTEN

2. ... <SEOmZ>4CTLmSYN> -- > SYN-RECEIVED .

3. (77) <-- <SEQ-X><ACKwZ+1><CTL=SYNACK> <-- SYN-RECEIVED

4. -- > <SEQuZ+I><CTLmIST> -- > (return to LISTENI)

5, LISTEN LISTEN

Old Duplicate SYN Initiates a Reset on two Passive Sockets

Figure 12.
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A variety of other cases are possible, all of which are accounted for
by the followirg rules for RST generation and processing.

Reset Generation

As a general rule, reset (RST) must be sent-whenever a segment arrives
which apparently is not intended for the current connection. A reset
must not be sent if it is not clear that this is the case.

There are three groups of states:

1. If the connection does not exist (CLOSED) then a reset is sent
in response to any incoming segment except another reset. In
particla, SYNA addressed to a non-existent connection are rejected
by this means.

If the incoming segment has an ACK field, the reset takes its
sequence number from the ACK field of the segment, otherwise the
reset has sequence number zero and the ACK field is set to the sum
of the sequence number and segment length of the incoming segment.
The connection remains in the CLOSED state.

2. If the connection is in any non-synchronized statt (LISTEN.
SYN-SENT, SYN-RECEIVED), and the incoming segment acknowledges
something not yet sent (the segment carries an unacceptable ACK), or
if an incoming segment has a security level or compartment which
does not exactly match the level and compartment requested for the
connection, a reset is sent.

If our SYN has not been acknowledged and the precedence level of the
incoming segment is higher than the precedence level requested then
either raise the local precedence level (if allowed by the user and
the system) or send a reset; or if the precedence level of the
incoming segment is lower than the precedence level -quested then
continue as if the precedence matched exactly (if the remote TCP
cannot raise the precedence level to match ours this will be
detected in the next segment it sends, and the connection will be
terminated then). If our SYN has been acknowledged (perhaps in this
incoming segment) the precedence level of the incoming segment must
match the local precedence level exactly, if it does not a reset
must be sent.

If the incoming segment has an ACK field, the reset takes its
sequence number from the ACK field of the segment, otherwise the
reset has sequence number zero and the ACK field is set to the sum
of the sequence number and segment length of the incoming segment.
The connection remains in the same state.
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3. If the connection is in a synchronized state (ESTABLISHED. .
FIN-WAIT-i, FIN-WAIT-2, CLOSE-WAIT, CLOSING. LAST-ACK, TIME-WAIT).
any unacceptable segment (out of window sequence number or
unacceptible acknowledgment number) must elicit only an empty
acknowledgment segment containing the current send-sequence number
and an acknowledgment indicating the next sequence number expected
to be received, and the connection remains in the same state.

If an incoming segment has a security level, or compartment, or A
precedence which does not exactly match the level, and compartment,
and precedence requested for the connection.a reset is sent and
connection goes to the CLOSED state. The reset takes its sequence
number from the ACK field of the incoming segment.

Reset Processing

In all states except SYN-SENT, all reset (RST) segments are validated -'I

by checking their SEO-fields. A reset is valid if its sequence number
is in the window. In the SYN-SENT state (a RST received in response
to an initial SYN). the RST is acceptable if the ACK field
acknowledges the SYN.

The receiver of a RST first validates it, then changes state. If the
receiver was in the LISTEN state, it ignores it. If the receiver was
in SYN-RECEIVED state and had previously been in the LISTEN state,
then the receiver returns to the LISTEN state, otherwise the receiver .1
aborts the connection and goes to the CLOSED state. If the receiver ,.was in any other state, it aborts the connection and advises the user
and goes to the CLOSED state.

3.5. Closing a Connection -A

CLOSE is an operation meaning "I have no more data to send." The
notion of closing a full-duplex connection is subject to ambiguous
interpretation, of course, since it may not be obvious how to treat
the receiving side of the connection. We have chosen to treat CLOSE
in a simplex fashion. The user who CLOSEs may continue to RECEIVE
until he is told that the other side has CLOSED also. Thus. a program
could initiate several SENDs followed by a CLOSE, and then continue to
"RECEIVE until signaled that a RECEIVE failed because the other side
has CLOSED. We assume that the TCP will signal a user, even if no
RECEIVEs are outstanding, that the other side has closed, so the user
can terminate his side gracefully. A TCP will reliably deliver all
buffers SENT before the connection was CLOSED so a user who expects no
data in return need only wait to hear the connection was CLOSED
successfully to know that all his data was received at the destination

r "TCP. Users must keep reading connections they close for sending until
the TCP says no more data.
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There are essentially three cases:

1) The user initiates by telling the TCP to CLOSE the connection

2) The remote TCP initiates by sendino a FIN control signal

3) Both users CLOSE simultaneously

Case 1: Local user initiates the close

In this case, a FIN segment can be constructed and placed on the
outgoing segment queue. No further SENDS from the user will be
accepted by the TCP, and it enters the FIN-WAIT-1 state. RECEIVEs
are allowed in this statA. All segments preceding and including FIN
will be retransmitted until acknowledged. When the other TCP has
both acknowledged the FIN and sent a FIN of its own, the first TCP
can ACK this FIN. Note that A TCP receiving a FIN will ACK but not
send its own FIN until its user has CLOSED the connection also.

Case 2: TCP receives a FIN from the network

If an unsolicited FIN arrives from the network, the receiving TCP
can ACK it and tell the user that the connection is closing. The
user will respond with a CLOSE. upon which the TCP can send a FIN to
the other TCP after sending any remaining data. The TCP then waits
until its own FIN is acknowledged whereupon it deletes the
connection. If an ACK is not forthcoming, after the user timeout
the connection is aborted and the user is told.

Case 3: both users close simultaneously

A simultaneous CLOSE by users at both ends of a connection causes
FIN segments to be exchanged. when all segments preceding the FINs
have been prccessed and acknowledged, each TCP can ACK the FIN it
has received. Both will, upon receiving these ACKS, delete the
connection.
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TCP A TCP B

1. ESTABLISHED ESTABLISHED

2. (Close)
FIN-WAIT-i -- > <SEQ=lOO><ACK=300><CTL=FIN,ACK> -- > CLOSE-WAIT

3. FIN-WAIT-2 <-- <SEQ=300><ACK=i0l><CTL=ACK> <-- CLOSE-WAIT -

4. (Close)
TIME-WAIT <-- <SEQ=300><ACK=1Ol><CTL=FINACK> <-- LAST-ACK

5. TIME-WAIT -- > < =lOI><ACK-3O><CTL-ACK> -- > CLOSED -

6. (2 MSL)
CLOSED

Normal Close Sequence

Figure 13.

TCP A TCP B

1. ESTABLISHED ESTABLISHED

2. (Close) (Close)
FIN-WAIT-i -- > <SEQ=lOO><ACK=3OO><CTL=FIN,ACK> .. . FIN-WAIT-i

<-- <SEQ=3OO><ACK=LOO><CTL-FIN.ACK> <--
.,. <SEO=1OO><ACK=300><CTL=FIN.ACK> -- >

3. CLOSING -- > <SEQ=1Ol><ACK=301><CTL=ACK> ., . CLOSING
'-- <SEQ-3O><ACK=lO1><CTL=ACK>
... <SEQ=lOl><ACK=301><CTL=ACK>

4. TIME-WAIT TIME-WAIT I
(2 MSL) (2 MSL)
CLOSED CLOSED

Simultaneous Close Sequerce

Figure 14.
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3.6. Precedence and Security

The intent is that connection be allowed only between ports operating
with exactly the same security and compartment values and at the
higher of the precedence level requested by the two ports.

The precedence and security parameters used in TCP are exactly those
defined in the Internet Protocol (IP) [2]. Throughout this TCP
specification the term "security/compartment" is intended to indicate
the seourity parameters used in IP including security, compartment,
user group, and handling restriction.

A connection attempt with mismatched security/compartment values or a
lower precedence value must be rejected by sending a reset. Rejecting
a connection due to too low a precedence only occurs after an
acknowledgment of the SYN has been received.

Note that TCP modules which operate only at the default v&lue of
precedence will still have to check the precedence of incoming
segments and possibly raise the precedence level they use on the
connection.

The security paramaters may be used even in a non-secure environment
(the values would indicate unclassified data), thus hosts in
non-secure environnents must be prepared to receive the security
parameters, though they need not send them.

3.7. Data Communication

Once the connection is established data is communicated by the
exchange of segments. Because segments may be lost due to errors
(checksum test failure), or network congestion. TCP uses
retransmission (after a timeout) to ensu-e delivery of every segment.
Duplicate segments may arrive due to network or TCP retransmission.
As discussed in the section on sequence numbers the TCP performs
certain tests on the sequence and acknowledgment numbers in the
segments to verify their acceptability.

The serder of data keeps track of the next sequence number to use in
the variable SNO.NXT. The receiver of data keeps track of the next
sequence number to expect in the varipble RCV.NXT. The sender of data
keeps track of the oldest unacknowledged sequence number in the
variabie SNO.UNA. If the data flow is momentarily idle and all data
sent has been acdnowledged then the three variables will be equal.

When the sender creates a segment and transmits it the sender advances
SNu.NXT. When the receiver accepts a segment it advances RCV.NXT and
sends an acknowledgment. When the data sender receives an
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acknowledgment it advances SND.UNA. The extent to which the values of J
these variables differ is a measure of the delay in the communication.
The amount by which the variables are advanced is the length of the
data in the segment. Note that once in the ESTABLISHED state all
segments must carry current acknowledgment information.

The CLOSE user call implies a push function, as does the FIN control

flag in an incoming segment.

Retransmission Timeout

Because of the variability of the networks that compose an
internetwork system and the wide range of uses of TCP connections the
retransmission timeout must be dynamically determined. One procedure
for determining a retransmission time out is given here ts an m--
4 '•stration.. .

An Example Retransmission Timeout Procedure

Measure the elapsed time between sending a data octet with a
particular sequence number and receiving an acrnowled,.ment that
covers that sequence number (segments sent do not have to match
segmentA received). This measured elapsed time is the Round Trip
Time (RTT). Next compute a Smoothed Round Trip Time (SRTT) as:

SRTT = ( ALPHA 0 SRTT ) + ((I-ALPHA) 0 RTT)

and based on this, compute the retransmission timeout (RTO) as:

RTO - min[UBOUND.max[LBOUND,(BETAOSRTT)])

where UBOUND is an upper bound on the timeout (e.g.. I minute),
LBOUND is a lower bound on the timeout (e.g., I second), ALPHA is
a smoothing factor (e.g.. 8 to .9). and BETA is a delay variance
factor (e.g.. 1.3 to 2.0).

The Communication of Urgent Information

The objective of the TCP urgent mpc, sm is to allow the sending user
to stimulate the receiving user to at-cept some urgent data and to
permit the receiving TCP to indicate t.i the receiving user when all
the currently ktiown urgent data has be:,n received by the user.

This mechanism permits a point in the data stream to be designated as
the end of urgent information, Whenever this point is in advance of
the receive sequence number (RCV.NXT) at the receiving TCP, that TCP
must tell the user to go into "urgent mode": when the receive sequence
number catches up to the urgent pointer, the TCP must tell user to go
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into "normal mode". if the urgent pointer is updated while the user
is in "urgent mode", the update will be invisible to the user.

The rethod employs a urgent field which is carried in all segments
transmitted. The URG control flag indicates that the urgent field is
meaningful and must be added to the segment sequence number to yield
the urgent pointer. The absence of this flag irdicates that there is
no urgent data outstanding.

To send an urgent indication the user must also send at least one data
octet. If the sending user also indicates a push, timely delivery of
the urgent information to the destination process is enhanced.

Managing the Window

The window sent in each segment indicates the range of sequence
numbers the sender of the window (the data receiver) is currently
prepared to accept. There is an assumption that this is related to
the currently available data buffer space available for this
connection.

Indicating a large window encourages transmissions. If more data
arrives than can be accepted, it will be discarded. This will rosult
in excessive retransmissions, adding unnecessarily to the load on the
network and the TCPs. Indicating a small window may restrict the
transmission of data to the point of introducing a rouifd trip delay
between each new segment transmitted.

The mechanisms provided allow a TCP to advertise a large window and to
subsequently advertise a much smaller window without having accepted
that much data. This, so called "shrinking the window," is strongly
disccuraged. The robustness principle dictates that TCPs will not
shrink the window themselves, but will be prepared for such behavior
on the part of other TCPs.

The sending TCP must be prepared to accept from the user anC send at
least one octet of now data even if the send window is zero. The
sending TCP must regularly retransmit to the receiving TCP even when
the window is zero. Two minutes is recommended for the ret-ansmission
interval when the window is zero. This retransmission is essential to
guarantee that when either TCP has a zero window the re-opening of the
window will be reliably reported to the other.

When the receiving TCP has a zero window and a segment arrives it must
still send an acknowledgment showing its next expected sequence number
and current window (zero).

The sending TCP packages the data to be transmitted Into segments
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which fit the current window, and may repackage segments on theretransmission queue. Such repackaging is not required, but may be
helpful.

In a connection with a one-way data flow, the window information will
be carried in acknowledgment segments that all have the same sequence
number so there will be no way to reorder them if they arrive out of
order. This is not a serious problem, but it will allow the window
information to be on occasion temporarily based on old reports from
the data receiver. A refinement to avoid this problem is to act on
the window information from segments that carry the highest
acknowledgment number (that is segments with acknowledgment number
equal or greater than the highest previously received).

The window management procedure has significant influence on the
communication performance. The following comments are suggestions to I
implementers.

Window Management Suggestions

Allocating a very small window causes data to be transmitted in
many small segments when better performance is achieved using -
fewer large segments.

One suggestion for avoiding small windows is for the receiver to
defer updating a window until the additional allocation is at
least X pernent of the maximum allocation possible for the J
connection (where X might be 20 to 40).

Another suggestion is for the sender to avoid sending small
segments by waiting until the window is large enough before
sending data. If the the user signals a push function then the
data must be sent even if it is a small segment.

Note that the acknowledgments should not be delayed or unnecessary
retransmissions will result. One strategy would be to send an
acknowledgmient when a small segment arrives (with out updating the
window information), and then to send another acknowledgment with
new window information when the window is larger. 9

The segment sent to probe a zero window may also begin a break up
of transmitted data into smaller and smaller segments. If a
segment containing a single data octet sent to probe a zero window
is accepted, it consumes one octet of the window now available.
If the sending TCP simply sends as much as it can whenever the
window is non zero, the transmitted data will be broken into
alternating big and small segments. As time goes on, occasional
pauses in the receiver making window allocation available will
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result in breaking the big segments into a small and not quite so
big pair. And after a while the data transmission will be in
mostly small segments.

The suggestion here is that the TCP implementations need to
actively attempt to combine small window allocations into larger
windows, since the mechanisms for man~ging the window tend to lead
to many small windows in the simplest minded implementations.

3.8. Interfaces

There are cf course two interfaces of concern: the user/TCP interface
and the TCF/lower-level interface, we have a fairly elaborate model
of the user/TCP interface, but the interface to the lower level
protocol module is left unspecified here. since it will be specified
in detail by the specification of the lowel level protocol. For the
case that tie lower level is IP we note some of the parameter values
that TCPs might use.

user/TCP Interiace

The following functional description of user commands to the TCP is.
at best, fictional, since every operating system will have different
facilities. Consequently, we must warn readers that different TCP
implementations may have different user interfaces. However, all
TCPs must provide a certain minimum set of services to guarantee
that all TCP implementations can support the same protocol
hierarchy. This section specifies the functional interfaces
required of all TCP implementations.

TCP user Commands

The following sections functionally characterize a USER/TCP
interface. The notation used is similar to most procedure or
function calls in high level languages, but this usage is not
meant to rule out trap type service calls (e.g., SVCs, UUOs,
EMTs).

The user commands described below specify the basic Functions the
TCP must perform to support interprocess communication.
Individual implementations must define their own exact format, and
may provide combinations or subsets of the basic functions in
single calls. In particular, some implementations may wish to
automatically OPEN a connection on the first SEND or RECEIVE
issued by the user for a given connection.
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Xn providing interprocess communication facilities, the TCP must
not only accept commands, tut must also return information to theprocesses it serves. The latter consists of:

(a) general information about a connection (e.g., interrupts.
remote close, binding of unspecified foreign socket).

(b) replies to specific user commands indicating success or
various types of failure.

Open

Format: OPEN (local port, foreign socket, active/passive
[, timeout] [. precedence] [. security/compartment] [. options])
-> local connection name 4

we assume that the local TCP is aware of the identity of the
processes it serves and will check the authority of the process
to use the connection specified. Depending upon the
implementation of the TCP, the local network and TCP identifiers
for the source address will either be supplied by the TCP or the
lower level protocol (e.g., IP). These considerations are the
result of concern about security, to the extent that no TCP be
able to masquerade as another one, and so on. Similarly, no
process can mascuerade as another without the collusion of the
TCP.

If the active/passive flag is set to passive, then this is a
call to LISTEN for an incoming connection. A passive open may
have either a fully specified foreign socket to wait for a
particular connection or an unspecified foreign socket to wait
for any call. A fully specified passive call can be made active
by the subsequent execution of a SEND.

A transmission control block (TCB) is created and partially
filled in with data from the OPEN command parameters.

On an active OPEN command, the TCP will begin the procedure to
synchronize (i.e.. establish) the connection at once.

The timeout, if present, permits the caller to set up a timeout
for all data submitted to TCP. If data is not successfully
delivered to the destination within the timeout period, the TCP
will abort the connection. The present global default is five
minutes.

The TCP or some component of the operating system will verify
the users authority to open a connection with the specified
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precedence or security/compartment. The absence of precedence
or security/compartment specification in the OPEN call indicates
the default values must be used.

TCP will accept incoming requests as matching only if the
security/compartment information is exactly the same and only if
the precedence is equal to or higher than the precedence
requested in the OPEN call.

The precedence for the connection is the higher of the values
requested in the OPEN call and received from the incoming
request, and fixed at that value for the life of the
connection.Implementers may want to give the user control of
this precedence negotiation. For example, the user might be
allowed to specify that the precedence must be exactly matched.
or that any attempt to raise the precedence be confirmed by the
user.

A local connection name will be returned to the user by the TCP.
The local connection name can then be used as a short hand term
for the connection defined by the <local socket, foreign socket>
pair.

Send

Format: SEND (local connection name, buffer address, byte
count, PUSH flag, URGENT flag (,timeout])

This call causes the data contained in the indicated user buffer
to be sent on the indicated connection. If the connection has
not been opened, the SEND is considered an error, some
implementations may allow users to SEND first; in which case, an
automatic OPEN would be done. If the calling process is not
authorized to use this connection, an error is returned.

If the PUSH flag is Sat, the data must be transmitted promptly
to the receiver, and the PUSH bit will be set in the last TCP
segment created from the buffer. If the PUSH flag is not set.

the data may be combined with data from subsequent SENDs for
transmission efficiency.

If the URGENT flag is set. segments sent to the destination TCP
will have the urgent pointer set. The receiving TCP will signal
the urgent condition to the receiving process if the urgent
pointer indicates that data preceding the urgent pointer has not
been consumed by the receiving process. The purpose of urgent
is to stimulate the receiver to process the urgent data and to
indicate to the receiver when all the currently known urgent
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data has been received. The number of times the sending user's
TCP signals urgent will not necessarily be equal to the number
of times the receiving user will be notified of the presence of
urgent data.

4.
If no foreign socket was specified in the OPEN, but the
connection is established (e.g.. because a LISTENing connection
has become specific due to a foreign segment arriving for the
local socket), then the designated buffer is sent to the implied
foreign socket. Users who make use of OPEN with an unspecified
fore. socket can make use of SEND without ever explicitly
knowin. %he foreign socket address.

However, if a SEND is attempted before the foreign socket
becomes specified, an error will be returned. Users can use the
STATUS call to determine the Status of the connection. In some
implementations the TCP may notify the user when an unspecified
socket is bound.

If a timeout is specified, the current user timeout for this
connection is changed to the new one.

In the simplest implementation. SEND would not return control to
the sending process until either the transmission was complete
or the timeout had been exceeded. However. this simple method
is both subject to deadlocks (for example, both sides of the
connection might try to do SENDS before doing any RECEIVEs) and
offers poor performance, so it is not recommended. A more
sophisticated implementation would return immediately to allow
the process to run concurrently with network 1/O, and,
furthermore, to allow multiple SENDs to be in progress.
Multiple SENDs are served in first come. first served order, so
the TCP will queue those it cannot service ir.,mediately.

We have implicitly assumed an asynchronous user interface in
which a SEND later elicits some kind of SIGNAL or
pseudo-interrupt from the serving TCP. An alternative is to
return a response immediately. For instance. SENDs micht return
immediate local acknowledgment, even if the segment sett had not
been acknowledged by the distant TCP. We could optimistically
assume eventual success. If we are wrong, the connection will
close anyway due to the timeout. In implementations of this
kind (synchronous), there will still be some asynchronous
signals. but these will deal with the connection itself, and not
with spe.!"!1 sog;:.7t -r buffers.

In order for the process to distinguish among error or success
indications for different SENDS. it might be appropriate for the
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buffer address to be returned along with the coded response to
the SENO request. TCP-to-user signals are discussed below,
indicating the information which should be returned to the
calling process.

Receive

Format: RECEIVE (local connection name, buffer address, byte
count) -> byte count, urgent flag. push flag

This command allocates a receiving buffer associated with the
specified connection. If no OPEN precedes this command or the
calling process is not authorized to use this connection, an
error is returned.

In the simplest implementation, control would not return to the
calling program until either the buffer was filled, or some
errcr occurred, but this scheme is highly subject to deadlocks.
A more sophisticated implementation would permit several
RECEIVEs to be outstanding at once. These would be filled as
segments arrive. This strategy permits increased throughput at
the cost of a more elaborate scheme (possibly asynchronous) to
notify the calling program that a PUSH has been seen or a buffer
filled.

If enough data arrivb to fill the buffer before a PUSH is seen,
the PUSH flag will not be set in the response to the RECEIVE.
The buffer will be filled with as much data as it can hold. If
a PUSH is seen before the buffer is filled the buffer will be
returned partially filled and PUSH indicated.

If there is urgent data the user will have been informed as soon
as it arrived via a TCP-to-user signal. The receiving user
should thus be in "urgent mode". If the URGENT flag is on.
additional urgent data remains. If the URGENT flag is off, this
call to RECEIVE has returned all the urgent data, and the user
may now leave "urgent mode". Note that data following the
urgent pointer (non-urgent data) cannot be delivered to the user
in the same buffer with preceeding urgent data unless the
boundary is clearly marked for the user.

To distinguish among several outstanding RECEIVEs and to take
care of the case that a buffer is not completely filled, the
return code is accompanied by both a buffer pointer and a byte
count indicating the actual length of the data received.

Alternative implementations of RECEIVE might have the TCP
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allocate buffer storage, or the TCP might share a ring buffer

with the user.

Close

Format: CLOSE.(local connection name)

This command causes the connection specified to be closed. if
the connection is not open or the calling process is not
authorized to use this connection, an error is returned.
Closing connections is intended to be a graceful operation in
the sense that outstanding SENDs will be transmitted (and
retransmitted), as flow control permits, until all have been
serviced. Thus, it should be acceptable to make several SEND
calls, followed by a CLOSE. and expect all the data to be sent
to the destination. It should also be clear that users should
continue to RECEIVE on CLOSING connections, since the other side
may be trying to transmit the last of its data. Thus. CLOSE
means "I have no more to send" but does not mean "I will not
receive any more." It may happen (if the user level protocol is
not well thought out) that the closing side is unable to get rid
of all its data before timing out. In this event. CLOSE turns -:
into ABORT, and the closing TCP gives up.

The user may CLOSE the connection at any time on his own
initiative, or in response to various prompts from the TCP
(e.g., remote close executed, transmission timeout exceeded.
destination inaccessible).

Because closing a connection requires communication with the
foreign TCP, connections may remain in the closing state for a
short time. Attempts to reopen the connection before the TCP
replies to the CLOSE command will result in error responses.

Close also implies push function.

Status

Format: STATUS (local connection name) -> status data

This is an implementation dependent user command and could be
excluded without adverse effect. Information returned would
typically come from the TCB associated with the connection.

This command returns a data block containing the following -1
information:

local socket,
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foreign socket,
local connection name,
receive window,
send window,
connection state.
number of buffers awaiting acknowledgment.
number of buffers pending receipt.
urgent state,
precedence.
security/compartment.
and transmission timeout.

Depending on the state of the connection, or on the
implementation itself, some of this information may not be
available or meaningful. If the calling process is not
authorized to use this connection, an error is returned. This
prevents unauthorized processes from gaining information about a
connection.

Abort

Format: ABORT (local connection name)

This command causes all pending SENDs and RECEIVES to be
aborted, the TCB to be removed, and a special RESET message to
be sent to the TCP on the other side of the connection.
Depending on the implementation, users may receive abort
indications for each outstanding SEND or RECEIVE. or may simply
receive an ABORT-acknovledgment.

TCP-to-User Messages

It is assumed that the operating system environment provides a
means for the TCP to asynchronously signal the user program. When 1
the TCP does aignal a user program, certain information is passed
to the user. Often in the specification the information will be ,1
an error message. In other cases there will be information
relating to the completion of processing a SEND or RECEIVE or
other user call.

* - The following information is provided:

Local Connection Name Always
Response String Always

* Buffer Address Send & Receive
Byte count (counts bytes received) Receive
Push flag Receive
urgent flag Receive

[Page 50)

S(186)

_____ ii - - - *--.. . - .~..* . -:



September 1981 -.
Transmission Control Protocol

Functional Specification

TCP/Lower-Level Interface 4

The TCP calls on a lower level protocol module to actually send and
receive information over a network. One case is that of the ARPA
internetwork system where the lower level module is the Internet -4
Protocol (IP) [2].

if the lower level protocol is IP it provides arguments for a type -
of service and for a time to live. TCP uses the following settings
for these parameters:

Type of Service = Precedence: routine, Delay: normal. Throughput:
normal. Reliability: normal: or 00000000.

Time to Live = one minute. or 00111100.fI
Note that the assumed maximum segment lifetime is two minutes.
Here we explicitly ask that a segment be destroyed if it cannot
be delivered by the internet system within one minute.

If the lower level is IP (or other protocol that provides this
feature) and source routing is used. the interfac' must allow the --
route information to be communicated. This is especially important .
so that the source and destination addresses used in the TCP
checksum be the originating source and ultimate destination. It is
also important to preserve the return route to answer connection
requests.

Any lower level protocol will have to provide the source address,
destination address, and protocol fields, and some way to determine
the "TCP length", both to provide the functional equivletlt service
of IP and to be used in the TCP checksum.
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3.9. Event Processing

The processing depicted in this section is an example of one possible
implementation. Other 1 'lementations may have slightly different
processing sequences. bu, they should differ from those in this
section only in detail, not in substance.

The activity of the TCP can be characterized as responding to events.
The events that occur can be cast into three categories: user calls.
arriving segments, and timeouts. This section lescribes the
processing the TCP does in response to each of the events. In many
cases the processing required depends on the state of the connection.

Events that occur:

user Calls

OPEN
SEND
RECEIVE
CLOSE
ABORT
STATUS

Arriving Segments

SEGMENT ARRIVES

Timeouts

USER TIMEOUT
RETRANSMISSION TIMEOUT
TIME-WAIT TIMEOUT

The model of the TCP/user interface is that user commands receive an
immediate return and possibly a delayed response via an event or
pseudo interrupt. In the following descriptions, the term "signal"
means cause a delayed response.

Error responses are given as character strings. For example, user
commands referencing connections that do not exist receive "error:
connection not open".

Please note in the following that all arithmetic on sequence numbers,
acknowledgment numbers, windows, et cetera, is modulo 20032 the size
of the sequence number space. Also note that "=<" means less than or
equal to (modulo 2*032).
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-A
A natural way to think about processing incoming segments is to
imagine that they are first tested for proper sequence number (i.e.,
that their contents lie in the range of the expected "receive window"
in the sequence number space) and then that they are generally queued -*
and processed in sequence number order.

When a segment overlaps other already received segments we reconstruct
the segment to contain just the new data, and adjust the header fields
to be consistent.

Note that if no state change is mentioned the TCP stays in the same "
state.

iJ
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OPEN Call

OPEN Call

CLOSED STATE ti.e.. TCB does exist)

Create a new transmission control block (TCB) tc hold connection
state information. Fill in local socket identifier, foreign
Socket. precedence. security/compartment, and user timeout
information. Noto that some parts ..f the foreign socket may be
unspecified in a passive OPEN and are to be filled in by the
parameters uf the incoming SYN segment. Verify the security and
precedence requested are allowed for this user. if not return
'error: precedence not allowed" or "error: security/compartment

not allowed.'" If passive enter the LISTEN state and return. If
active and the foreign socket is unspecified, return "error:
foreign socket unspecified"; if active and the foreign socket is
specified, issue a SYN segment. An initial send sequence number
(IS$) is selected. A SYN segment of the form <SEQ=ISS><CTL=SYN>
is sent. Set SND.UNA to ISS. SND.NXT to ISS+1, enter SYN-SENT
szate, ano return.

if tru caller does not have access to th.9 lc-P' socket specified.
return "error: connection illegal for th "oss". If there is
no room to create; neow c-onnection. retur insufficient

LISTE',. STATE

If active and the foreign socket I,. spec .i change the
connection from passive to :-tive. select S3nd a SYN
segment, set SNO.UNA to ISS, SNL.NXT to ISS+I. Enter SYN-SENT
state. Data associated with 'ENO may be sent with SYN segment or
queued for transmission afte entering ESTABLISHED state. The
urgent bit if requested ir the command must be sent with the data
,egments sent as a result uf this command. If there is no room to

queue the request, respond with "error: insufficient resources".
f Foreign socket was not specified, then r~turn 'error: foreign

.ocket unspecified".
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OPEN Call

SYN-SENT STATE

SYN-RECEIVED STATE
ESTABLISHED STALE
FIN-WAIT-1 STATE
FIN-WAIT-2 STATE
CLOSE-WAIT STATE
CLOSING STATE
LAST-ACK STATE
TImr-WAIT STATE

Return "error: connection already exists".

IPftg. 5]1
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SEND Call

SEND Call

CLOSED STATE (i.e., TCB does not exist)

If the user does not have access to such a connection, then return
"error: connection illegal for this process".

Otherwise, return "error: nonnection does not exist".

LISTEN STATE

If the foreign socket is specified, then change the connection
from passive to active, select an ISS. Send a SYN segment, set
SND.UNA to ISS, SND.NXT to ISS+t. Enter SYN-SENT state. Data
associated with SEND may be s'ýnt with SYN segment or queued for
transmission after entering ESTABLISHEC state. The urgent oit if
requested in the command must be sent with the data segments sent
as a result of this command. If there is no room to queue the
request, respond with "error: insufficient resources". If
Fore'gn socket was not specified, then retuin "error: foreign
socket unspecified

SYN-SENT STATE
SYN-RECEIVED STATE

Queue the data for transmission after entering ESTABLISHED state.
If no space to queue, respond with "error: insufficient
resources".

ESTABLISHED STATE
CLOSE-WAIT STATE

Segmentize the buffer and send it with a p-ggybacied
acknowledgment (acknowledgment value - RCV.NXT). If there is
insufficient space to remember this buffer, simply return "error:
irsufficient resources".

If the orgent flag is 3set, then SND.UP <- SND.NXT-I and set the
urgent pointer in the outgoing segments.

"roage 5f)j
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_ .J

FIN-WAIT-1 STATE
FIN-WAIT-2 STATE
CLOSING STATE
LAST-ACK STATE
TIME-WAIT STATE

Return "error: connection closing" and do not service request.
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RECEIVE Call

"RECEIVE Call

CLOSED STATE (i.e., TCB does not exist)

If the user does not have access to such a connection, return
"error: connection illegal for this process".

Otherwise return "error: connection does not cxist".
=I

LISTEN STATE
SYN-SENT STATE
SYN-RECEIVED STATE

Queue for processing after entering ESTABLISHED state. If there
is no room to queue this request, respond with "error:
insufficient resources".

F'. ESTABLISHED STATE
"FIN-WAIT-1 STATE
FIN-WAIT-2 STATE

if insufficient incoming segments are queued to satisfy the
request, queue the request. If there is no queue space to
remember the RECEIVE, respond with "error: insufficient
resources".

Reassemble Queued incoming segments into receive buffer and return
to user. Mark "push seen" (PUSH) if this is the case. j

If RCV.UP is in advance of the data currently being passed to the
user notify the user of the presence of urgent data.

When the TCP takes responsibility for delivering data to the user
that fact must be communicated to the sender via an
acknowledgment. The formation of such an acknowledgment is

F described belom in the discussion of processing an incoming
segment.

* 1
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RECEIVE Call

CLOSE-WAIT STATE

Since the remote side has already sent FIN, RECEIVEs must be
satisfied by text already on hand, but not yet delivered to the
user. If no text is awaiting delivery, the RECEIVE will get a
"error: connection closing" response. Otherwise, any remaining
text car, be used to satisfy the RECEIVE.

CLOSING STATE
LAST-ACK STATE
TIME-WAIT STATE

Return "error: connection closing".

I .
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CLOSE Call

CLOSE Call

CLOSED STATE (i.e., TCB does not exist)

If the user does not have access to such & connection, return
"error: connection illegal for this process".

Otherwise, return "error: connection does not exist".

LISTEN STATE

Any outstanding RECEIVES are returned with "error: closing"
responses. Delete TCB, enter CLOSED state, and return.

SYN-SENT STATE

Delete the TCB and return "error: closing" responses to any
queued SENDS, or RECEIVEs.

SYN-RECEIVED STATE

If no SENDS have been issued and there is no pending data to send,
then form a FIN segment and send it, and enter FIN-WAIT-I state;
otherwise queue for processing after entering ESTABLISHED state.

ESTABLISHED STATE

Queue this until all preceding SENDs have been segmentized, then
form a FIN segment and send it. In any case, enter FIN-WAIT-i
state.

FIN-WAIT-i STATE
FIN-WAIT-2 STATE

Strictly speaking, this is an error and should receive a "error:
connection closing" response. An "ok" response would be
acceptable, too, as long as a second FIN is not emitted (the first
FIN may be retransmitted though).
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CLOSE-WAIT STATE

Queue this request until all preceding SENDs have been
segmentized; then send a FIN segment, enter CLOSING state. -

CLOSING STATE -
LAST-ACK STATE
TIME-WAIT STATE

Respond with "error: connection closing'. -.

ii

I. .1

I -1
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ABORT Call

ABORT Call

CLOSED STATE (i.e.. TCB does not exist)

If the user should not have access to such a connection, return
"error: connection illegal for this process".

Otherwise return "error: connection does not exist".

LISTEN STATE

Any outstanding RECEIVES should be returned with "error:
connection reset" responses. Delete TCB, enter CLOSED state, and
return.

SYN-SENT STATE

All qu'eued SENDS and RECEIVEs should be given "connection reset'
notification, delete the TCB, enter CLOSED state, and return.

SYN-RECEIVED STATE
ESTABLISHED STATE
FIN-WAIT-1 STATE
FIN-WAIT-2 STATE
CLOSE-WAIT STATE

Send a reset segment:

<SEQ=SND.NXT><CTL=RST>

All queued SENDS and RECEIVEs should be given "connection reset"
notification; all segments queued for transmission (except for the
RST formed above) or retransmission should be flushed, delete the
TCB. enter CLOSED state, and return.

CLOSING STATE
LAST-ACK STATE
TIME-WAIT STATE

Respond with "ok" and delete the TCB. enter CLOSED state, and
return.
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STATUS Call

CLOSED STATE (i.e., TCB does not exist)

If the user should not have access to such a connection, return
"error: connection illegal for this process".

Otherwise return "error: connection does not exist".

LISTEN STATE

Return "state - LISTEN", and the TCB pointer.

SYN-SENT STATE .-A

Return "state - SYN-SENT". and the TCB pointer.

SYN-RECEIVED STATE

Return "state = SYN-RECEIVED", and the TCB pointer.

ESTABLISHED STATE

Return "state a ESTABLISHED", and the TCB pointer.

FIN-WAIT-1 STATE

Return "state - FIN-WAIT-i". and the TCB pointer.

FIN-WAIT-2 STATE

Return "state - FIN-WAIT-2". and the TCB pointer.

CLOSE-WAIT STATE

Return "state - CLOSE-WAIT", and the TCB pointer.

CLOSING STATE

Return "state - CLOSING", and the TCB pointer.

LAST-ACK STATE

Return "state - LAST-ACK". and the TC8 pointer.
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STATUS Call

TIME-WAIT STATE

Return "state = TIME-WAIT", and the TCB pointer.

n~I
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SEGMENT ARRIVES

I SEGMENT ARRIVES

If the state is CLOSED (i.e.. TCB does not exist) then

all data in the incoming segment is discarded. An incoming
segment containing a PST is discarded. An incoming segment not
containing a RST causes a RST to be sent in response. The
acknowledgment and sequence field values are selected to make the
reset sequence acceptable to the TCP that sent the offending
segment.

If the ACK bit is off. sequence number zero is used.

<SEQ=O><ACK=SEG.SEQ+SEG.LEN><CTL=RST.ACK>

If the ACK bit is on.

<SEQ=SEG.ACK><CTL=RST>

Return.

If the state is LISTEN then .

first check for an RST

An incoming RST should be ignored. Return.

second check for an ACK

Any acknowledgment is bad if it arrives on a connection still in
the LISTEN state. An acceptable reset segment should be formed
for any arriving ACK-bearing segment. The RST should be
formatted as follows:

<SEQ-SEG.ACK><CTL=RST>

Return.

third check for a SYN

If tie SYN bit is set, check the security. If the
security/compartment on the incoming segment does not exactly .

match the security/compartment in the TCB then send a reset and 4
return.

<SEQ=SE.•ACK><CTL=RST>
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SEGMENT ARRIVES

If the SEG.PRC is greater than the TCB.PRC then il allowed by
the user and the system set TCB.PRC<-SEG.PRC, if fot allowed
send a reset and return.

<SEQ=SEG.ACK><CTL=RST>

If the SEG.PRC is less than the TCB.PRC then cont'.nue.

Set RCV.NXT to SEG.SEQ+1. IRS is set to SEG.SEQ and any other
control or text should be queued for processing later. ISS
should be selected and a SYN segment sent of the form:

<SEQ=ISS><ACK=RCV.NXT><CTL=SYNACK>

SND.NXT is set to ISS+1 and SND.UNA to ISS. The connection
state should be changed to SYN-RECEIVED. Note that any other
incoming control or data (combined with SYN) will be processed
in the SYN-RECEIVED state, but processing of SYN and ACK should
not be repeated. If the listen was not fully specified (i.e.,
the foreign socket was not fully specified), then the
unspecified fields should be filled in now.

fourth other text or control

Any other control or text-bearing segment (not containing SYN)
must have an ACK and thus would be discarded by the ACK
processing. An incoming RST segment could not be valid, since
it could not have been sent in response to anything sent by this
incarnation of the connection. So you are unlikely to get here,
but if you do, drop the segment, and return.

If the state is SYN-SENT then

first check the ACK bit

If the ACK bit is set

If SEG.ACK =< ISS. or SEG.ACK > SND.NXT. send a reset (unless
the RST bit is set. if so drop the segment and return)

<SEQ=SEG.ACK><CTL=RST>

and discard the segment. Return.

If SND.UNA =< SEG.ACK -< SNO.NXT then the ACK is acceptable.

second check the RST bit
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SEGMENT ARRIVES

,A

If the RST bit is set

If the ACK was acceptable then signal the user "error:
connection reset", drop the segment, enter CLOSED state,
delete TCB. and return. Otherwise (no ACK) drop the segment
and return.

third check the security and precedence.

If the security/compartment in the segment does not exactly

match the security/compartment in the TCB, send a reset j

If there is an ACK

<SCQ-SEG.ACK><CTL=RST>

Ot'iorwise

<SEQ=O><ACK=SEG.SEO+SEG.LEN><CTL=RST.ACK>

If there is an ACK

The precedence in the segment must match the precedence in the
TCB. if not, send a reset

<SEO=SEG.ACK><CTL=RST>

If there is no ACK

If the precedence in the segment is higher than the precedence
in the TCB then if allowed by the user and the system raise
the precedence in the TCB to that in the segment, if not
allowed to raise the prec then send a reset.

<SEQ=O><ACK=SEG.SEQ+SEG.LEN><CTL=RST,ACK>

If the precedence in the segment is lower than the precedence
in the TCB continue.

If a reset was sent. discard the segment and return.

fourth check the SYN bit

This step should be reached only if the ACK is ok, or there is
no ACK, and it the segment did not contain a RST.

If the SYN bit is on and the !,ecurity/compartment and precedence
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are acceptable then. RCV.NXT is set to SEG.SEQ+1. IRS is set to
SEG.SEO. SND.UNA should be advanced to equal SEG.ACK (if there
is an ACK). and any segments on the retransmission queue which
are thereby acknowledged should be removed.

If SND.UNA > ISS (our SYN has been ACKed). change the connection
state to ESTABLISHED, form an ACK segment

<SEO=SNO.NXT><ACK=RCV.NXT><CTL-ACK>

and send it. Data or controls which were queued for
transmission may be included. if there are other controls or
text in the segment then continue processing at the sixth step
below where the URG bit is checked, otherwise return.

Otherwise enter SYN-RECEIVED. form a SYNACK segment

<SEQ=ISS><ACK-RCV.NXT><CTL-SYNACK>

and send it. If there are other controls or text ir the
segment, queue them for processing after the ESTABLISHED ctra:
has been reached, return.

fifth, if neither of the SYN or RST bits is sot then drop tie
segment and return.
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Otherwise, '.

first check sequence number "'

SYN-RECEIVED STATEESTABLISHED STATE

FIN-WAIT-1 STATE
FIN-WAIT-2 STATE
CLOSE-WAIT STATE
CLOS7NG STATE
;,AST--AC,ý SiATE
TIME-WAIT STATE

Segments are processed in sequence. Initial tests on arrival

are used to discard old duplicates, but further processing is
done in SEG.SEQ order. If a segment's contents straddle the
boundary between old and new, only the new parts should be
proces3ed.

There are four cases for the acceptability test for an incoming
segment: -A

Segment Receive Test
"Length Window

0 0 SEG.SEQ = RCV.NXT

S0 >0 RCV.NXT =< SEG.SEQ < RCV.NXT+RCV.WNO

>0 0 not acceptable

">0 >0 RCV.NXT S< $EG.SEQ < RCV.NXT+RCV.WNO
or RCV.NXT -< SEG.SEQ+SEG.LEN-l < RCV.NXT+RCV.WND

If the RCV.WND is zero, no segments will be acceptable, but

* special allowance should be made to accept valid ACKs, UAGs and
RSTs.

If an incoming segment is not acceptable, an acknowledgment
should be sent in reply (unless the RST bit is set, if so drop
the segment and return):

* <SEQOSND.NXT><ACK=RCV.NXT><CTL=ACK>

After sending the acknowledgment, dro-) the unacceptable segment
and return.
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In the following it is assumed that the segment is the idealized
segment that begins at RCV.NXT and does not exceed the window.
One could tailor actual segments to fit this assumption by
trimming off any portions that lie outside the window (including
SYN and FIN), and only processing further if the segment then
begins at RCV.NXT. Segments with higher begining sequence
numbers may be held for later processing.

second check the RST bit.

SYN-RECEIVED STATE

If the RST bit is set

If this connection was initiated with a passive OPEN (i.e..
came from the LISTEN state), then return this connection to
LISTEN state and return. The user need not be informed. If
this connection was initiated with an active OPEN (i.e.. came
from SYN-SENT state) then the connection was refused, signal
the user "connection refused". In either case, all segments
"on the retransmission queue should be removed. And in theU active OPEN case, enter the CLOSED state and delete the TCB,
and return.

ESTABLISHED
FIN-WAIT-I
FIN-WAIT-2
CLOSE-WAIT

If the RST bit is set then, any outs-,anding RECEIVEs and SEND
should receive "reset" responses. All segment queues should be
flushed. Users should also receive an unsolicited general
"connection reset" signal. Enter tne CLOSED state, delete the
TCB, and return.

CLOSIka STATE
LAS!-ACK STATE
TIME-WAII

If the RST bit is set then, enter the CLOSLbZ state, delete the
TCB. and return.
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third check security and precedence

SYN-RECEIVED

If the security/compartment and precedence in the segment do not
exactly match the security/compartment and precedence in the TCB
then send a reset, and return.

ESTABLISHED STATE

If the security/compartmont and precedence in the segment do not
exactly match the security/compartment and precedence in the TCB
then send a reset, any outstanding RG'ýEIVEs and SEND should
receive "reset" responses. All segment queues should be
flushed. Users should also receive an unsolicited general
"connection reset" signal. Enter the CLOSED state, delete the

TCB. and return.

Note this check is placed following the sequence check to prevent
a segment from an old connection between these ports with a
different security or precedence from causing an abort of the
current connection.

fourth, check the SYN bit.

SYN-RECEIVED
ESTABLISHED STATE
FIN-WAIT STATE-l
FIN-WAIT STATE-2
CLOSE-WAIT STATE
CLOSING STATE
LAST-ACK STATE
TIME-WAIT STATE

If the SYN is in the window it is an error, send a reset, any
outstanding RECEIVEs and SEND should receive "reset" responses,
al.l segment queues should be flushed, the user should also
receive an unsolicited general "connection reset" signal, enter

the CLOSED state, delete the TCB, and return.

If the SYN is not in the window this step would not be reached

and an ack would have been sent in the first step (sequence
number check).
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fifth check the ACK field.

if the ACK bit is off drop the segment and return

if the ACK bit is on

SYN-RECEIVED STATE

If SND.UNA =< SEG.ACK =< SND.NXT then enter ESTABLISHED state
and continue processing.

If the segment acknowledgment is not acceptable, form a
reset segment,

* <SEO-SEG.ACK><CTL=RST>

and send it.

ESTABLISHED STATE

If SNO UNA < SEG.ACK =< SND.NXT then, set SND.UNA <- SEG.ACK.

Any segments on the retransmission queue which are thereby

entirely acxnowledged are removed. Users should receive
"positive acknowledgments for buffers which have been SENT and
fully acknowledged (i.e., SEND buffer should be returned with

"ok" response). If the ACK is a duplicate
* (SEG.ACK < SND.UNA), it can be ignored. If the ACK acks

something not yet sent (SEG.ACK > SND.NXT) then send an ACK,
drop the segment, and return.

If SND.UNA < SEG.ACK =< SND.NXT, the send window should be
updated. If (SNO.WLI < SEG.SEQ or (SND.WLI = SEG.SEQ and
SND.WL2 =< SEG.ACK)), set SNO.WND <- SEG.WND, set
SND.WLI <- SEG.SEQ. and set SND.WL2 <- SEG.ACK.

Note that SND.WND is an offset from SNO.UNA. that SND.WL1
records the sequence number of the last segment used to update
SNO.WND, and that SND.WL2 records the acknowledgment number of
the last segment used to update SNO.WND. The check herer prevents using old segments to update the window.
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i FIN-WAIT-I STATE

In addition to the processing for the ESTABLISHED state. if
our FIN is now acknowledged then enter FIN-WAIT-2 and continue
processing in that state.

FIN-WAIT-2 STATE

In addition to the processing for the ESTABLISHED state, if
the retransmission queue is empty, the user's CLOSE can be
acknowledged ("ok") but do not delete the TCB.

CLOSE-WAIT STATE

Do the same processing as for the ESTABLISHED state.

CLOSING STATE

In addition to the processing for the ESTABLISHED state, if
the ACK acknowledges our FIN then enter the TIME-WAIT state.
otherwise ignore the segment.

LMST-ACK STATE

The only thing that can arrive in this state is an

acknowledgment of our FIN. If our FIN is now acknowledged,
delete the TCB, enter the CLOSED state, and return.

TIME-WAIT STATE

The only thing that can arrive in this state is a
retransmission of the remote FIN. Acknowledge it, and restart
the 2 MSL timeout.

sixth, check the URO bit, -

ESTABLISHED STATE
FIN-WAIT-1 STATE
FIN-WAIT-2 STATE

If the URG bit is set, RCV.UP <- max(RCV.UP.SEG.UP). and signal
the user that the remote side has urgent data if the urgent
pointer (RCV.UP) is in advance of the data consumed. If the
user has already been signaled (or is still in the "urgent
mode") for tnis continuous sequence of urgent data, do not
signal the user again.
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CLOSE-WAIT STATE
CLOSING STATE
LAST-ACK STATE
TIME-WAIT

This should not occur, since a FIN has been received from the
remote side. Ignore the URG.

seventh, process the segment text.

ESTABLISHED STATE
FIN-WAIT-I STATE
FIN-WAIT-2 STATE

Once in the ESTABLISHED state, it is possible to deliver segment
text to user RECEIVE buffers. Text from segments can be moved
into buffers until either the buffer is full or the segment is
empty. If the segment empties and carries an PUSH flag, then
the user is informed, when the buffer is returned, that a PUSH
has been received.

When th,! TCP takes responsibility for delivering the data to the
user it must also acknowledge the receipt of the data.

Once the TCP takes responsibility for the data it advances
RCV.NXT over the data accepted, and adjusts RCV.WND as
apporopriate to the current buffer availability. The total of
RCV.NXT and RCV.WND should not be reduced.

Please note the window management suggestioni in section 3.7.

Send an acknowltdgment of the form:

<SEQ=SND.NXT><ACK=RCV.NXi><CTL-ACK>

This acknowledgment s. uld be piggybacked on a segment being
transmitted if possibl- -ithout incurring undue delay.
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CLOSE-WAIT STATE .
CLOSING STATE
LAST-ACK STATE
TIME-WAIT SfATE

This should not occur, since a FIN has been received from theI remote side. Ignore the segment text.

eighth, check the FIN bit,

Do not process the FIN if the state is CLOSED, LISTEN or SYN-SENT
since the SEG.SEQ cannot be validated: drop the segment and
return.

If the FIN bit is set, signal the user "connection closing" and 4
return any pending RECEIVEs with same message, advance RCV.NXT

over the FIN. and send an acknowledgment for the FIN. Note that
FIN implies PUSH for any segment text not yet delivered to the

user.

SYN-RECEIVED STATE
ESTABLISHED STATE

Enter the CLOSE-WAIT state.

FIN-WAIT-I STATE

If our FIN has been ACKed (perhaps in this segment), then
enter TIME-WAIT, start the time-wait timer, turn off the other
timers; otherwise enter the CLOSING state.

FIN-WAIT-2 STATE

Enter the TIME-WAIT state. Start the time-wait timer, turn
off the other timers.

CLOSE-WAIT STATE

Remain in the CLOSE-WAIT state.

CLOSING STATE

Remain in the CLOSING state.

LAST-ACK STATE

Remain in the LAST-ACK state.
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TIME-WAIT STATE

Remain in the TIME-WAIT state. Restart the 2 MSL time-wait
timeout.

and return.
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USER TIMEOUT

For any state if the user timeout expires, flush all queues, signal
the user "error: connection aborted due to user timeout" in general
and for any outstanding calls, delete the TCB, enter the CLOSED
state and return.

RETRANSMISSION TIMEOUT

For any state if the retransmission timeout expires on a segment in
the retransmission queue, send the segment at the front of the
retransmission queue again, reinitialize the retransmission timer,
and return.

TIME-WAIT TIMEOUT

If the time-wait timeout expires on a connection delete the TCB,
enter the CLOSED state and return.

r.
' -Il
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1822
BBN Report 1822. "The Specification of the Interconnection of
a Host and an IMP". The specification of interface between a
host and the ARPANET.

ACK
A control bit (acknowledge) occupying no sequence space, which
indicates that the acknowledgment field of this segment
specifies the next sequence number the sender of this segment
is expecting to receive, hence acknowledging receipt of all
previous sequence numbers.

ARPANET message
The unit of transmission between a host and an I'-P in the
ARPANET. The maximum size is about 1012 octets k8096 bits).

ARPANET packet
A unit of transmission used internally in the ARPANET between
IMPS. The maximum size is about 126 octets (1008 bits).

connection

A logical communication path identified by a pair of sockets.

datagram
A message sent in a packet switched computer communications
network.

Destination Address
- The destination address, usually the network and host

"identifiers.

FIN
A control tit (finis) occupying one sequence number, which
indicates that the sender will send no more data or control
Occupying sequence space.

fragment
A par-ion of a logical unit of data, in particular an internet
fragment is a portion of an internet datagram.

FTP
A file transfer protocol.
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header
Control information at the beginning of a message. segment.
fragment, packet or block of data.

h~ oho:-t

A computer. In particular a source or destination of messages
from the point of view of the communication network.

Identification
An Internet Protocol field. This identifying value assigned A
by the sender aids in assembling the fragments of a datagram.

1r.e Interface Message Processor, the packet switch of the j
ARPANET.-

internet address
A source or destination address specific to the host level.

internet datagram
The unit of data exchanged between an internet module and the
higher level protocol together with the internet header.

internet fragmentA portion of the data of an internet datagram with an internet

header.

IP Internet Protocol.

IRS
The Initial Receive sequence number. The first sequence
number used by the sender on a connection.

The Initial Sequence Number. The first sequence number used
on a connection, (either ISS or IRS). Selected on a clock
based procedure.

ISS
The Initial Send Sequence number. The first sequence number
used by the sender on a connection.

leader

Control information at the beginning of a message or block of
data. In particular, in the ARPANcT, the control information
on an ARIPANET message at the host-IMP interface.
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left sequence 4
This is the next sequence number to be acknowledged by the
"data receiving TCP (or the lowest currently unacknowledged
sequence number) and is sometimes referred to as the left edge
of the send window.

local packet )
The unit of transmission within a local network.

module
An implementation, usually in software, of a protocol or other
procedure.

MSL .
Maximum Segment Lifetime, the time a TCP segment can exist in
the internetwork system. Arbitrarily defined to be 2 minutes.

octet
An eight bit byte.

OptiOns An Option field may contain several options, and each option -

may be several octets in length. The options are used
primarily in testing situations; for example, to carry
timestamps. Both the Internet Protocol and TCP provide for
options fields.

packet
A package of data with a header which may or may not be
logically complete. More often a physical packaging than a
logical packaging of data.

port I
The portion of a socket that specifies which logical input or

r output channel of a process is associated with the data.

process A program in execution. A source or destination of data from

the point of view of the TOP or other host-to-host protocol.

PUSH .'

PUSH control bit occupying no sequence space, indicating that
F this segment contains data that must be pushed through to the

receiving user.

RCV.NXT
receive next sequence number

[Page 81]

(217)

.- 7

b'.
L]

• I I I I I I



September 1981
Transmission Control Protocol
Glossary

RCV.UP
receive urgent pointer

RCV.WND
receive window

receive next sequence number
This is the next sequence number the local TCP is expecting to
receive.

receive window
Ths represents the sequence numbers the local (receiving) TCP
is willing to receive. Thus, the local TCP considers that
segments overlapping the range RCV.NXT to
RCV.NXT + RCV.WND - I carry acceptable data or control.
Segments containing sequence numbers entirely outside of this
range are considered duplicates and discarded.

RST
A control bit (reset), occupying no sequence space, indicating
that the receiver should delete the connection without further
interaction. The receiver can determine, based on the
sequence number and acknowledgment fields of the incoming
segment, whether it should honor the reset command or ignore
it. In no case does receipt of a segment containing RST give
rise to a RST in response.

RTP
Real Time Protoc,)l: A host-to-host protocol for communication
of time critical information.

SEG.ACK
segment acknowledgment

SEG.LEN
segment length

SEG.PRC
segment precedence value

SEG.SEQ
segment sequence

SEQ. UP
*U segment urgent pointer field
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SEG. WND segment window field

segment
A logical unit of data. in particular a TCP segment is the
unit of data transfered between a pair of TCP modules. j

i segment acknowledgment
The sequence number in the acknowledgment field of the
arriving segment. .4

segment length
The amount of sequence number space occupied by a segment.
including any controls which occupy sequence space.

segment sequence
The number in the sequence field of the arriving segment.

send sequence
This is the next sequence number the local (sending) TCP will
use on the connection. It is initially selected from an
initial sequence number curve (ISN) and is incremented for

Seach octet of data or sequenced control transmitted.

send window
This represents the sequence numbers which the remote
(receiving) TCP is willing to receive. It is the value of the
window field specified in segments from the remote (data
receiving) TCP. The range of new sequence numbers which may
be 3mitted by a TCP lies between SND.NXT and
SNO.UNA + SND.WND - i. (Retransmissions of sequence numbers
between SND.UNA and SND.NXT are expected, of course.)

send sequence

SND.UNA
left sequence

SND.UP
"send urgent pointer

SND.WLI
segment sequence number at last window update

SND.WL2
segment acknowledgment number at last window update

IPagn 83]
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SND. VNO
send window

socket
An address which specifically includes a port identifier, that
is, the concatenation of an Internet Address with a TCP port.

Source Address
The source address, usually the network and host identifiers.

SYN
A control bit in the incoming segment, occupying one sequence
number, used at the initiation of a connection, to indicate
where the sequence numbering will start.

TCB
Transmission control block, the data structure that records
the state of a connection.

TCB .PRC
The precedence of the connection.

TCP
Transmission Control Protocol: A host-to-host protocol for
reliable communication in Lnternetwork environments.

TOS
Type of Service, an Internet Protocol field.

Type of Service
An Internet Protocol field which indicates the type of service
for this internet fragment.

URG
A control bit (urgent), occupying no sequence space, used to
indicate that the receiving user should be notified to do
urgent processing as long as there is data to be consumed with
sequence numbers less than the value indicated in the urgent
pointer.

urgent pointer
A control field meaningful only when the URG bit is on. This
field communicates the value of the urgent pointer which
indicates the data octet associated with the sending user's
urgent call.
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INTRODUCTION

The purpose of the TELNET Protocol is to provide a fairly general,
bi-directional. eight-bit byte oriented communications facility. Its
primary goal is to allow a standard method of interfacing terminal
devices and terminal-oriented processes to each other. It is
envisioned that the protocol may also be used for terminal-terminal
communication ("linking") and process-process communication
(distributed computation).

GENERAL CONSIDERATIONS

A TELNET connection is a Transmission Control Protocol (TCP)
connection used to transmit data with interspersed TELNET control
information. TCP and the connection establishment procedure are
documentented in the ARPA Internet Protocol Handbook.

The TELNET Protocol is built upon three main ideas: first, the
concept of a "Network Virtual Terminal"; second, the principle of
negotiated options; and third, a symmetric view of terminals and
processes.

1. When a TELNET connection is first established, each end is
assumed to originate and terminate at a "Network Virtual Terminal".
or NVT. An NVT is an imaginary device which provides a standard.
network-wide, intermediate representation of a canonical terminal.
This eliminates the need for "server" and "user" Hosts* to keep
information about the characteristics of each other's terminals and
terminal handling conventions. All Hosts, both user and server, map
their local device characteristics and conventions so as to appear to
be dealing with an NVT over the network, and each can assume a
similar mapping by the other party. The NVT is intended to strike a
balance between being overly restricted (not providing Hosts a rich
enough vocabulary for mapping into their local character sets), and
being overly inclusive (penalizing users with modest terminals).

*NOTE: The "user" Host is the Host to which the physical terminal
is normally attached, and the "server" host is the Host which is
normally providing some service. As an alternate point of view,
Ppplicable even in terminal-to-terminal or process-to-process
communications, the "user" Host is the Host which initiated the
communication.

Postel [Page 1]
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2. The principle of negotiated options takes cognizance of the fact
that many sites will wish to provide additional services over and
above those available within an NVT. and many users will have
sophisticated terminals and would like to have elegant, rather than
minimal, services. Independent of. but structured within, the TELNET
Protocol various "options" will be sanctioned which can be used with .

the "DO. DON'T, WILL. WON'T" structure (discussed below) to allow a
user and server to agree to use a more elaborate (or perhaps just
different) set of conventions for their TELNET connection. Such
options could include changing the character set, the echo mode. the
line width, the page length, etc.

The basic strategy for setting up the use of options is to have
either party (or both) initiate a request that some option take
effect. The other party may then either accept or reject the
request. If the request is accepted the option immediately takes
effect; if it is rejected the associated aspect of the connection
remains as specified for an NVT. Clearly, a party may always refuse
a request to enable, and must never refuse a request to disable, some
option since all parties must be prepared to support the NVT.

The syntax of option negotiation has been set up so that if both
parties request an option simultaneously, each will see the other's
request as the positive acknowledgment of its own.

3. The symmetry of the negotiation syntax can potentially lead to
nonterminating acknowledgment loops -- each party seeing the incoming
commands not as acknowledgments but as new requests which must be
acknowledged. To prevent such loops, tho following rules prevail:

a. Parties may only request a change in option status; i.e., a
party may not send out a "request" merely to announce what
mode it is in.

b. If a party receives what appears to be a request to enter some
mode it is already in. the request should not be acknowledged.

c. Whenever one party sends an option command to a second party,
whether as a request or an acknowledgment, and use of the
option will have any effect on the processing of the data
being sent from the first party to the second, then the
command must be inserted in the data stream at the point where
it is desired that it take effect. (It should be noted that
some time will elapse between the transmission of a request
and the receipt of an acknowledgment, which may be negative.
Thus, a site may wish to buffer data, after requesting an
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option, until it learns whether the request is accepted or
rejected, in order to hide the "unce-tainty period" from the
user.)

Option requests are likely to flurry back and forth when a TELNET
connection is first established, as each party attempts to get the
best possible service from the other party. Beyond that, however. -
options can be used to dynamically modify the characteristics of the
connection to suit changing local conditions. For example, the NVT, :

as will be explained later, uses a transmission discipline well
suited to the many "line at a time" applications such as BASIC, but
poorly suited to the many "character at a time" applications such as
NLS. A server might elect to devote the extra processor overhead
required for a "character at a time" discipline when it was suitable
for the local process and would negotiate an appropriate option.
However, rather than then being permanently burdened with the extra
processing overhead, it could switch (i.e.. negotiate) back to NVT
when the more "taut" control was no longer necessary.

It is possible for requests initiated by processes to stimulate a
nonterminating request loop if the process responds to a rejection by
merely re-requesting the option. To prevent such loops from
occurring, rejected requests should not be repeated until something
changes. Operationally, this can mean the process is running a
different program, or the usor has given another command, or whatever
makes sense in the context of the given process and the given option.
A good rule of thumb is that a re-request should only occur as a
result of subsequent information from the other end of the connection
or when demanded by local human intervention.

Option designers should not feel constrained by the somewhat limited
syntax available for option negotiation. The intent of the simple
syntax is to make it easy to have options--since it is I
correspondingly easy to profess ignorance about them. If some
particular option requires a richer negotiation structure than
possible within "DO, DON'T, WILL, WON'T", the proper tack is to use

"DO. DON'T. WILL, WON'T" to establish that both parties understand
the option. and once this is accomplished a more exotic syntax can be
used freely. For example, a party might send a request to alter
(establish) line length. If it is accepted, then a different syntax
can be used for actually negotiating the line length--such a
"sub-negotiation" perhaps including fields for minimum allowable,
maximum allowable and desired line lengths. The important concept is
that such expanded negotiations should never begin until some prior

.4 (standard) negotiation has established that both parties are capable
of parsing the expanded syntax.

Postel (Page 3]

(227)

- . . . . . •. . .



June 1980 -4, IEN 148
Telnet Protocol Specification

In summary. WILL XXX is sent. by either party, to .v..te that
party's desire (offer) to begin performing option XXX, DO XXX and
"DON'T XXX being its positive and negative acknowledgments; similarly,
"DO XXX is sent to indicate a desire (request) that the other party
"(i.e., the recipient of the DO) begin performing option XXX, WILL XXX
"and WON'T XXX being the positive and negative acknowledgments. Since
the NVT is what is left when no options are enabled, the DON'T and
WON'T responses are guaranteed to leave the connection in a state
which both ends can handle. Thus. all Hosts may implement their
TELNET processes to be totally unaware of options that are not
suoported. simply returning a rejection to (i.e., refusing) any

option request that cannot be understood.

As much as possible, the TELNET protocol has been made server-user
symmetrical so that it easily and naturally covers the user-user
(linking) and server-server (cooperating processes) cases. It is
hoped, but not absolutely required, that options will further this
"intent. In any case, it is explicitly acknowledged that symmetry is
an operating principle rather than an ironclad rule.

A companion document. "TELNET Option Specifications." should be
consulted for information about the procedure for establishing new
options. That Cocument. as well as descriptions of all currently
defined options, is contained in the TELNET section of the ARPA
Internet Protocol Handbook.

.. :: THE NETWORK VIRTUAL TERMINAL

• .The Network Virtual Terminal (NVT) is a bi-directional character
device. The NVT has a printer and a keyboard. The printer responds
to incoming data and the keyboard produces outgoing data which is
sent over the TELNET connection and, if "echoes" are desired, to the
NVT's printer as well. "Echoes" will not be expected to traverse the
network (although options exist to enable a "remote" echoing mode of

operation, no HOSt is required to implement this option). The code
set is seven-bit USASCII in an eight-bit field, except as modified
herein. Any code conversion and timing considerations are local

m problems and do not affect the NVT.

TRANSMISSION OF DATA

Although a TELNET connection through the network is intrinsically
full duplex, the NVT is to be viewed as a half-duplex device
operating in a line-buffered mode. That is. unless and until
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options are negotiated to the contrary, the following default
conditions pertain to the transmission of data over the TELNET
connection:

1) Insofar as the availaLility of local buffer space permits,
data should be accumulated in the Host where it is generated
until a complete line of data is ready for transmission, or
until some locally-deftned explicit signal to transmit occurs.
This signal could be generated either by a process or by a
human user.

The motivation for this rule is the high cost, to some Hosts,
of processing network input interrupts, coupled with the
default NVT specification that *echoes" do not traverse the
network. Thus, it is reasonable to buffer some amount of data -4-
at its source. Many systems take some processing action at the
end of each input line (even line printers or card punches ..
frequently tend to work this way), so the transmission should
be triggered at the end of a line. On the other hand. a user
or process may sometimes find it ne-assary or desirable to

pro%'1'.'e data which does not terminate at the end of a line; I
therefore implementers are cautioned to provide methods of
locally signaling that all buffered data should be transmitted
immediately.

2) When a process has completed sending data to an NVT printer
and has no queued input from the NVT keyboard for further
processing (i.e.. when a process at one end of a TELNET
connection cannot proceed without input from the other end).
the process must transmit the TELNET Go Ahead (GA) command.

This rule is not intended to require that the TELNET GA command
be sent from a terminal at the end of each line, since server
Hosts do not normally require a special signal (in addition to "i
end-of-line or other locally-defined characters) in order to
commence processing. Rather, the TELNET GA is designed to help

r a user's local Host operate a physically half duplex terminal
which has a "lockable" keyboard such as the IBM 2741. A

description of this type of terminal may help to explain the
proper use of the GA command.

"The terminal-computer connection is always under control of
either the user or the computer. Neither can unilaterally
seize control from the other; rather the controlling end must

= relinguish its control explicitly. At the terminal end, the
hardware is constructed so as to relinquish control each time --
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that a "line" is terminated (i.e.. when the "New Line" key is
typed by the user). When this occurs, the attached (local)
computer processes the input data. decides if output should be
generated, and if not returns control to the terminal. If
output should be generated, control is retained by the computer
until all output has been transmitted.

The difficulties of using this type of terminal through the
network should be obvious. The "local" computer is no longer
able to decide whether to retain control after seeing an
end-of-line signal or not; this decision can only be mado by
the "remote" computer which is processing the data. Therefore,
the TELNET GA command provides a mechanism whereby the "remote"
(server) computer can signal the "local" (user) computer that
it is time to pass control to the user of the terminal. It
should be transmitted at those times, and only at those times,
when the user should be given control of the terminal. Note
that premature transmission of the GA command may result in the .1

blocking of output, since the user is likely to assume that the
transmitting system has paused, and therefore he will fail to
turn the line around manually.

The foregoing, of course, does not apply to the user-to-server

direction of communication. In this direction, GAs may be sent at
any time, but need not ever be sent. Also, if the TELNET
connection is being used for procesr-to-process communicatian, GAS
need not be sent in either direction. Finally, for
terminal-to-terminal communication. GAs may be required in
neither, one, or both directions. If a Host plans to support
terminal-to-terminal communication it is suggested that the Host
provide the user with a means of manually signaling that it is
time for a GA to be sent over the TELNET connection: this.
however, is not a requirement on the implementer of a TELNET
process.

STANDARD REPRESENTATION OF CONTROL FUNCTIONS

As stated in the Introduction to this document, the primary goal
of the TELNET protocol is the provision of a standard interfacing
of terminal devices and terminal-oriented processes through the
network. Early experiences with this type of interconnection have
shown that certain functions are impleme;ited by most servers, but
that the methods of invoking these functions differ widely. For a
human user who interacts with several server systems, these
differences are highly frustrating. TELNET, tierefore. defines a
standard representation for five of these functions, as described

[Page 6] Postel
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below. These standard representations have standard, but not
required, meanings (with the exception that the IP function may be
required by other protocols which use TELNET); that is, a system
•hich does not provide the function to local users need not
provide it to network users and may treat the standard
representation for the function as a No-operation. On the other
hand. a system which does provide the function to local is obliged
to provide the same function as a network user who transmits the !
standard representation for the function. >,

Interrupt Process (IP)

Many systems provide a function which suspends, interrupts,
aborts, or terminates the operation of a user process. This
function is frequently used when a user believes his process is
in an unending loop, or when an unwanted process has been
inadvertently activated. IP is the standard representation for
invoking this function. It should be noted by implementers
that IP may be requireJ by other protocols which use TELNET,
and therefore should be implemented if these other protocols
are to be supported.

Abort Output (AC)

Many systems provide a function which al-ows a process, which
is generating output, to run to completion (or to reach the -.A
same stopping point it would reach if running to completion)
but without sending Vhe output to the user's terminal.
Further, this function typically clears any output already
produced but not yet actually printed (or displayed) on the
user's terminal. AO is the standard representation for
invoking this function. For example. some subsystem might
normally accept a user's command, send a long text string to
the user's terminal in response, and finally signal readiness
to accept the next command by sending a "prompt" character
(preceded by <CR><LF>) to the user's terminal. If the AO were
received during the transmission of the text string, a
reasonab'e implementation would be to suppress the remainder of
the text string, but transmit the prompt character and the
preceding <CR><LF>. (This is possibly in distinction to the
action which might be taken if an IP were received: the IP
might cause suppression of the text string and an exit from the
subsystem.)

It should be noted, by systems which provide this function,

that there may be buffers external to the system (ir, the
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network and the user's "local" Host) which should be cleared;
the appropriate way to do this is to transmit the "Synch"
signal described below.

Are You There (AYT)

Many systems provide a function which provides the user with
some visible (e.g., printable) evidence that the system is
still up and running. This function may be invoked by the user
when the system is unexpectedly "silent" for a long time.
because of the unanticipated (by the user) length of a
computation, an unusually heavy system load, etc. AYT is the
standard representation for invoking this function.

Erase Character (EC)

Many systems provide a function which deletes the last
preceding undeleted character or "print position"* from the
stream of data being supplied by the user. This function is
typically used to edit keyboard input when typing mistakes are
made. EC is the standard representation for invoking this
function.

* NOTE: A "print position" may contain several characters
which a-e the result of overstrikes, or of sequences such as
<c1..-.rl> BS <char2>...

Erase Line (EL)

Many systems provide a function which deletes all the data in
the current "line" of input. This function is typically used
to edit keyboard input. EL is the standard representation for
invoking this function.

THE TELNET "SYNCH" SIGNAL

Most time-sharing systems provide mechanisms which allow a

terminal user to regain control of a "runaway" process: the IP and
AO functions described above are examples of these me(hanisms.
Such systems, when used locally, have access to all of the signals
supplied by the user, whether these are normal characters or
special "out of band" signals such as those supplied by the
teletype "BREAK" key or the IBM 2741 "ATTN" key. This is not
necessarily true when terminals are connected to the system
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through the network; the network's flow control mechanisms may
cause such a signal to be buffered elsewhere, for example in the
user's Host.

To counter this problem, the TELNET "Synch" mechanism is
introduced. A Synch signal consists of a TCP urgent notification,
coupled with the TELNET command DATA MARK. The Urgent
notification, which is not subject to the flow control pertaining tA
to the TELNET connection, is used to invoke special handling of
the data stream by the process which receives it. In this mode.
the data stream is immediately scanned for "interesting" signals
as defined below, discarding intervening data. The TELNET command
DATA MARK (DM) is the synchronizing mark in the data stream which
indicates that any special signal has already occurred and the
recipient can return to normal processing of the data stream.

The Synch is sent via the TCP send operation with the Urgentflag set and the OM as the last (or only) data octet. .

When several Synchs are sent in rapid succession, the Urgent
notificatiois may be merged. It is not possible to count Urgents
since the number received will be less than or equal the number
sent. When in normal mode a OM is a no operation, when in urgent
mode it signals the end of the urgent processing (this should
correspond with the end of Urgent pointer indicated by TCP).

If TCP indicates the end of Urgent data before the OM is found.
TELNET should continue the special handling of the data stream
until the DM is found.

"Interesting" signals are defined to be: the TELNET standard
representations of IP, AO, and AYT (but not EC or EL): the local
analogs of these standard representations (if any): all other
TELNET commands; other site-defined signals which can be acted on
without delaying the scan of the data stream.

Since one effect of the SYNCH mechanism is the discarding of
essentially all characters (except TELNET commands) between the
sender of the Synch and its recipient, this mechanism is specified
as the standard way to clear the data patn when that is desired.
For example, if a user at a terminal causes an AO to be
transmitted, the server which receives the AD (if it provides that
"function at all) should return a Synch to the user.

0 Finally, just as the TCP Urgent notification is needed at the
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TELNET level as an out-of-band signal, so other protocols which
make use of TELNET may require a TELNET command which can be
viewed as an out-of-band signal at a different level.

By convention the sequence [IP, Synch] is to be used as such a
signal. For example, suppose that some other protocol, which uses
TELNET. defines the character string STOP analogously to the
TELNET command AO. Imagine that a user of this protocol wishes a
server to process the STOP string, but the connection is blocked
because the server is processing other commands. The user should
instruct his system to:

1. Send Lhe TELNET IP character;

2. Send the TELNET SYNC sequence, that is:

Send the Data Mark (OM) as the only character
in a TCP urgent mode send operation.

3. Send the character string STOP; and

4. Send the other protocol's analog of the TELNET OM. if any.

The user (or process acting on his behalf) must transmit the
TELNET SYNCH sequence of step 2 above to ensure that the TELNET IF
gets through to the server's TELNET interpreter.

The urgent should wake up the TELNET process, the IP should
wake up the next higher level process.

THE NVT PRINTER AND KEYBOARD

The NVT printer has an unspecified carriage width and page length
and can produce representations of all 95 USASCII graphics (codes
32 through 126). Of the 33 USASCII control codes (0 through 31
and 127), and the 128 uncovered codes (128 through 255), the
following have specified meaning to the NVT printer:

NAME CODE MEANING

NULL (NUL) 0 A no operation
Line Feed (LF) 10 Moves the printer to the

next print line, keeping the

same horizontal position
Carriage Return (CR) 13 Moves the printer to the left

margin of the current line.
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In addition, the following codes shall have defined, but not
required, effects on the NVT printer. Neither end of a TELNET
connection may assume that the other party will take, or will
have taken, any particular action upon receipt or transmission
of these:

BE6.L (BEL) 7 Produces an audible or
visible signal (which does
NOT move the print head)

Back Space (BS) 8 Moves the print head one A
character position towards
the left margin.

Horizontal Tab (HT) 9 Moves the printer to the
next horizontal tab stop.
It remains unspecified how
either party determines or
establishes where such tab

stops are located.
Vertical Tab (VT) 11 Moves the printer to the

next horizontal tab stop.It
remains unspecified how
either party determines or "
establishes where such tab

tops are located.
Form Feed (FF) 12 Moves the printer to the top

of the next page, keeping
the same horizontal position

All remaining codes do not cause the NVT printer to take &ny
action.

The sequence "CR LF, as defined, will cause the NVT to be
positioned at the left margin of the next print line (as would.
for example, the sequence "LF CA"). However, many systems and
terminals do not treat CR and LF independently, and will have to
go to some effort to simulate their effect. (For example, some
terminals do not have a CR independent of the LF, but on such
terminals it may be possible to simulate a CR by backspacing.)
Therefore, the sequence "Ca LF" must be treated as a single "new
line" character and used whenever their combined action is
intended: the sequence "Ca NUL" must be used where a carriage
return alone is actually desired: and the CR character must be
avoided in other contexts. This rule gives assurance to systems
which must decide whether to perform a "new line" function or a
multiple-backspace that the TELNET stream contains a character
following a CR that will allow a rational decision.
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Note that ICR LF" or "CR NUL" Is required in both directions
(in the default ASCII mode), to preserve the symmetry of theNVT model. Even though it may be known in some situations

(e.g.. with remote echo and suppress go ahead options in
effect) that characters are not being sent to an actual
printer, none the less, for the sake of consistency, the
protocol requires that a NUL be inserted following a CR not
followed by a LF in the data stream. The converse of this is
that a NUL received in the data stream after a CR (in the
absence of options negotiations which explicitly specify
otherwise) should be stripped out prior to applying the NVT to
local character set mapping.

The NVT keyboard has keys, or key combinations, or key sequences,
for generating all 128 USASCII codes. Note that although many
have no effect on the NVT printer, the NVT keyboard is capable of
generating them.

In addition to these codes, the NVT keyboard shall be capable of
generating the following additional codes which, except as noted.
have defined, but not reguired, meanings. The actual code
assignments for these "characters" are in the TELNET Command
section. because they are viewed as being, in some sense, generic
and should be available even when the data stream is interpreted
as being some other character set.

Synch

This key allows the user to clear his data path to the other
party. The activation of this key causes a DM (see command
section) to be sent in the data stream and a TCP Urgent
notification is associated with it. The pair DM-Urgent is to
have required meaning as defined previously.

Break (BRK)

This code is provided because it is a signal outside the
USASCII set which is currently given local meaning within many
systems. It is intended to indicate that the Break Key or the
Attention Key was hit. Note, however, that this is intended to
provide a 129th code for systems which require it, not as a
synonym for the IP standard representation.
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Interrupt Process (IP)

Suspend, interrupt, abort or terminate the process to which the
NVT is connected. Also. part of the out-of-band signal for
other protocols which ust TELNET.

Abort Output (AO)

Allow the Current process to (appear to) run to completion, but
do not send its output to the user. Also, send a Synch to the
user.

Are You There (AYT)

Send back to the NVT some visible (i.e., printable) evidence
that the AYT was received.

Erase Character (EC)

The recipient should delete the last preceding undeleted r.
character or "print position" from the data stream.

Erase Line (EL)pm
The recipient should delete characters from the data stream
back to, but not including, the last "CR LF" sequence sent over
the TELNET connection.

The spirit of these "extra" keys, and also the printer format
effectors, is that they should represent a natural extension of N
the mapping that already must be done from "NVT" into "local".
Just as the NVT data byte 104 should be mapped into whatever the
local code for "uppercase 0" is, so the EC character should be
mapped into whatever the local "Erase Character" function is.
Further, just as the mapping for 174 is somewhat arbitrary in an
environment that has no "vertical bar" character, the EL character
may have a somewhat arbitrary mapping (or none at all) if there is
no local "Erase Line" facility. Similarly for format effectors:
if the terminal actually does have a "Vertical tab", then the
mapping for VT is obvious, and only when the terminal does not
have a vertical tab should the effect of VT be unpredictable.
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TELNET COMMAND STRUCTURE

All TELNET commands consist of at least a two byte sequence: the
"Interpret as Command" (IAC) escape character followed by the code
for the command. The commands dealing with option negotiation are
three byte sequences, the third byte being the code for the option
referenced. This format was chosen so that as more comprehensive use
of the "data space" is made -- by negotiations from the basic NVT, of
course -- collisions of data bytes with reserved command values will
be minimized, all such collisions requiring the inconvenience, and
inefficiency, of "escaping" the data bytes into the stream. with the
current set-up, only the IAC need be doubled to be sent as data, and
the other 255 codes may be passed transparently.

The following are the defined TELNET commands. Note that these codes
and code sequences have the indicated meaning only when immediitely
preceded by an IAC.

NAME CODE MEANING

SE 240 End of subnegotiation parameters
NOP 241 No operation
Data Mark 242 The data stream portion of a Synch

This should always be accompanied
by a TCP Urgent notification.

Break 243 NVT character ORAK
Interrupt Process 244 The function IP

Abort output 245 The function AO
Are You There 246 The function AYT
Erase character 247 The function EC

Erase Line 248 The function EL
Go ahead 249 The GA signal
SB 250 Indicates that what follows is

subnegotiation of the indicated
option

WILL (option code) 251 Indicates the desire to begin
performing, or confirmation that
you are now performing, the
indicated option

WON't (option code) 252 Indicates the refusal to perform,
or continue performing, the
indicated option.

DO (option code) 253 Indicates the request that the
other party perform, or
confirmation that you are expecting
the other party to perform, the
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indicated option. r
DON'T (option code) 254 Indicates the demand that the

other party stop performing,
or confirmation that you are no
longer expecting the other party
to perform, the Indicated option.

IAC 255 Data Byte 255.

CONNECTION ESTABLISHMENT

T'ne TELNET TCP connection is established between the user's port U
and the server's port L. The server listens on its well known port L
for such connections. Since a TCP connection is full duplex and
identified by the pair of ports, the server can engage in many
4imultaneous connections involving it's port L and different user
ports U.

Port Assignment

when used for remote user access to service hosts (i.e.. remote
terminal access) this protocol is assigned server port 23 (27
octal). That is L-23.
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INTRODUCTION

The objectives of FTP are 1) to promote sharing of files (computer
programs and/or data), 2) to encourage indirect or implicit (via
programs) use of remote computers, 3) to shield a user from
variations in file storage systems among Hosts, and 4) to transfer
data reliably and efficiently. FTP, though usable directly by a user
at a terminal, is designed mainly for use by programs.

The attempt in this specification is to satisfy the diverse needs of

users of maxi-Hosts. mini-Hosts, and TIPs, with a simple, and easily
implemented protocol design.

This paper assumes knowledge of the following protocols described in
the ARPA Internet Protocol Handbook.

The Transmission Control Protocol

The TELNET Protocol

DISCUSSION

In this section, the terminology and the FTP model are discussed.
The terms defined in this section are only those that have special
significance in FTO. Some of the terminology is very specific to the
FTP model; some readers may wish to turn to the section on the FTP
model while reviewing the terminology.

TERMINOLOGY

ASCII

The ASCII character set as defined in the ARPA Internet
Protocol Handbook. In FTP, ASCII characters are defined to be
the lower half of an eight-bit code set (i.e., the most

P. significant bit is zero).

access controls

Access controls define users' access privileges to the use of a
system, and to the files in that system. Access controls are
necessary to prevent unauthorized or accidental use of files.

p It is the prerogative of a server-FTP process to invoke access .
controls.
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byte size

size of the file, and the transfer byte size used for the

transmission of the data. The transfer byte size is always 8
bits. The transfer byte size is not neoessarily the byte size
in which data is to be stored in a system, nor the logical byte
size for interpretation of the structure of the data.

data connection

A simplex connection over which data is transferred, in a
specified mode and type. The data transferred may be a part of
a file, an entire file or a number of files. The path may be
between a server-DTP and a user-DTP. or between two
server-DTPs.

data port

The passive data transfer process "listens" on the data port
for a connection from the active transfer process in order to
open the data connection.

EOF

The end-of-file condition that defines the end of a file being
transferred.

EOR

The end-of-record condition that defines the end of a record
being transferred.

error recovery

A procedure that allows a user to recover from certain errors
such as failure of either Host system or transfer process. In
FTP, error recovery may involve restarting a file transfer at a
given checkpoint.

FTP commands

A set of commands that comprise the control information flowing
from the user-FTP to the server-FTP process.

2

(244)



J'
S.9

IEN 149 June 1980
RFC 765 File Transfer Protocol

file

An ordered set of computer data (including programs), of
arbitrary length, uniquely identified by a pathname.

mode

The mode in which data is to be transferred via the data
connection. The mode defines the data format during transfer
including EOR and EOF. The transfer modes defined in FTP are
described in the Section on Transmission Modes.

NVT

The Network Virtual Terminal as defined in the TELNET Protocol.

NVFS

The Network Virtual File System. A concept which defines a
standard network file system with standard commands and
pathname conventions. FTP only partially implements the NVFG
concept at this time.

page

A file may be structured as a set of independent parts called
pages. FTP supports the transmiosion of discontinuous files as
independent indexed pages.

pathname

Pathname is defined to be the character string which must be
input to a file system by a user in order to identify a file.
Pathname normally contains device and/or directory names, and
file name specification. FTP does not yet specify a standard
pathname convention. Each user must follow the file naming
conventions of the file systems involved in the transfer.

record

A sequential file may be structured as a number of contiguous
parts called records. Record structures are supported by FTP
but a file need not have record structure.

3
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reply

A reply is an acknowledgment (positive or negative) sent from
server to user via the TELNET connections in response to FTP
commands. The general form of a reply is a completion code
(including error codes) followed by a text string. The codes
are for use by programs and the text is usually intended for
human users.

,- ~server-OTP

The data transfer process in its normal "active" state,
establishes tne data connection with the "listening" data port.
sets up parameters for transfer and storage, and trancfers data
on command from its PI. The OTP can be placed in a "passive"
state to listen for. rather than initiate a. connection on the
data port.

server--FTP process

A process or set of processes which perform the function of
file transfer in cooperation with a user-FTP process and.
possibly, another server. The functions consist of a protocol
interpreter (PI) and a data transfer process (DTP).

server-PI

The protocol interpreter "listens" on Port L for a connection
from a user-PI and establishes a TELNET communication
connection. It receives standard FTP commands from the
user-PI, sends replies, and governs the server-DTP.

TELNET connections

The full-duplex communication path between a user-PI and a
server-PI, operating according to the TELNET Protocol.

type

The data representation type used for data transfer and
storage. Type implies certain transformations between the time
of data storage and date transfer. The representation types
defined in FTP are desc ibed in the Section on Establishing
Data Connections.0

"4
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user

A human being or a process on behalf of a human being wishing
to obtain file transfer service. The human user may interact
directly with a server-FTP process, but use of a user-FTP
process is preferred since the protocol Jesign is weighted
towards automata. 2

user-OTP 7!

The data transfer process "listens" on the data port for a
connection from a server-FTP process. If two servers are
transferring data between them, the user-DTP is inactive.

user-FTP process

A set of functions including a protocol interpreter, a data
transfer process and a user interface which together perform
the function of file transfer in cooperation with one or more
rerver-FTP processes. The user interface allows a local
language to be used in the command-reply dialogue with the
user.

user-PI

The protocol interpreter initiates the TELNET connection from
its port U to the server-FTP process, initiates FTP commands,
and governs the user-DTP if that process is part of the file

-I

transfer.

(4
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THE FTP MODEL

with the above definitions in mind, the following model (shown in
Figure 1) may be diagrammed for an FTP service.

-!-----------

I user I -I
Interfacel<--->I User I

- - -- V
I/ ------ \I FTP Commands /-----------.
I Serverl< ----------------- >1 user I I

t P1 II FTP Replies I Pi H
* \--:----/I I\------ .. /l

V I V
/-------- I/ Data I/ ---------..

I File I<--->lServerl< --------------- >1 User 1<--->1 File I
ISysteml 11 DTP II Connection i1 DTP II ISysteml- --- - --- ---/ I -- ---\ / I - - - - -

---------- -------------

Server-FTP User-FTP

NOTES: 1. The data connection may be used in either direction.
2. The data connection need not exist all of the time.

Figure I Model for FTP Use

In the model described in Figure 1, the user-protocol interpreter
initiates the TELNET connection. At the initiation of the user,
standard FTP commands are generated by the user-PI and transmitted
to the server process via the TELNET connection. (The user may
establish a direct TELNET connection to the server-FTP, from a TIP
terminal for example, and generate standard FTP commands himself,
bypassing the user-FTP process.) Standard replies are sent from
the server-PI to the user-PI over the TELNET connection in
response to the commands.

The FTP commands specify the parameters for the data connection
(data port, transfer mode, representation type, and structure) and
the nature of file system operation (store, retrieve, append,
delete. etc.). The user-DTP or its designate should "listen" on
the specified data port. and the server initiate the data
connection and data transfer in accordance with the specified
parameters. It should be noted that the data port need not be in
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the same Host that initiates the FTP commands via the TELNET
connection, but the user or his user-FTP process must ensure a
"listen" on the specified data port. It should also be noted that
the data connection may be used for simultaneous sending and
receiving.

In another situation a user might wish to transfer files between
two Hosts, neither of which is his local Host. He sets up TELNET
connections to the two servers and then arranges for a data
connection between them. In this manner control informatio is
passed to the user-PI but data is transferred between the server
data transfer processes. Following is a model of this
server-server interaction.

TELNET ------------ TELNET
- - >1 User-FTP j<----------

I I User-PI I I
I I "C" I I
V - - -

Server-FTP I Data Connection I Server-FTP I' A' 1< -- -- -- - -- -- -- - > 1 .8.I• .

Port (A) Port (0) --------------

Figure 2

The protocol requires that the TELNET connections be open while
data transfer is in progress. it is the responsibility of the
user to request the closing of the TELNET connections when
finished using the FTP service, while it is the server who takes
the action. The server may abort data transfer if the TELNET
connections are closed without command.

DATA TRANSFER FUNCTIONS

Files are transferred only via the data connection. The TELNET
connection is used For the transfer of commands, which describe the
functions to be performed, and the replies to these commands (see the
Section on FTP Replies). Several commands are concerned with the
transfer of data between Hosts. These data transfer commands include
the MODE command which specify how the bits of the data are to be
transmitted, and the STRUcture and TYPE commands, which are used to
define the way in which the data are to be represented. The
transmission and representation are basically independent but

I. 7
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"Stream" transmission mode is dependent on the file structure
attribute and if "Compressed" transmission mode is used the nature of
the filler byte depends on the representation type.

DATA REPRESENTATION AND STORAGE

Data is transferred from a storage device in the sending Host to a
storage device in the receiving Host. Often it is necessary to
perform certain transformations on the data because data storage
representations in the two systems are different. For example.
NVT-ASCII has different data storage repreaehtations in different
systems. POP-1O's generally store NVT-ASCII as five 7-bit ASCII
characters, left-justified in a 36-bit word. 360's store NVT-ASCII
as 8-bit EBCDIC codes. Multics stores NVT-ASCII as four 9-bit
characters in a 36-bit word. It may be desirable to convert
characters into the standard NVT-ASCII representation when
transmitting text between dissimilar systems. The sending and
receiving sites would have to perform the necessary
transformations between the standard representation and their
internal representations.

A different problem in representation arises when transmitting
binary data (not character codes) between Host systems with
different word lengths. It is not always clear how the sender
should send data, and the receiver store it. For example, when
transmitting 32-bit bytes from a 32-bit word-length oystem to a
36-bit word-length system, it may be desirable (for reasons of
efficiency and usefulness) to store the 32-bit bytes
right-justified in a 36-bit word in the latter system. In any
case. the user should have the option of specifying data
representation and transformation functions. It should be noted
that FTP provides for very limited data type representaticor.s,
Transformations desired beyond this limited capability should be
performed by the user directly.

Data representations are handled in FTP by a user specifying a
representation type. This type may implicitly (as in ASCII or
EBCDIC) or explicitly (as in Local byte) define a byte size for
interpretation which is referred to as the "logical byte size."
This hat nothing to do with the byte size used for transmission
over the data connection, called the "transfer byte size", and the
two should not be confused. For example, NVT-ASCII has a logical
byte size of 8 bits. If the type is Local byte, then the TYPE
command has an obligatory second parameter specifying the logical
byte size. The transfer byte size is always 8 bits.
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The types ASCII and ESCDIC also take a second (optional)
parameter; this is to indicate what kind of vertical format
control, if any, is associated with a file. The following data
representation types are defined in FTP:

ASCII Format

This is the default type and must be accepted by all FTP
implementations. it is intended primarily for the transfer
of text files, except when both Hosts would find the EBCDIC
type more convenient.

The sender converts the data from his internal character
representation to the standard S-bit NVT-ASCII
representation (see the TELNET specification). The receiver
will convert the data from the standard form to his own
internal form.

in accordance with the NVT standard, the <CRLF> sequence
should be used. where necessary, to denote the end of a line
of text. (See the discussion of file structure at the end
of the Section on Data Representation and Storage).

Using the standard NVT-ASCII representation means that data
must be interpreted as 8--bit bytes.

The Format parameter for ASCII and EBCOIC types is discussed
below.

EBCDIC Format

This type Is intended for efficient transfer between Hosts
which use EOCOIC for their internal character
representation.

For transmission the data are represented as 8-bit ESCOIC
characters. The character code is the only difference
between the functional specifications of ESCOIC and ASCII
types.

End-of-line (as opposed to end-of-record--see the discussion
of structure) will probably be rarely used with EBCOIC type
for purposes of denoting structure, but where it is
necessary the <NL> character should be used.
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A character file may he transferred to a Host for one of three
purposes: for printing, for storage and later retrieval, or for
processing. If a file is sent for printing, the receiving Host
must know how the vertical format control is represented. In the
second case, it must be possible to store a file at a Host and
then retrieve it later in exactly the same form. Finally, it
ought to be possible to move a file from one Host to another and
process the file at the second Host without undue trouble. A
single ASCII or EBCOIC format does not satisfy all these
conditions and so these types have a second parameter specifying
one of the following three formats:

Non-print

This is the default format to be used if the second (format)
parameter is omitted. Non-print format must be accepted by
all FTP implementations.

The file need contain no vertical format information. if it
is passed to a printer process, this process may assume
standard values for spacing and margins.

Normally, this format will be used with files destined for
processing or just storage.

TELNET Format Controls

The file contains ASCII/EBCDIC vertical format controls
(i.e., <CR>, <LF>. <NL>. <VT>, <FF>) which the printer
process will interpret appropriately. <CRLF>, in exactly
this sequence, also denotes end-of-line.

CarriAge Control (ASA)

The file contains ASA (FORTRAN) vertical format control
characters. (See RFC 740 Appendix C and Communications of
the ACM, Vol. 7, No. 10. 606 (Oct. 1964)). In a line or a
record, formatted according to the ASA Standard, the first
character is not to be printed. Instead it should be used
to determine the vertical movement of the paper which should
take place before the rest of the record is printed.

10
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The ASA Standard specifies the following control characters:

Character Vertical Spacing

blank Move paper up one line
0 Move paper up two lines
1 Move paper to top of next page
+ NO movement, i.e., overprint

Clearly there must be some way for a printer process to
distinguish the end of the structural entity. if a file has
record structure (see below) this is no problem: records
will be explicitly marked during transfer and storage. If
the file has no record structure, the <CRLF> end-of-line
sequence is used to separate printing lines, but these
format effectors are overridden by the ASA controls.

Image

The data are sent as contiguous bits which, for transfer,
are packed into the 8-bit transfer bytes. The receiving
site must store the data as contiguous bits. The structure
of the storage system might necessitate the padding of the
file (or of each record, for a record-structured file) to
some convenient boundary (byte, word or block). This
padding, which must be all zeros. may occur only at the end
of the file (or at the end of each record) and there must be
a way of identifying the padding bits so that they may be
stripped off if the file is retrieved. The padding
transformation should be well publicized to enable a user to
process a file at the storage site. 7

Image type is intended for the efficient storage and ,
retrieval of files and for the transfer of binary data. it
is recommended that this type be accepted by all FTP
implementations.

Local byte Byte size

The data is transferred in logical bytes of the size
specified by the obligatory second parameter. Byte size.
The value of Byte size must be a decimal integer; there is
no default value. The logical byte size is not necessarily
the same as the transfer byte size. If there is a

(5
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difference in byte sizes, then the logical bytes should be
packed contiguously, disregarding transfer byte boundaries
and with any necessary padding at the end.

When the data reaches the receiving Host it will be
transformed in a manner dependent on the logical byte size
and the particular Host. This transformation must be
invertible (that is an identical file can be retrieved if
the same parameters are used) and should be well publicized
by the FTP implementors.

For example, a user sending 36-bit floating-point numbers to
a Host with a 32-bit word could send his data as Local byte
with a logical byte size of 36. The receiving Host would
then be expected to store the logical bytes so that they
could be easily manipulated: in this example putting the
36-bit logical bytes into 64-bit double words should
suffice.

Another example, a pair of hosts with a 36-bit word size may
send data to one another in words by using TYPE L 36. The
data would be sent in the 8-bit transmission bytes packed so
that 9 transmission bytes carried two host words.

A note of caution about parameters: a file must be stored and
retrieved with the same parameters if the retrieved version is to
be identical to the version originally transmitted. Conversely.
FTP implementations must return a file identical to the original
if the parameters used to store and retrieve a file are the same.

In addition to different representation types. FTP allows the
structure of a file to be specified. Three file structures are
defined in FTP:

file-structure, where there is no internal structure and the
file is considered to be a continuous
sequence of data bytes,

record-structure, where the file is made up of sequential
records,

and page-structure, where the file is made up of independent
indexed pages.

File-structure is the default, to be assumed if the STRUcture
command has not been used but both file and record structures must
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be accepted for "text" files (i.e., files with TYPE ASCII or
F.9COIC) by all FTP implementations. The structure of a file will
affect both the transfer mode of a file (see the Section on
Transmission Modes) and the interpretation and storage of the
Sfile.

The "natural" structure of a file will depend on which Host stores
the file. A source-code file will usually be stored on an IBM 380
in fixed length records but on a PDP-10 as a stream of characters

p.%patiioe into lnsfoexmeby<LFle Ifthe tanser P ofool•

some way for one site to recognize the other's assumptions about
the file.

With some sites being naturally file-oriented and others naturally .

record-oriented there may be problems if a file with one structure
is sent to a Host oriented to the other. If a text file is sent
with record-structure to a Most which is file oriented, then that
Host should apply an internal transformation to the file based on
the record structure. Obviously this transformation should be
useful but it must also be invertible so that an identical file -

may be retrieved using record structure.

In the case of a file being sent with file-structure to a

-oris entwed Hstciprt ie st eueu, there musisbts

record-oriene st, therecexist the question of what criteria
the Host should use to divide the file into records which can be
processed locally. if this division is necessary the FTP
implementation should use the end-of-line sequence. <CRLF> for
ASCII, or <NL> for EBCDIC text files, as the delimiter. If an FTP
implementation adopts this technique, it must be prepared to tt
reverse the transformation if the file is retrieved wAth
file-structure.

Page Structure

To transmit files that are discontinuous FTP defines a page
structure. Files of this type are sometimes know as 'random
access files" or even as "holey files". In these files there
is sometimes other information associated with the file as a
whole (e.g., a file descriptor), or with a section of the file
(A.g., page access controls), or both. In FTP, the sections of
the file are called pages.

Ti provide for various page sizes and associated informaticn
each page is sent with a page header. The page header has thern
following defined fields:

13(2)
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Header Length

The number of logical bytes in the page header including

this byte. The minimum header length is 4.

Page Zndex

The logical page number of this section of the file.
This is not the transmission sequence number of this
page, but the index used to identify this page of the
file.

Data Length

The number of logical bytes in the page data. The
minimum data length is 0.

Page Type

The type of page this is. The following page types are

defined:

0 - Last Page

This is used to indicate the end of a paged
structured transmission. The header length must be
4, and the data length must be 0.

1 Simple Page

This is the normal type for simple paged files with
no page level associated control information. The
header length must be 4.

2 - Descriptor Page

This type is used to transmit the descriptive
information for the file as a whole.

3 - Access Controled Page

Thio is type includes an additional header field
for paged files with page level access control
information. The header length must be 5.

(256) 14
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Optional Fields

Further header fields may be used to supply per page
control information, for example, per page access
control.

All fields are one logical byte in length. The logical byte
size is specified by the TYPE command.

ESTABLISHING DATA CONNECTIONS

The mechanics of transferring data consists of setting up the data
connection to the appropriate ports and choosing the parameters
for transfer. Both the user and the server-DTPs have a default
data port. The user-process default data port is the same as the
control connection port. i.e., U. The server-process default data
port is the port adjacent to the control connection port, i.e.,
L-1.

The transfer byte size is 8-bit bytes. This byte size is relevant
only for the actual transfer of the data; it has no bearing on
representation of the data within a Host's file system.

The passive data transfer process (this may be a user-DTP or a H
second server-DTP) shall "listen" on the data port prior to
sending a transfer request command. The FTP request command
determines the direction of the data transfer. The server, upon
receiving the transfer request, will initiate the data connection
to the port. When the connection is established, the data
transfer begins between DTP's, and the server-Pt sends a
confirming reply to the user-PI.

It is possible for the user to specify an alternate data port by
use of the PORT command. He might want a file dumped on a TIP
line printer or retrieved from a third party Host. In the latter
case the user-PI sets up TELNET connections with both server-PI's.
One server is then told (by an FTP command) to "listen" for a
connection which the other will initiate. The user-PI sends one
server-PI a PORT command indicating the data port of the other.
Finally both are sent the appropriate transfer commands. The
exact sequence of commands and replies sent between the
user-controller and the servers is defined in the Section on FTP
Replies.

in general it is the server's responsibility to maintain the data
connection--to initiate it and to close it. The exception to this
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is when the user-OTP is sending the data in a transfer mode that
requires the connection to be closed to indicate EOF. The server
MUST close the data connection under the following conditions:

1. The server has completed sending data in a transfer mode
that requires a close to indicate EOF.

2. The server receives an ABORT command from the user.

3. The port specification is changed by a command from the
user.

4. 1he TELNET connection is closed legally or otherwise.

S. An irrecoverable error condition occurs.

Otherwise the close is a server option, the exercise of which he

must indicate to the user-process by an appropriate reply.

TRANSMISSION MODES

The next consideration in transferring data is choosing the
appropriate transmission mode. There are three modes: one which
formats the data and allows for restart procedures; one which also
compresses the data for efficient transfer; and one which passes
the data with little or no processing. In this last case the mode
interacts with the structure attribute to determine the type of
processing. In the compressed mode the representation type
determines the filler byte.

All data transfers must be completed with an end-of-file (EOF)
which may be explicitly stated or implied by the closing of the
data connection. For files with record structure, all the
end-of-record markers (EOR) are explicit. including the final one.
For files transmitted in page structure a "last-page" page type is
used.

NOTE: In the rest of this section. byte means "transfer byte"
except where explicitly stated otherwise.

For the purpose of standardized transfer, the sending Host will
translate his internal end of line or end of record denotation
into the representation prescribed by the transfer mode and file
structure, and the receiving Host will perform the inverse
translation to his internal denotation. An IBM 360 record count
field may not be recognized at another Host, so the end of record
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information may be transferred as a two byte control code in
Stream mode or as a flagged bit in a Block or Compressed mode
descriptor. End of line in an ASCII or EBCDIC file with no record
structure should be indicated by <CRLF> or <NL>. respectively.
Since these transformations imply extra work for some systems,

identical systems transferring non-record structured text files
might wish to use a binary representation and stream mode for the
transfer.

The following transmission modes are defined in FTP:

STREAM

The data is transmitted as a stream of bytes. There is no
restriction on the representation type used; record
structures are allowed.

In a record structured file EOR and EOF will each be
indicated by a two-byte control code. The first byte of the
control code will be all ones. the escape character. The
second byte will have the low order bit on and zeros

elsewhere for EOR and the second low order bit on for EOF;
that is. the byte will have value I for EOR and value 2 for

EOF. EOR and EOF may be indicated together on the last byte
transmitted by turning both low order bits on, i.e., the
value 3. If a byte of all ones was intended to be sent as
data, it should be repeated in the second byte of the
control code.

if the structure is file structure, the EOF is indicated by
the sending Host closing the data connection and all bytes
are data bytes.

BLOCK

The file is transmitted as a series of data blocks preceded
by one or more header bytes. The header bytes contain a
count field, aFid descriptor code. The count field indicates
the total length of the data block in bytes, thus marking
the beginning of the next data block (there are no filler
bits). The descriptor code defines: last block in the file
(EOF) last block in the record (EOR), restart marker (see

the Section on Error Recovery and Restart) or suspect data
(i.e., the data being transferred is suspected of errors and
is not reliable). This last code is NOT intended for error
control within FTP. It is motivated by the desire of sites
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exchanging certain types of data (e.g.. seismic or weather
data) to send and receive all the data despite local errors
(such as "magnetic tape read errors"), but to indicate in
the transmission that certain portions are suspect). Record
structures are allowed in this mode, and any representation
type may be used.

The header consists of the three bytes. Of the 24 bits of
header information, the 16 low order bits shall represent
byte count, and the 8 high order bits shall reoresent
descriptor codes as shown below.

Block Header

+---------------------------------------+-------------------------+
I Descriptor J Byte Count
I 8 bits I 16 bits J
----------------------------------------------------

The descriptor codes are indicated by bit flags in the
descriptor byte. Four codes have been assigned, where each
code number is the decimal value of the corresponding bit in
the byte.

Code Meaning

128 End of data block is EOR
64 End of data block is EOF
32 Suspected errors in data block
16 Data block is a restart marker

With this encoding more than one descriptor coded condition
may exist for a particular block. AS many bits as necessary
may be flagged.

The restart marker is embedded in the data stream as an
integral number of 8-bit bytes representing printable
characters in the language being used over the TELNET
connection (e.g.. default--NVT-ASCII). <SP> (3pace. in the
appropriate language) must not be used WITHIN a restart
marker.
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For example, to transmit a six-character marker, the .
following would be sent:

+------+----+-----

IDescrptrl Byte count I
jcode= 161 = 6 I
+----------+ ---- +------

------------------------4----
I Marker I Marker I Marker I
I 8 bits I 8 bits I 8 bits I

+----------+ ---- +----+-IMarker IMarker IMarker -
S8 bits 8 bits I8 bitsI

COMPRESSED

There are three kinds of information to be sent: regular
data, sent in a byte string: compressed data. consisting of
replications or fille-: and control information, sent in a
two-byte escape sequence. If n>O bytes (up to 127) of
regular data are sent, these n bytes are preceded by a byte
with the left-most bit set to 0 and the right-most 7 bits
containing the number n.

Byte string:

1 7 8 8
+--------+-+-+-+-+-+-+-+-+ +-+-+-+-+-+-+-+-+ _

iC n I d(1) I... d(n)
4'i--•+--+--+--+--+--+--+ +-+-+--+- +-+-•-+--+-.-+----+---+-+

j---n bytes---I
of data

String of n data bytes d(1),..... d(n)
Count n must be positive.

To compress a string of n replications of the data byte d,
the following 2 bytes are sent:

19 (261)
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Replicated Byte:

2 6 8
+-+-+-+-+-+-+-+-+ +-+-+-+-+-,+-+-+-+

1101 n d I
÷-+-+-+-+-+-+-+..+ +-+-+-+-+-+-+-+-+

A string of n filler bytes can be compressed into a single
byte, where the filler byte varies with the representation
type. If the type is ASCII or EBCDIC the filler byte is
<SP> (Space, ASCII code 32., EBCDIC code 64). if the type
is Image or Local byte the filler is a zero byte.

Filler String:

2 6

lii n

The eccape sequence is a double byte, the first of which is
the escape byte (all zeros) and the second of which contains
descriptor codes as defined in Block mode. The descriptor
codes have the same meaning as in Block mode and apply to

the succeeding string of bytes.

Compressed mode is useful foý- obtaining increased bandwidth
on very larga network transmissions at a little extra CPU
cost. It cAn be most effectively used to reduce the size of
printer files such as those generated by RJE Hosts.

ERROR RECOVERY AND RESTART

There is no provision for detecting bits lost or scrambled iro data
transfer; this level of error control is handled by the TCP.
However, a restart procedure is provided to protect users from
gross system failures (incltuding failures of a Host, an
FTP-process, or the underlying network).

The restart procedure is defined only for the block and compressed
modes of data transfer. It requires the sender of data to insert

2 special marker code in the data stream with some marker
information. The marker information has meaning only to the
sender, but must consist of printable characters in the default or

negotiated language of the TELNET connuction (ASCII or E3CDIC).
The marker could represent a bit-count, a record-count, or any
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other information by which a system may identify a data
checkpoint. The receiver of data, if it implements the restart
procedure, would then mark the corresponding position of this
marker in the receiving system, and return this information to the
user.

In the event of a system failure, the user can restart the data
transfer by identifying the marker point with the FTP restart
procedure. The following example illustrates the use of the
restart procedure.

The sender of the data inserts an appropriate marker block in the
data stream at a convenient point. The receiving Host marks the
corresponding data point in its file system and conveys the last
known sender and receiver marker information to the user, either
directly or over the TELNET connection in a 110 reply (depending
on who is the sender). In the event of a system failure. the user
or controller proceus restart* the server at the last server
marker by sending a restart command with server's marker code as
its argument. The restart command is transmitted over the TELNET
connection and is immediately followed by the command (such as
RETA, STOR or LIST) which was being executed when the system
failure occurred.

I..

FILE TRANSFER FUNCTIONS

The communication channel from the user-PI to the server-PF is
established by a rcP connection from the user to a standard server
port. The user protocol interpreter is responsible for sending FTP
commands and interpreting the replies roceived; thle server-PI " .
interprets commands, sends replies and directs its OTP to set up the
data connection and transfer the data. If the second party to the
data transfer (the passive transfer process) is the user-DTP then .t.
is governed through the internal protocol of the user-FTP Host; if it
is a second server-DTP then it is governed by its PI on command from
the uSer-PF. The FTP replies are discussed in the next section. In
the description of a few of the commands in this section it is
helpful to be explicit about the possible reolies.

FTP COMMANDS

ACCESS CONTROL COMMANOS

The following commands specify access control identifiers
(command codez are shown in oarentheses).
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USER NAME (USER)

The argument field is a TELNET string identifying the user.
"The user identification is that which is required by the
server for access to its file system. This command will
"normally be the first command transmitted by the user after
the TELNET connections are made (some servers may require
this). Additional identification information in the form of
a password and/or an account command may also be required by
some servers. Servers may allow a new USER command to be

entered at any point in order to change the access control
and/or accounting information. This has the effect of
flushing any user, password, and account information already
supplied and beginning the login sequence again. All
transfer parameters are unchanged and any file transfer in
progress is completed under the old account.

PASSWORD (PASS)
".1

The argument fielo is a TELNET string identifying the user's
password. This command must be immediately preceded by the
user name command, and, for some sites, completes the user's
identification for access control. Since password
information is quite sensitive, it is desirable in general
to "mask" it or suppress typeout. It appears that the
server has no foolproof way to achieve this. it is
therefore the responsibility of the user-FTP process to hide
the sensitive pastword information.

ACCOUNT (ACCT)

The argument field is a TELNET string identifying the user's
account. The command is nut necessarily related to the USER
command, as somn sites may require an account for login and
others only for specific access, such as storing files. In
the latter case the command may arrive at any time.

There are reply codes to differentiate those cases for the
automaton: when account information is required for login,
the response to a successful PASSword command is reply code
332. On the other hand, if account information is NOT
required for login, the reply to a successful PASSword
command is 230; and if the account information is needed for
a command issued later in the dialogue, the server should

(264) 22

"'I!

.:. . . ... . ::I



'-1

IEN 149 June 1980
RFC 765 File Transfer Protocol

return a 332 or 532 reply depending on whether he stores
(pending receipt of the ACCounT command) or discards the
command, respectively.

REINITIALIZE (REIN)

This command terminates a USER, flushing all I/O and account
information, except to allow any transfer in progress to be I
completed. All parameters are reset to the default settings
and the TELNET connection is left open. This is identical
to the state in which a user finds himself immediately after
the TELNET connection is opened. A USER command may be
expected to follow. •-]

LOGOUT (QUIT)

This command terminates a USER and if file transfer is not
in progress, the server closes the TELNET connection. If
file transfer is in progress, the connection will remain
open for result response and the server will then close it.
If the user-process is transferring files for several USERs
but does not wish to close and then reopen connections for
each, then the REIN command should be used instead of QUIT.

An unexpected close on the TELNET connection will cause the
server to take the effective action of an abort (ABOR) and a
logout (QUIT).

TRANSFER PARAMETER COMMANDS

All data transfer parameters have default values, and the
commands specifying data transfer parameters are required only
if the default parameter values are to be changed. The default
value is the last specified value, or if no value has been
specified, the standard default value as stated here. This
implies that the server must "remember" the applicable default
values. The commands may be in any order except that they must
precede the FTP service request. The following commands
specify data transfer parameters.

DATA PORT (PORT)

The argument is a HOST-PORT specification for the data port
to be used in data connection. There defaults for both the
user and server data ports, and under normal circumstances -7
this command and its reply are not needed. If this command
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is used the argument is the concatenation of a 32-bit
internet host address and a 16-bit TCP port address. This
address information is broken into 8-bit fields and the
value of each field is transmitted as a decimal number (in
character string representation). The fields are separated
by commas. A port command would be:

PORT h1,h2.h3.h4.pl,p2

where, hi is the high order 8 bits of the internet host
address.

PASSIVE (PASV)

This command requests the server-DTP to "listen" on a data
port (which is not its default data port) and to wait for a
connection rather than initiate one upon receipt of a
transfer command. The response to this command includes the
host and port address this server is listening on.

REPRESENTATION TYPE (TYPE)

The argument specifies the representation type as described
in the Section on Data Representation and Storage. Several
types take a second parameter. The first parameter is
denoted by a single TELNET character, as is the second
Format parameter for ASCII and EBCOIC; the second parameter
for local byte is a decimal integer to indicate Bytesize.
The parameters are separated by a <SP> (Space. ASCII code
32.).

The following codes are assigned for type:

\ /
A - AS;.II I N - Non-print

1-><-I T - TELNET format effectors
E - EBCOICI I C - Carriage Control (ASA)

/ \
I - Image

L <byte size> - Local byte Byte size

The default representation typo is ASCII Non-print. If the
Format parameter is changed, and later just the first
argument is changed, Format then returns to the Non-print
default.

24
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FILE STRUCTURE (STRU) iTn

The argument is a single TELNET character code specifying
file described in the Section on Data
Representation and Storage.

The following codes are assigned for structure:

F - File (no record structure)

R - Record structure
P - Page structure

The default structure is File.

TRANSFER MODE (MODE)

The argument is a single TELNET character code specifying
the data transfer modes described in the Section on
Transmission Modes.

The following codes are assigned for transfer modes:

S - Stream
8 - Block
C - Compressed

The default transfer mode is Stream.

FTP SERVICE COMMANDS

The FTP service commands define the file transfer or the file
system function requested by the user. The argument of an FTP
service command will normally be a pathname. The syntax of
pathnames must conform to server site conventions (with
standard defaults applicable), and the language conventions of
the TELNET connection. The suggested default handling is to
use the last specified device, directory or file name, or the
standard default defined for local users. The commands may be
in any order except that a "rename from" command must be
followed by a "rename to" command and the restart command must

be followed by the interrupted service command. The data. when
transferred in response to FTP service commands, shall always
be sent over the data connection, except for certain
informative replies. The following commands specify FTP
service requests:
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RETRIEVE (RETR)

This command causes the server-DTP to transfer a copy of the
file. specified in the pathname. to the server- or user-DTP
at the other end of the data connection. The status and
contents of the file at the server site shall be unaffected.

STORE (STOR)

This command causes the server-DTP to accept the data
transferred via the data connection and to store the data as
a file at the server site. If the file specified in the
pathname exists at the server site then its contents shall
be replaced by the data being transferred. A new file is
created at the server site if the file specified in the
pathname does not already exist.

APPEND (with create) (APPE)

This command causes the server-DTP to accept the data
transferred via the data connection and to store the data in
a file at the server site. If the file specified in the
pathname exists at the server site, then the data shall be
appended to that file: otherwise the file specified in the
pathname shall be created at the server site.

MAIL FILE (MLFL)

The intent of this command is to enable a user at the user
site to mail data (in form of a file) to another user at the
server site. It should be noted that the files to be mailed
a-e t-ansmitted .ia the data connection in ASCII or EBCDIC
type. (It is the user's responsibility to ensure that the
type is correct.) These files should be inserted into the
destination user's mailbox by the server in accordance with
serving Host mail conventions. The mail may be marked as
sent from the particular user HOST and the user specified by
the 'USER' command. The argument field may contain a Host
system ident. or it may be empty. If the argument field is
empty or blank (one or more spaces), then the mail is
destined for a printer or other designated place for general
delivery site mail.
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MAIL (MAIL)

This command allows a user to send mail that is NOT in a
file over the TELNET connection. The argument field may
contain system ident, or it may be empty. The ident is
defined as above for the MLFL command. After the 'MAIL'
command is received, the server is to treat the following
lines as text of the mail sent by the user. The mail text
is to be terminated by a line containing only a single
period, that is. the character sequence "CRLF.CRLF" It is
suggested that a modest volume of mail service should be
free: i.e.. it may be entered before a USER command.

MAIL SEND TO TERMINAL (MSND)

This command is like the MAIL command, except that the data
is displayed on the addressed user's terminal, if such
access is currently allowed, otherwise an error is returned.

MAIL SEND TO TEnMINAL OR MAILBOX (MSOM)

This command is like the MAIL command, except that the data

is displayed on the addressed user's terminal, if such
access is currently allowed, otherwise the data is placed in
the user's mailbox.

MAIL SEND TO TERMINAL AND MAILBOX (MSAM)

This command is like the MAIL command, except that the data
is displayed on the addressed user's terminal, if such
access is currently allowed, and, in any case, the data is 77
placed in the user's mailbox.

MAIL RECIPIENT SCHEME QUESTION (MRSQ)

This FTP command is used to select a scheme for the
transmission of mail to several users at the same host. The
schemes are to list the recipients first, or to send the
mail first.

MAIL RECIPIENT (MRCP)

This command is used to identify the individual recipients
of the mail in the transmission of mail for multiple users 4
at one host.
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ALLOCATE (ALLO)

This command may be required by some servers to reserve
sufficient storage to accommodate the new file to be
transferred. The argument shall be a decimal integer
representing the number o" bytes (using the logical byte
size) of storage to be reserved for the file. For files
sent with record or page structure a maximum record or page
size (in logical bytes) night also be necessary; this is
indicated by a decimal integer in a second argument field of
the command. This second argument is optional, but when
pre:sent should be separated from the first by the three
TELNET characters <SP> R <SP>. This command shall be
followed by a STORe or APPEnd command. The ALLO command
should be treated as a NOOP (no operation) by those servers
which do not require that the maximum size of the file be
declared beforehand, and those servers interested in only
the maximum record or page size should accept a dummy value
in the first argument and ignore it.

RESTART (REST)

The argument field represents the server marker at which
file transfer is to be restarted. This command does not
cause file transfer but "spaces" over the file to the
specified data checkpoint. This command shall be
immediately followed by the appropriate FTP service command
which shall cause file transfer to resume.

RENAME FROM (RNFR)

This command specifies the file which is to be renamed.
This command must be immediately followed by a "rename to"
command specifying the new file pathname.

RENAME TO (RNTO)

This command specifies the new pathname of the file

specified in the immediately preceding "rename from"
command. Together the two commands cause a file to be
renamed.

ABORT (ABOR)

This command tells the server to abort the previous FTP
service command and any associated transfer of data. The
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abort command may require "special action", as discussed in
the Section on FTP Commands, to force recognition by the
server. No action is to be taken if the previous command -
has been completed (including data transfer). The TELNET
connection is not to be closed by the s3rver, but the data
connection must be closed.

There are two cases for the server upon receipt of this
command: (1) the FTP service command was already completed,
or (2) the FTP service command is still in progress.

In the first case, the server closes the data connection
(if it is open) and responds with a 226 reply, indicating
that the abort command was successfully processed.

In the second case, the server aborts the FTP service in
progress and closes the data connection, returning a 426
reply to indicate that the service request terminated in
abnormally. The server then sends a 226 reply,
indicating that the abort command was successfully
processed.

DELETE (DELE)

This command causes the file specified in the pathname to be
deleted at the server site. If an extra level of protection
is desired (such as the query, "DO you really wish to
delete?"), it should be provided by the user-FTP process.

CHANGE WORKING DIRECTORY (CWD)

This command allows the user to work with a different
directory or dataset for file storage or retrieval without
altering his login or accounting information. Transfer
parameters are similarly unchanged. The argument is a
pathname specifying a directory or ott., system dependent
file group designator.

LIST (LIST)

This command causes a list to be sent from the server to the
passive DTP. If the pathname specifies a directory, the
server should transfer a list of files in the specified
directory. If the pathname specifies a file then the server
should send current information on the file. A null
argument implies the user's current working or default
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directory. The data transfer is over the data connection in
type ASCII or type EBCDIC. (The user must ensure that the
TYPE is appropriately ASCII or EBCOIC).

NAME-LIST (NLST)

This command causes a directory listing to be sent from
server to user site. The pathname should specify a
directory or other system-specific file group descriptor; a
null argument implies the current directory. The server
will return a stream of names of Files and no other
information. The data will be transferred in ASCII or
EBCDIC type over the data connection as valid pathname
strings separated by <CRLF> or <NL>. (Again the user must
ensure that the TYPE is correct.)

SITE PARAMETERS (SITE)

This command is used by the server to provide services
specific to his system that are essential to file transfer
but not sL-fficiently universal to be included as commands in
the protocol. The nature of these services and the
specification of their syntax can be stated in a reply to
the HELP SITE command.

STATUS (STAT)

This command shall cause a status response to be sent over
the TELNET connection in the form of a reply. The command
may be sent during a file transfer (along with the TELNET IP
and Synch signals--see the Section on FTP Commands) in which
case the server will respond with the status of the
operation in progress, or it may be sent between file
transfers. In the latter case the command may have an
argument field. If the argument is a pathname, the command
is analogous to the "list" command except that data shall be
transferred over the TELNET connection. If a partial
pathname is given, the server may respond with a list of
file names or attributes associated with that specification.
If no argument is given, the server should return general
Status information about the server FTP process. This
should include current values of all transfer parameters and
the status of connections.
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HELP (HELP)

This command shall cause the server to send helpful
information regarding its implementation status over the
TELNET connection to the user. The command may take an
"argument (e.g., any command name) and returr, more specific
information as a response. The reply is type 211 or 214.
It is sug-ested that HELP be allowed before entering a USER
command. The server may use this reply to specify
site-dependent parameters. e.g.. in response to HELP SITE.

NOOP (NOOP)

This command does not affect any parameters or previously
entered commands. It specifies no action other than that the
server send an OK reply.

The File Transfer Protocol follows the specifications of the
TELNET protocol for all communications over the TELNET connection.
Since, the language used for TELNET communication may be a
negotiated option, all references in the next two sections will be

to the "TELNET language" and the corresponding "TELNET end of line
code". Currently one may take these to mean NVT-ASCII and <CRLF>.
No other specifications of the TELNET protocol will be cited.

FTP commands are "TELNET strings" terminated by the "TELNET end of
line code". The command codes themselves are alphabetic
characters terminated by the character <SP> (Space) if parameters
"follow and TELNET-EOL otherwise. The command codes and the
semantics of commands are described in this section; the detailed
syntax of commands is specified in the Section on Commands, the
reply sequences are discussed in the Section on Sequencing of
Commands and Replies, and scenarios illustrating the use of
commands are provided in the Section on Typical FTP Scenarios.

FTP commands may be partitioned as those specifying access-control
"* -"identifiers, data transfer parameters, or FTP service requests.
o Certain commands (such as ABOR, STAT, OUIT) may be sent over the

* TELNET connection while a data transfer is in progress. Some
servers may not be able to monitor the TELNET and data connections

S 4 simultaneously, in which case some special action will be
necessary to get the server's attention. The exact form of the
"special action" is undefined; but the following ordered format is
tentatively recommended:
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t. user system inserts the TELNET "Interrupt Process" (IP)
signal in the TELNET stream.

2. User system sends the TELNET "Synch" signal
3. User system inserts the command (e.g., ABOR) in the TELNET

* stream.

4. Server PI., after receiving "IP", scans the TELNET stream
for EXACTLY ONE FTP command.

(For other servers this may not be necessary but the actions
listed above should have no unusual effect.)

5 FTP REPLIES

Replies to File Transfer Protocol commands are devised to ensure
the synchronization of requests and actions in the process of File
transfer, and to guarantee that the user process always knows the
state of the Server. Every command must generate at least one
reply, although there may be more than one: in the latter case,
the multiple replies must be easily distinguished. in addition,
some commands occur in sequential groups. Such as USER, PASS and
ACCT, or RNFR and RNTO. The replies show the existence of an
intermediate state if all preceding commands have been successful.
A failure at any point in the sequence necessitates the repetition
of the entire sequence from the beginning.

The details of the command-reply sequence are made explicit in
a set of state diagrams below.

An FTP reply consists of a three digit number (transmitted as
three alphanumeric characters) followed by some text. The number
is intended for use by automata to determine what state to enter
next; the text is intended for the human user. It is intended
that the three digits contain enough encoded information that the
user-process (the User-Pr) will nct need to e.amine the text and
may either discard it or pass it on to the user. as appropriate.
In particular, the text may be server-dependent, so there are
likely to be varying texts for each reply code.

Formally. a reply is defined to contain the 3-digit code, followed
by Space <SP>. followed by one line of text (where some maximum
line length has been specified), and terminated by the TELNET
end-of-line code. There "ill be cases, however, where the text is
longer than a single line. In these cases the complete text must
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be bracketed so the User-process knows when it may stop reading
the reply (i.e. stop processing input on the TELNET connection)
and go do other things. This requires a special format on the
first line to indicate that more than one line is coming, and
another on the last line to designate it as the last. At least
one of these must contain the appropriate reply code to indicate
the state of the transaction. 1o satisfy all factions it was
decided that both the first and last line codes should be the
same.

Thus the format for multi-line replies is that the first line
will begin with the exact required reply code, followed
immediately by a Hyphen. "-" (also known as Minus), followed hy
text. The last line will begin with the same code, followed j
immediately by Space <SP>, optionally some text, and the TELNET
end-of-line code.

For exa;mple:
123-First line
Second line

234 A line beginning with numbers
123 The last line

The user-process then simply needs to search for the second 4
occurrence of the same reply code. followed by <SP> (Space), at
the oeginning of a line, and ignore all intermediary lines. if
an intermediary line begins with a 3-digit number, the Server
must pad the front to avoid confusion.

This scheme allows standard system routines to be used for
reply information (such as for the STAT reply), with
"artificial" first and last lines tacked on. In the rare
cases where these routines are able to generate three digits
and a Space at the beginning of any line, the beginning of
each text line should be offset by some neutral text, like
Space.

This scheme assumes that multi-line replies may not be nested.
We have found that, in general, nesting of replies will not
occur, except for random system messages (also called
spontaneous replies) which may interrupt another reply. System
messages (i.e. those not processed by the FTP server) will NOT
carry reply codes and may occur anywhere in the command-reply
sequence. They may be ignored by the User-process as they are
only information for the human user.
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The three digits of the reply each have a special significance.
This is intended to allow a range of very simple to very
sophisticated response by the user-process. The first digit
denotes whether the response is good. bad or incomplete.
(Referring to the state diagram) an unsophisticated user-process
will be able to determine its next action (proceed as planned,
redo, retrench. etc.) by simply examining this first digit. A
user-process that wants to know approximately what kind of error
occurred (e.g. file system error, command syntax error) may
examine the second digit, reserving the third digit for the finest
gradation of information (e.g. RNTO command without a precedingRNFR.)

There are five values for the first digit of the reply code:

lyz Positive Preliminary reply

The requested action is being 4 tiated: expect another
reply before proceeding with a cw command. (The
user-process sending another command before the
completion reply would be in violation of protocol; butserver-FTP processes should queue any commands that
arrive while a preceding command is in progress.) This
type of reply can be used to indicate that the command
was accepted and the user-process may now pay attuntion
to the data connections, for implementations wheresimultaneous monitoring is difficult.

2yz Positive Completion reply

The requested action has been successfully completed. A
new request may be initiated.

3yz Positive Intermediate reply

The command has been accepted, but the requested action
is being held in abeyance, pending receipt of furthor
information. The user should send another .zcmmand
specifying this information. This reply io used in
command sequ"-ce groups.

4yz Transic- .- gative Comoletion reply

The command wa.i not accepted and the requested action did
not take place, but the error condition is temporary and
the action may be requested again. The user should
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return to the beginning of the command sequence. if any. -

It is difficult to assign a meaning to "transient".
particularly when two distinct sites (Server and
user-processes) have to agree on the interpretation.
Each reply in the 4yz category might have a slightly
different time value, but the intent is that the
user-process is encouraged to try again. A rule of thumb
in determining if a reply fits into the 4yz or the 5 yz
(Permanent Negative) category Js that replies are 4yz if
the commands can be repeated without any change in
command form or in properties of the User or Server (e.g.
the command is tpelled the same with the same arguments
used; the user does not change his file access or user
name; the server does not put up a new implementation.)

5yz Permanent Negative Completion reply

The command was not accepted and the requested action did
not take place. The User-process is discouraged from
repeating the exact request (ir the same sequence). Even
some "permanent" error conditions can be corrected, so
the human user may want to direct his User-process to
reinitiate the command sequence by direct action at sone
point in the future (e.g. after the spelling has been
changed, or the user has altered his directory status.)

The following function groupings are encoded in the second
digi t:

xOz Syntax - These replies refer to syntax errors,
syntactically correct commands that don't fit any
functional category. unimplemented or superfluous
commands.

xlz Information - These are replies to requests for
information, such as status or help.

x2z Connections - Replies referring to the TELNET and data
connections.

x3z Authentication and accounting - Replies for the login
process and accounting procedurea.

x4z Unspecified as yet
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x5z File system - These replies indicate the status of the
Server file system vis-a-vis the requested transfer or
other file system action.

The third digit gives a finer gradation of meaning in each of
the function categories, specified by the second digit. The
list of replies below will illustrate this. Note that the text
associated with each reply is recommended, rather than
mandatory. and may even change according to the command with
which it is associated. The reply codes, on the other hand.
must strictly follow the specifications in the last section;
that is, Server implementations should not invent new codes for
situations that are only slightly different from the ones
described here, but rather should adapt codes already defined.

A command such as TYPE or ALLO whose successful execution
does not offer the user-process any new information will
cause a 200 reply to be returned. If the command is not
implemented by a particular Server-FTP process because it
has no relevance to that computer system, for example ALLO

at a TOPS20 site. a Positive Completion reply is still

desirod so that the simple User-process knows it can proceed
with its course of action. A 202 reply is used in this case
with, for example, the reply text: "No storage allocation

necessary." if, on the other hand, the command requests a
non-site-specific action and is unimplemented, the response
is 502. A refinement of that is the 504 reply for a command
that IS implemented, but that requests an unimplemented
parameter.

Reply Codes by Function Groups

200 Command okay
500 Syntax error, command unrecognized

[This may include errors such as command line too long.)J
501 Syntax error in parameters or arguments
202 Command not implemented, superfluous at this site.
502 Command not implemented
503 Bad sequence of commands
504 Command not implemented for that parameter

110 Restart marker reply.
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In this case the text is exact and not left to the
particular implementation; it must read:

MARK yyyy - mmmm
where yyyy is user-process data stream marker, and mmmm
server's equivalent marker. (note the spaces between
markers and "=".)

119 Terminal not available, will try mailbox.
211 System status, or system help reply
212 Directory status
213 File status
214 Help message

(on how to use the server or the meaning of a particular
non-standard command. This reply is useful only to the
human user.)

215 <scheme> is the preferred scheme.

1;0 Service ready in nnn minutes
2;10 Service ready for new user
221 Service closing TELNET connection

(logged out if appropriate)
42'. Service not available, closing TELNET connection.

This may be a reply to any command if the service knows it
must shut down.]

125 Data connection already open: transfer starting
225 Data connection open; no transfer in progress
425 Can't open data connection
226 Closing data connection:

requested file action successful (for example, file transfer
or file abort.)

426 Connection closed; transfer aborted.
227 Entering Passive Mode. hl,h2.h3,h4,pi,p2

230 user logged in, proceed
530 Not logged in
331 user name okay, need password
332 Need account for login
532 Need account for storing files

150 File status okay; about to open data connection.
151 User not local; Will forward to <user>O<host>.
152 User Unknown; Mail will be forwarded by the operator.
250 Requested file action okay, completed.
350 Requested file action pending further information
450 Requested file action not taken:

file unavailable (e.g. file busy)
550 Requested action not taken:
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file unavailable (e.g. file not found, no access)
451 Requested action aborted: local error in processing
551 Requested action aborted: page type unknown
452 Requested action not taken:

insufficient storage space in system
552 Requested file action aborted:

exceeded storage allocation (for current directory or
dataset)

* 553 Requested action not taken:
file name not allowed

354 Start mail input; end with <CR><LF>.<.CR><*.F>

Numeric Order List of Reply Codes

110 Restart marker reply.
In this case the text is exact and not left to the
particular implementation; it must read:

MARK yyyy - mmmm
where yyyy is User-process data stream marker, and mmmm
server's equivalent marker. (note the spaces hetween
markers and "-".)

119 Terminal not available, will try mailbox.
120 Service ready in nnn minutes
125 Data connection already open; transfor starting
150 Filo stetus okay; about to open data connection.
151 user not local: Will forward to <user>r<host>.
152 User Unknown; Mail will be forwarded by the operator.
200 Command okay
202 Command not implemented, superfluous at this site.
211 System status, or system help reply
212 Directory status
213 File status
214 Help message

(on how to use the server or the meaning of a particular
non-standard command. This reply is useful only to the
human user.)

215 <scheme> is the preferred scheme.
220 Service ready for now user
221 Service closing TELNET connection

(logged out if appropriate)
225 Data connection open; no transfer in progress
226 Closing data connection;

requested file action successful (for example, file transfer
or file abort.)

227 Entering Passive Mode. hl.h2rh3eh4,plyp2
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230 User logged in, proceed
250 Requested file action okay, completed.
331 User name okay, need password
332 Need account for login
350 Requested file action pending further information
354 Start mail input: end with <CR><LF>.<CR><LF>
421 Service not available, closing TELNET connection.

This may be a reply to any command if the service knows it
must shut down.)

425 Can't open data connection
426 Connection closed; transfer aborted.
450 Requested file action not taken:

file unavailable (e.g. file busy)
451 Requested action aborted: local error in proicessing
452 Requested action not taken:

insufficient storage space in system
500 Syntax error, command unrecognized

[This may include errors such as command line too long.]
501 Syntax error in parameters or arguments
502 Command not implemented
503 Bad sequence of commands
504 Command not implemented for that parameter
530 Not logged in
532 Need account for storing files
550 Requested action not taken:

file unavailable (e.g. file not found, no access)
551 Requested action aborted: page type unknown
552 Requested file action aborted:

exceeded storage allocation (for current directory or
dataset)

553 Requested action not taken:
file name not allowed
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DECLARATIVE SPECIFICATIONS

MINIMUM IMPLEMENTATION

In order to make FTP workable without needless error messages, the
following minimum implementation is required for all servers:

TYPE - ASCII Non-print
MODE - Stream
STRUCTURE - File, Record
COMMANDS - USER, QUIT, PORT,

TYPE, MODE, STRU,
for the default values

RETR, STOR,
NOOP.

The default values for transfer parameters are:

TYPE - ASCII Non-print
MODE - Stream
STRU - File

All Hosts must accept the above as the standard defaults.

CONNECTIONS

The server protocol interpreter shall "listen" on Port L. The
user or user protocol interpreter shall initiate the full-duplex
TELNET connection. Server- and user- processes should follow the
conventions of the TELNET protocol as specified in the ARPA
Internet Protocol Handbook. Servers are under no obligation to
provide for editing of command lines and may specify that it be
done in the user Host. The TELNET connection shall be closed by
the server at the iser's request after all transfers and replies
are completed.

The user-DTP must "listen" on the specified data port; this may be
the default user port (U) or a port specified in the PORT command.
The server shall initiate the data connection from his own default
data port (L-1) using the specified user data pot. The direction
of the transfer and the port used will be determined by the FTP
service command.
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When data is to be transferred between two servers, A and 8 (refer
to Figure 2). the user-PI. C, sets up TELNET connections with both
server-PI's. One of the servers, say A, is then sent a PASV
command telling him to "listen" on his data port rather than
initiate a connection when he receives a transfer service command.
When the user-PI receives an acknowledgment to the PASV command.
which includes the identity of the host and port being listened
on, the user-PI then sends A's port, a, to B in a PORT command; a
reply is returned. The user-PI may then send the corresponding
service commands to A and B. Server B initiates the connection
and the transfer proceeds. The command-reply sequence is listed
below where the messages are vertically synchronous but
horizontally asynchronous:

User-PI - Server A User-PI - Server 8

C->A : Connect C->B : Connect
C->A : PASV
A->C : 227 Entering Passive Mode. A1.A2.A3,A4.aia2

C->B : PORT A1,A2,A3,A4,al,a2
B->C : 200 Okay

C->A : STOR C->B : RETR
8->A Connoct to HOST-A, PORT-a

The data connection shall be closed by the server under the
conditions described in the Section on Establishing Data
Connections. If the server wishes to close the connection after a
transfer where it is not required, he should do so immediately
after the file transfer is completed. He should not wait until
after a nLw transfer command is received because the user-process
will have already tested the data connection to see if it needs to
do a "listen": (recall that the user must "listen" on a closed
data port BEFORE sending the transfer request). To prevent a race
condition here, the server sends a reply (226) after closing the
data connection (or if the connection is left open, a "file
transfer completed" reply (250) and the user-P7 should wait for
one of these replies before issuing a new transfer command.
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COMMANDS

The commands are TELNET character string transmitted over the
TELNET connections as described in the Section on FTP Commands.
The command Functions and semantics are described in the Section
on Access Control Commands, Transfer Parameter Commands, FTP
Service Commands, and Miscellaneous Commands. The command syntax
is specified here.

The commands begin with a command code followed by an argument
field. The command codes are four or fewer alphabetic characters.
upper and lower case alphabetic characters are to be treated
identically. Thus any of the following may represent the retrieve
command:

RETR Retr retr ReTr rETr

This also applies to any symbols representing parameter values.

such as A or a for ASCII TYPE. The command codes and the argument
fields are separated by one or more spaces.

The argument field consists of a variable length character string
ending with the character sequence <CRLF> (Carriage Return,
Linefeed) for VVT-ASCII representation: for other negotiated
languages a dirferent end of line character might be used. it

should be noted that the server is to take NO action until the end
of line code is received.

The syntax is specified below in NVT-ASCII. All characters in the
argument field are ASCII characters including any ASCII
represented decimal integers. Square brackets denote an optional
argument field. If the option is not taken, the appropriate
default is implied.
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The following are the FTP commands;

USER <SP> <username> <CRLF>
PASS <SP> <password> <CRLF>
ACCT <SP> <account information> <CRLF>
REIN <CRLF>
QUIT <CRLF>
PORT <SP> <Host-port> <CRLF>

PASV <CRLF>

STRU<SP><structure code> <CRLF>
MOD <S> <odecode> <CRLF>

SETR <SP> <pathname> <CRLF>
STOR<SP><pathname> <CRLF>

APPE <5!> <pathname> <CRLF>
MLFL [<SP> <ident>] <CRLF>

MAIL [<SP> <ident>) <CALF>A
MSND [<SF> <ident>] <CRLF>
MSOM [<SP> <ident>) <CRLF>

*MSAM [<SF> <ident>) <CRLF>
MRSQ [<SF> <scheme>] <CRLF>
MRCP <SP> <ident> <CRLF>
ALLO <5!> <decimal integer>

[<5!> A <5!> <decimal integer>] <CRLF>
REST <5!> <marker> <CALF>I
RNFR <5!> <pathname> <CALF>
RNTO <5!' <pathname> <CRLF>
ABOR <CRLF>
QELE <S!' <pathname> <CRLF>
CWD <SP> <pathname> <CRLF>r
LIST [<SP> <pathname>] <CRLF>

NLST [<SP> <pathname>J <CRLF>I
SITE <SP> <string> <CRLF>
STAT [<SP> <pathname>l <CRLF>
HELP [<SP> <string>) <CRLF>
NOOP <CRLF>
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The syntax of the above argument fields (using BNF notation whereapplicable ) is:

<username> := <string>
<password> ::- <string>
<account information> ::- <string>
<string> ::= <char> I <char><string>
<char> ::= any of the 128 ASCII characters except <CR> and <LF>
<marker> ::- <pr string>
<pr string> ::= <pr char> I <pr char><pr string>
<pr char> ::= printable characters.' any

ASCII code 33 through 126
<byte size> : any decimal integer 1 through 255
<HoSt-port> : := <Host-number>,<Port-number>
<Host-number> ::= <number>.<number>.<number>.<number>
<Port-number> ::= <number>.<number>
<number> :: any decimal integer 0 through 25b
<ident> ::= <string>
<scheme> ::= R I T ?
<form code> N I T I C
<type code> ::= A [<SP> <form code>]

E [<SP> <form code>]

L <SP> <byte size>
<structure code> ::= F R I P
<mode code> :: S I 1 C
<pathname> <string>
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SEQUENCING OF COMMANDS AND REPLIES

The communication between the user and server is intended to be an
alternating dialogue. AS Such, the user issues an FTP command tnd
the server responc4 q with a prompt primary reply. The user should
wait for this ini al primary success or failure response before
sending further commands.

Certain commands require a second reply for which the user should
also wait. These replies may. for example, report on the progress
or completion of file transfer or the closing of the data -
connection. They are secondary replies to file transfer commands.

One important group of informational replies is the connection
greetings. Under normal circumstances, a server will send a 220
reply, "awaiting input", when the connection is completed. The
user should wait for this greeting message before sending any
commands. If the server is unable to accept input right away, he
should send a 120 "expected delay" reply immediately and a 220

reply when ready. The user will then know not tu hang up if there
is a delay.

The table below lists alternative success and failure replies for
each command. These must be strictly adhered to; a server may
substitute text in the replies, but the me;.ning and action implied
by the code numbers and by the specific command reply sequence
cannot be altered.

Command-Reply Sequences

In this section, the command-reply sequence is presented. Each .
command is listed with its possible replies: command groups are
listed together. Preliminary replies ire listed first (with
their succeeding replies indented and under them), then
positive and negative completion, and Finally intermediary
replies with the remaining commands f'om the sequence
following. This listing forms the ba.;is for the state
diagrams, wnich will be presented separately.

Connection Establishment
120

220
220
421
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Login
USER

230
530
500, 501, 421
331. 332

PASS
230
202
530
500. 501, 503. 421
332

ACCT
230
202
530
500, 501, 503, 421

Logout

QUIT
221

500
REIN

120
220

220
421
500, 502

Transfer parameters

200
500. 501. 421. 530

PASV
227
500, 501. 502. 421, 530

MODE. TYPE. STRU
200
500, 501. 504, 421, 530

File action commands
ALLO

200
202
500, 501, 504, 421. 530

REST
500, 501. 502, 421, S30
350
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STOR
12f. 15")

(110)
226. 250
425. 426. 451, 551, 552

532, 450. 452. 553
500. 501. 421, 533

RETR
125. 150

(110)
226. 253
425. 426, 451

450, 550
500, 601, 421. 530

LIST. NLST
125, 150

226. 250
425. 426. 451

450
500. 501. 502, 421, 530

APPE
125. 150

(110)
22C. 250

425. 426. 451, 551, 552

532. 450, 550. 452, 553
500. jo1. 502, 421, 530

MLFL
125. 150. 15-. 152

2.6. 250
425. 426. 451, 552

532. 450. 550. 452. 553
500. 501. 502. 421. 530

RNFR
450. 550
500. 501. 502. 21, 530

350
ANTO

250
532. 553
500, 50b. 502. 503. 421. 530

DELE. CWO
25(
450. 550
500. 501. 502. 42, J-o

47 (289)



L : : . . . . . . . . . . .... .

-o. ....

June 1980File Transfer Protocol 
IEN 149RFC 76t

ABOR
225. 226
500, 501, 502, 421

MA:L. MSNC
151. 152

354
250
451. 552354

250

451, 552
450. 550, 452, 553
500. 501. 502, 421, 530MSOM, MSAM

1J9, 152, 152354

250
4C1, 552

354

250
451. 552

450. 550, 452. 553
500, 50!, 502. 421, 530MRSO

200. 215
500. 501, 502, 421, 530

MECP
151. 152

500. 501, 502. 5034 421
Informateonal Commands

STAT
211. 212, 213

450
C;00. 501. 502. 421, E30

HELP
211, 214
500, 501. 502. 421

miscellaneous commands
SITE

200

202
500, 501. 530
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NOOP
200
500 421
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STATE DIAGRAMS

Here we present state diaqrams for a very simple minded FTP
implementation. Only the first digit of the reply codes is used.
There is one state diagram for each group of FTP commands or command
sequences. 2

The command groupings were determined by constructing a model for
each command then collecting together the commands with structurally
identical models.

For each command or command sequence there are three possible
outcomes: success (S), failure (F), and error (E). In the state
diagrams below we use the symbol B for "begin", and the symbol w for
"wait for reply".

we first present the diagram that represents the largest group of FTP
commands:

1,3 4---+
-----------> 1 E I

J 4----÷.

+---+ cmd +---+ 2

------------ >1 w I------------ S I

I 4,5 +---+.. . . . . > I F I
-------.

This diagram modelq the commands:

ABOR, ALLO, DELE, CWO. HELP, MODE. MRCP, MRSO, NOOP. PASV,
QUIT, SITE, PORT, STAT, STRU, TYPE.

( )
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The other large group of commands is represented by a very similar
diagram:

3
-- - - - - > 1 E I

+---+ cmd +---+ 2 -
I I---------- >1 I---------- >1 S I

I I I
I I i 44.5 +---+
I I----------->1 F I

This diagram models the commands:

APPE, LIST. MLFL. NLST. REIN. RETR. STOR.

Note that this second model could also be used to represent the first
group of commands, the only difference being that in the first group
the 100 series replies are ,nexpected and therefore treated as error.
while the second grouo expects (some may require) 100 series replies.
The remaining diagrams model command sequences, perhaps the simplest
of these is the rename soquence:

+---+ RNFR +---+ t,2 +---+
I I---------- -- >1 W I ----------->1 E I

3 1 4.51
---------------------

--------- >1 S I
I.3 I I

+---+ RNTO 4,5 .. >+---+

S ----------- >1 ------------ >1 F

•'- (293)
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A very similar diagram models the Mail and Send commands:

+---+ cmd -- >+---÷ 2
i B I ---------- >1 w I ---------- >1 E I

---------+ --- -- - -> - -I I I
3I I 4.5 I

II I +---+- .:
-------------> 1 S I

I I 1,3 I1
21I ~ ~I I I.i

V II I
+---- text +---+4.5 -----

+ --- -----÷ >1-- I--- ---- ---- ÷ >1.-

This diagram models the commands:

MAIL, MSND, MSOM. MSAM.

Note that the "text" here is a series of lines sent from the user
to the server with no response expected until the last line is

sent. recall that the last line must consist only of a single
period.

( 12
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The next diagram is a simple model of the Restart command:

+---+ REST +---+ 1.2 +--+

---------- >1 W I---------->>1 E I

3 4.5 I

------------------------------------ >
-- - - - - - > 1 S I

I 3 I
2 1 ,- -

SI I
V I

+----+ cmd +---+ 4,5---
I I---------- >1 W I ---------- >1 F I

Where "cmd" is APPE, STOR. RETR. or MLFL.

we note that the above three models are similar, in fact the Maii
diagram and the Rename diagram are strvcturally identical. The
Restart differs from the other two only in the treatment of 100
series replies at the second stage.

53 (295)
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The most complicated diagram is for Lhe Login sequence:

---------- >1 W 2 --- > E I

:1

-+ .... �ACR 4------- ---

-- ---- ---- ---~--I
S------>--

A~1 ------------
i 21

ACC I

{~ ~~~~~ 4 ... ... • , 5 ......... .... >1 F I

0 (296)
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Finally we present a generalized diagram that could be used to model
4the command and reply interchange:

Begin I
V

+---+ cmd +---+ 2 +---.
WI----------- >1 1

--- 'I -- >] I------------I "
+---+ 4.5 I +

I IIr ,
11 13 , +---+> FII I I I I I

I I I I
- - - ----- ---- ---

II "

End

66 (297)
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• •TYPICAL FTP SCENARIO

* User at Host U wanting to transfer files to/from Host S:

In general the user will communicate to the server via a mediating

user-FTP process. The following may be a typical scenario. The

user-FTP prompts are shown in parentheses. ---- >' represents

commands from Host U to Host S. and <-...' represents replies from

Host S to Host U.

LOCAL COMMANDS BY USER ACTION INVOLVED

ftp (host) multics<CR> Connect to Host S, port L.
establishing TELNET connections
<---- 220 Service ready <CRLF>

username Doe <CR> USER Ooe<CRLF> ---- >
<---- 331 User name ok.

need password<CRLF>

password mumble <CR> PASS mumble<CRLF> ---- >
<-.... 230 User logged ln.<CRLF>

retrieve (local type) ASCII<CR2l

(local pathname) test I <CR> User-FTP opens local file in ASCII.

(for.pathname) test.p11<CR> RETR test.pll<CRLF> ---- >
<---- 150 File status okay;

about to open data connection
Server makes data connection
to port U

<---- 226 Closing data connection,
file transfer successful<CRLF>

type Image<CR> TYPE I<CRLF> ---- >
<---- 200 Command OK<CRLF>

store (local type) image<CR>
(local pathname) file dump<CR> User-FTP opens local file in Image.

(for.pathname) >udd>cn>fd<CR> STOR >udd>cn>fd<CRLF> ---- >

<---- 450 Access denied<CRLF>

terminate QUIT <CRLF> ---- >

Server closes all
connections.
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CONNECTION ESTABLISHMENT -

The FTP control connection is established via TCP between the user
process port J and the server process port L. This protocol is
assigned the service port 21 (25 octal), that is L=21.
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APPENDIX ON MAIL

The basic commands transmitting mail are the MAIL and the MLFL
commands. These commands cause the transmitted data to be entered
into the recipients mailbox.

MAIL <SP> <recipient name> <CRLF>

If accepted, returns 354 reply and considers all succeeding
lines to be the message text, terminated by a line containing
only a period, upon which a 250 completion reply is returned.
various errors are possible.

MLFL <SP> <recipient name> <CRLF>

If accepted, acts like a STOR command, except that the data is
considered to be the message text. Various errors are
possible.

There are two possible preliminary replies that a server may use to
indicate that it is accepting mail for a user whose mailbox is not at
Lnat server.

151 User not local; Will forward to <user>O<host>.

This reply indicates that the server knows the user's mailbox
is on another nost and will take responsibility for forwarding
the mail to that host. For example, at BBN (or ISI) there are
several host which each have a list of many of the users on
several of the host. These hosts then can accept mail for any
user on their list and forward it to the correct host.

152 User Unknown; Mail will be forwarded by the operator.

This reply indicates that the host does not recognize the user
name, but that it will accept the mail and have the operator
attempt to deliver it. This is useful if the user name is
misspelled, but may be a disservice if the mail is really
undeliverable.

Three FTP commands provide for "sending" a message to a logged-in
user's terminal, as well as variants for mailing it normally whether
the user is logged in or not.

Z4
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MSND -- SeND to terminal.

Returns 450 failure reply if the addressee is refusing or not
logged in.

MSOM -- Send to terminal Or Mailbox.

Returns 119 notification reply if terminal is not accessible.

MSAM -- Send to terminal And Mailbox.

Returns 119 notification reply if terminal is not accessible.

Note that for MSOM and MSAM. it is the mailing which determines
success, not the sending, although MSOM as implemented uses a 119
reply (in addition to the normal success/failure code) to indicate
that because the SEND failedn an attempt is being made to mail the
message instead. There are no corresponding variants for MLFL, since
messages transmitted in this way are generally short.

There are two FTP commands which allow one to mail the text of a
message to several recipients simultaneously: such message --
transmission is far more efficient than the practice of sending the

text again and again for each additional recipient at a site.

There are two basic ways of sending a single text to siveral
recipients. in one. all recipients are specified first, and then the

text is sent: in the other, the order is reversed and tie text is
sent first, followed by the recipients. Both schemes are necessary

because neither by itself is optimal for all systems, as will be
explained later. To select a particular scheme, the MRSQ command is
used; to soecii;, recipients after a scheme is chosen, MRCP commands
are given; and to furnish text, the MAIL or MLFL commands are used.

Scheme Selaction: MRSO

MPSQ is the neans by which a user program can test for
inplementation of MRSO/MRCP. select a particular scheme, reset its .
state thereof. and even do some rudimentary negotiation. Its
format is like that of the TYPE command, as foilows:

4
B (301)
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MRSQ [<SP> <scheme>] <CRLF>

<scheme> - a single character. The following are defined:
R Recipients first. If not implemented. T must be.
T Text first. If this Is not implemented, R must be.
? Request for preference. Must always be implemented.

No argument means a "selection" of none of the schemes (the
default).

Replies:
200 OK, we'll use specified scheme.
215 <scheme> This is the scheme I prefer.
501 i understand MRSQ but can't use that schAme.
5xx Command unrecognized or unimplemented.

Three aspects of MRSQ need to be pointed out here. The first is
that an MRSO with no argument must always return a 200 reply and
restore the default state of having no scheme selected. Any other
reply implies that MRSO and hence MRCP are not understood or
cannot be performed correctly.

The second is that the use of "?" as a <scheme> asks the FTP
server to return a 215 reply in which the server specifies a
"preferred" scheme. The format of this reply is simple:

215 4SP> <scheme> [<SP> <arbitrary text>] <CRLF>

Any other reply (e.g. 4xx or 5xx) implies that MRSO and MRCP
are not implemented, because "?" must always be implemented if
MRSQ is.

The third important thing about MRSQ is that it always has the
side effect of resetting all schemes to their initial state. This
reset must be done t matter what the reply will be - 200. 215. or
501. The actions necessary for a reset will be explained when
discussing how each scheme actually works.

Message Text Specification: MAIL/MLFL

Regardless of which scheme (if any) has been selected, a MAIL o'
MLFL with a non-null argument will behave cxactly as before; the
MRSQ/MRCP commands have no effect on them. However. such normal

4 MAIL/MLFL commanrds do have the same side effect as MRSQ: they
reset" the current scheme to its initial state.

(302)
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It is only when the argument is null (e.g. MAIL<CRLF> or
MLFL<CRLF>) that the particular scheme being used is important.
because rather than producing an error (as most servers currently
do), the server will accept message text for this *null"
specification: what it does with it depends on which scheme is in
effect, and will be described in "Scheme Mechanics".

Recipient specification: MRCP

In order to specify recipient names (i.e., idents) and receive
some acknowledgment (or refusal) for each name, the following
command is used:

MRCP <SP> <ident> <CRLF>

Reply for no scheme:
503 No scheme specified yet; use MRSQ.

Replies for scheme T are identical to those for MAIL/MLFL.
Replies for scheme R (recipients first):

200 OK, name stored.
452 Recipient table Full, this name not stored.
553 Recipient name rejected.
4xx Temporary error, try this name again later.
5xx Permanent error, report to sender.

Note that use of this command is an error if no scheme has been
selected yet: an. MRSQ <scheme> must have been given if MRCP is to
be used.

Scheme mechanics: MRSQ R (Recipients first)

In the recipients-first scheme, MRCP is used to specify names
which the FTP server stores in a list or table. Normally the
reply for each MRCP will be either a 200 for acceptance, or a
4xx/Sxx code for rejection; all 5xx codes are permanent rejections
(e.g. user not known) which should be reported to the human
sender, whereas 4xx codes in general connote some temporary error
that may be rectified later. None of the 4xx/Sxx replies impinge
on previous or succeeding MRCP commands, except for 462 which
indicates that no further MRCP's will succeed unless a message is
sent to the already stored recipients or a reset is done.

Sending message text to stored recipients is done by giving a MAIL
or MLFL command with no argument: that is. just MAIL<CRLF> or
MLFL<CRLF>. Transmission of the message text is exactly the same
as for normal MAIL/MLFL; however, a positive acknowledgment at the
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end of transmission means that the message has been sent to ALL
recipients that were remembered with MRCP, and a failure code
means that it should be considered to have failed for ALL of these
specified recipients. This applies regardless of the actual error
code; and whether the reply signifies success or failure, all
stored recipient names are flushed and forgotten - in other words,
things are reset to their initial state. This purging of the
recipient name list must also be done as the "reset" Side effect
of any use of MRSO.

A 452 reply to an MRCP can thus be handled by using a MAIL/MLFL to
specify the message for currently stored recipients, and then
sending more MRCP's and another MAIL/MLFL, as many times as
necessary; for example, if a server only had room for 10 names
Lhis would result in a 50-recipient message being sent 5 times, to
10 different recipients each time.

If a user attempts to specify message text (MAIL/MLFL with no
argument) before any successful MRCP's have been given, this
should be treated exactly as r "normal" MAIL/MLFL with a null
recipient would be; some servers will return an error of some
type, such as "550 Null recipient".

See Example 1 for an example using MRSO R.

Scheme mechanics: MRSQ T (Text first)

In the text-first scheme, MAIL/MLFL with no argument is used to
specify message text, which the server stores away. Succeeding
MRCP's are then treated as if they were MAIL/MLFL commands, except
that none of the text transfer manipulations are done: the stored
message text is sent to the specified recipient, and a reply code
is returned identical to that which an actual MAIL/MLFL would
invoke. (Note ANY 2xx code indicates success.)

The stored message text is not vorgotten until the next MAIL/MLFL
or MRSO, which will either replace it with new text or flush it
entirely. Any use of MRSO will reset this scheme by flushing
stored text, as will any use of MAIL/MLFL with a non--null
argument.

If an MRCP is seen before any message text has been stored, the
user in effect is trying to send a null messaje; some servers
might allow this, others would return an er, r code.

See Example 2 for an example using MRSO T.

(304) 62
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Why two schemes anyway?

Because neither by itself is optimal for all systems. MRSO R
allows more of a "bulk" mailing, because everything is saved up
and then mailed simultaneously; this is very useful for systems
such as ITS where the FTP server does not itself write mail
directly, but hands it on to a chntral mailer demon of great
oower; the more information (e.g. recipients) associated with a
single "hand-off". the more efficiently mail can be delivered.

By contrast. MRSO T is geared to FTP servers which want to deliver.,
mail directly in one-by-one incremental fashion. This way they
can return an individual success/failure reply code for each
recipient given which may depend on variable file system factors
such as exceeding disk allocation, mailbox access conflicts, and
so forth: if they tried to emulate MRSO R's bulk mailing, they
would have to ensure that a success reply to the MAIL/MLFL indeed

meant that it had been delivered to ALL recipients specified - notjust some. .

Notes: "-

* Because these commands are not required in the minimum
implementation of FTP, one must be prepared to deal with sites
which don't recognize either MRSO or MRCP. "4RSO" and "MRSO
are explicitly designed as tests to see whether either scheme is
implemented: MRCP is not, and a failure return of the
"unimplemented" variety could be confused with "No scheme

selected yet", or even with "Recipient unknown". Be safe, be
sure. use MRSQ!

%1
* There is no way to indicate in a positive response to "MRSQ ?"

that the preferred "scheme" for a server is that of the default
state; i.e. none of the multi-recipient schemes. The ratinnale
is that in tt'ia case, it would be pointless to 4 ,,pement
MRSQ/MRCP et all, and the response would therefore be negative.

* One reason that the use of MAIL/MLFL is restricted to null
z.rguments with this multi-recipient extension is the ambiguity
that would result if a non-null argument were allowed: for
example, if MRSQ R was in effect and some MRCP's had been given,
and a MAIL FOO<CRLF> was done, there would be nc way to
distinguish a failure rcply for mailbox "FOO" fresh a global
failure for all recipients Specifi3d. A similar Gitun ion
exists for MRSQ T; it would not be clear whether the text was
stor-i and the mailbox failed, or vico versa, or both.
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". "Resets" ere done by 11. '*nS's and "normrsl" MAIL/MLFL8' to
avoid confusion and overly complicated implementation. The MRSQ"" command implies a change or uncertainty of status, and the

F- latter commands would otherwise have to use some independent
mechanisms to avoid clobbering the data bases (e.g.. message
text storage area) used by the T/R schemes. However, once a
scheme is selected, it remains "in effect" just as a "TYPE A"
remains selected. The recommended way for doing a reset.
without changing the current selection, is with "MRSQ ?".
Remember that "MRSO" alone reverts to the no-scheme state.

I It is permissible to intersperse other FTP commands among the
MRSO/MRZP/MAIL sequences.

.0
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Example 1

Example of MRSO R (Recipients first)

This is an example of how MRSO R is used; first the user must
establish that the server in fact implements MRSQ:

U: MRSO
S: 200 OK, no scheme selected.

An MRSQ with a ntill argument always returns a 200 if implemented,
selecting the "scheme" of null. i.e. none of them. If MASO were
not implemented, a code of 4xx or 5xx would be returned.

U: MRSO R

S: 200 OK, using that scheme

All's well; now the recipients can be specified.

U: MRCP Foo
S: 200 OK

U: MRCP Raboof
S: 553 Who's that? No such user here.

U: MRCP bar
S: 200 OK

Well, two out of three ain't bad. Note that the demise of
"Raboof" has no effect on the storage of "Foo" or "bar". Now to
furnish the message text, by giving a MAIL or MLFL with no
argument:

U: MAIL
S: 354 Type mail, ended by <CRLF>.<CRLF>
U: Slah blah blah blah .... etc etc etc
U:
S: 250 Mail sent.

The text has now been sent to both "Foo" and "bar".
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Example 2

Example of MRSO T (Text first)

using the same message as the previous example:
U: MRSO ?
S: 215 T Text first, please.

MRSO is indeed implemented, and the server says that it prefers
"T", but that needn't stop the user from trying something else:

U: MRSO A
S: 501 Sorry, I really can't do that.

It's possible that it could have understood "R" also, but in
general it's best to use the "preferred" scheme, since the server
knows ""ich is most efficient for its particular site. Anyway:

U: MRSO T
S: 200 OK, using that scheme.

Scheme 'T" is now selected, and the text must be sent:

U: MAIL
S: 354 Type mail, ended by <CRLF>.<CkLF>
U: Blah blah blah blah .... etc etc etc
U: .
S: 250 Mail stored.

Now recipients can be specified:

u: MACP Foo
S: 250 Stored mail sent.

U: MRCP Raboof
S: 553 Who'S that? NO such user here.

U; MRCP bar
S: 250 Stored mail sent.

(308) 66
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Again, the text has now been sent to both "Foo" and "bar", and
still remains stored. A new message can be sent with another
MAIL/MRCP .. sequence, but the fastidious or paranoid could chose
to do:

U: MRSO 7
S: 215 T Text first, please.

Which resets things without altering the scheme in effect.
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APPENDIX ON PAGE STRUCTURE

The need for FTP to support page structure derives principally from
the need to support efficient transmission of files between TOPS20
systems, particularly the files used by NLS.

The file system of TOPS20 is based on the concept of pages. The
system level is most efficient at manipulating files as pages.
System level programs provide an interface to the file system so that
many applications view files as sequential streams of characters.
However, a few applications use the underlying page structures
directly, and some of these create holey files.

A TOPS20 file is just a bunch of words pointed to by a page table.
If those words contain CRLF's. fine -- but that doesn't mean "record"
to TOPS20.

A TOPS20 disk file consists of four things: a pathname, a page table,
a (possibly empty) set of pages, and a set of attributes.

The pathname is specified in the RETR or STOR command. It includes
the directory name. file name. file name extension, and version
number.

The page table contains up to 20*18 entries. Each entry may be
EMPTY, or may point to a page. if it is not empty, there are also
some page-specific access bits; not all pages of a file need have the
same access protection.

A page is a contiguous set of 512 words of 36 bits each.

The attributes of the file, in the File Descriptor Block (FDB).
contain such things as creation time, write time. read time. writer',
byte-sire, end of file pointer, count of reads and writes, backup
system tape numbers, etc.

Note that there is NO requirement that pages in the page table be
contiguous. There may be empty page table slots between occupied
ones. Also, the end of file pointer is simply a number. There is no
requirement that it in fact point at the "last" datum in the file.
Ordinary sequential I/0 calls in TOPS20 will cause the end of file
pointer to be left after the last datum written, but other operations
may cause it not to be so, if a particular programming system so
requires.
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In fact both of these special cases. "holey" files and
end-of-file pointers not at the end of the file, occur with NLS data
files.

The TOPS20 paged files can be sent with the FTP transfer parameters:

TYPE L 36, STRU P, and MODE S (in fact any mode could be used).

Each page of information has a header. Each header field, which is a
logical byte, is a TOPS20 word, since the TYPE is L 36.

The header fields are:

word 0: Header Length.

The header length is 5.

Word 1: Page Index.

If the data is a disk file page, this is the number of that
page in the file's page map. Empty pages (holes) in the file
are simply not sent. Note tnat a hole is NOT the same as a
page of zeros.

Word 2: Data Length.

The number of data words in this page. following the header.
Thus the total length of the transmission unit is the Header
Length plus the Data Lengt;,.

Word 3: Pago Type.

A code for what type of chunk this is. A data page is type 3,
the FDB page is type 2.

Word 4: Page Access Control.

The access bits associated with the page in the file's page
map, (This full word quantity is put into AC2 of an SPACS by 4
the program reading from net to disk.)

After the header are Data Length data words. Data Length is
currently either 512 for a data page or 21 for an FOB. Trailing
zeros in a disk file page may be discarded, making Data Length less
than 512 in that case.
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. , . ... - . .



June 1980 lEN 149
File Transfer Protocol RFC 765

Data transfers are implemented like the layers of an onion: some
characters are packaged into a line. Some lines are packaged into a

file. The file is broken into other manageable units for
transmission. Those units have compression applied to them. The
units may be flagged by restart markers. On the other end, the
process is reversed.

( 1 )7
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SIMPLE MAIL TRANSFER PROTOCOL

1. INTRODUCTION

,-o objective of Sirple Mail Transfer Protocol (SMTP) is to transfer
mail reliably and efficiently.

SMTP iS irdependent of the particular transmission subsystem and
ren.;ires only a reliable ordered data stream channel. Appendices A.
B. C. and 0 describe the use of SMTP with various transport services.
A Glossary provides the definitions of terris as used in this
dccument.

An important feature of SMTP is its capability to relay mail across
transport service environments. A transport service provides an
interprocess communication environment (IPCE). An IPCE may cover one
network, several networks, or a subset of a network. It is important
to realize that transport systems (or IPCEs) are not one-to-one with
networks. A process can communicate directly with another process
through any mutually known IPCE. Mail is an application or use of
interorocess communication. Mail can be communicated between
processes in dicferent IPCEs by relaying through a process connected
to two (or more) IPCEs. More specifically, mail can be relayed
between hosts on different transport systems by a host on both
transport systcms.

P-~stel [Page 1]
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2. THE SMTP MODEL

The SMTP design is based on the following model of communication: as
the result of a user mail request, the sender-SMTP establishes a
full-duplex transmission channel to a receiver-SMTP. The
rectiver-SMTP may be either the ultimate destination or an
intermediate. SMTP commands are generated by the sender-SMTP and
sent to the receiver-SMTP. SMTP ,replies are sent from the
receiver---SMTP to the sender-SMTP iii response to the commands.

Once the transmission channel is dstablished, the SMTP-sender sends a
MAIL command indicating the sender of the mail. If the SMTP-receiver
can accept mail it responds with an OK -eply. The SMTP-sender then
sends a RCPT command identifying a recipient of the mail. If the
SMTP-receiver can accept mail for that recipient it responds with an
OK reply; if not, it responds with a reply rejecting that recipient
(but not the whole mail transaction). The SMTP-sender and
SMTP-receiver may negotiate several recipients. When the recipients
have been negotiated the SMTP-sender sends the mail data, terminating
with a special sequence. If the SMTP-receiver successfully processes
the mail data it responds with an OK reply. The dialog is purposely
lock-step, one-at-a-time.

---- -- - - - -- - - -- - -----------------+ --------------- +

- -- -- ----- - - - -- - -

I user 1<-->1 SMTP I
+---------+ I Sender- Commands/Repliesl Receiver-I
+-------. I SMTP < >--------------1 SMTP I +--------+
I File I<-->I I and Mail I <-->1 File I
ISystem I I iSysteml
+-------- ------------ +------------+ --------

Sender-SMTP Receiver-SMTP

Model for SMTP use

Figure 1

The SMTP provides mechanisms for the transmission of mail; directly
from the sending user's host to the receiving user's host when the

[Page 2] Postel
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two host are connected to the same transport service, or via one or

more relay SMTP-servers when the source and destination hosts are not

connected to the same transport service.

To be able to provide the relay capability the SMTP-server must be

supplied with the name of the ultimate destination host as well as

the destination mailbox name.

The argument to the MAIL command is a reverse-path, which specifies

who the mail is from. The argument to the RCPT command is a

forward-path, which specifies who the mail is to. The forward-path

is a source route while the reverse-path, is a return route (which
may be used to return a message to the sender when an error occurs

with a relayed message).

When the same message is sent to multiple recipients the SMTP

encourages the transmission of only one copy of the data for all the

recipients at the same destination host.

The mail commands and replies have a rigid syntax. Replies also have
a numeric code. In the following, examples appear which use actual

commands and replies. Tte complete lists of commands and replies
appears in Section 4 on specifications.

Commands and replies are not case sensitive. That is. a command or
reply word may be upper case, lower case. or any mixture of upper and
lower case. Note that this is not true of mailbox user names. For
some hosts the user name is case sensitive, and SMTP implementations
must take case to preserve the case of t er names as they appear in
mailbox arguments. Host names are not case sensitive.

Commands and repli.es are composed of characters from the ASCII
character set [11. Each 7-bit character is transmitted right
justified in an 8-bit byte (or octet) with the high order bit cleared
to zero.

When specifying the general form of a command or reply, an argument
(or special symbol) will be denoted by a meta-linguistic variable (or
constant), for example, "<string>" or "<reverse-path>". Here the
angle brackets indicate these are a meta-linguistic variables.
However, some arguments use the angle brackets literally. For
example, an actual reverse-path is enclosed in angle brackets, i.e..
"<SmithQISIA>" is an instance of <reverse-path> (the angle brackets
are actually transmitted in the command or reply).

Postel [Page 31
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3. THE SMTP PROCEDURES

This section presents the procedures used in SMTP in several parts.
First comes the basic mail procedure defined as a mail transaction.
Following this are descriptions of forwarding mail, verifying mailbox
names and expanding mailing lists, sending to terminals instead of or
in combination with mailboxes, and the opening and closing exchanges.
At the end of this section are comments on relaying, and a note on
mail domains. Throughout this section are examples of partial
command and reply sequences, several complete scenarios are presented
in Appendix F.

3.1. MAIL

There are three steps to a SMTP mail transaction. The transaction
is started with a MAIL command which gives the sender
identification. A series of one or more RCPT commands follow
giving the receiver information. Then a DATA command gives the
mail data. And finally, the end of mail data indicator confirms
the transaction.

The first step in the procedure is the MAIL command. The

<reverse-path> contains the source mailbox.

MAIL <SP> FROM:<reverse-path> <CRLF>

This command tells the the SMTP-receiver that a new mail
transaction is starting and to reset all its state tables and
buffers including any recipients or mail data. It gives the
reverse-path which can be used to report errors. If accepted,
the receiver-SMTP returns a 250 OK reply.

The <reverse-path> can contain more than just a mailbox. The
<reverse-path> is a reverse source routing list of hosts and
source mailbox. The first host in the <reverse-path> should be
the host sending this command.

The second step in the procedure is the RCPT command.

RCPT <SP> TO:<forward-path> <CRLF>

This command gives a forward-path identifying one recipient.
If accepted, the receiver-SMTP returns a 250 OK reply, and
stores the forward-path. If the recipient is unknown the
receiver-SMTP returns a 5FO Failure reply. This second step of
the procedure can be repeated any number of times.

[Page 41 Pootel
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The <forward-path> can contain more than just a mailbox. The
<forward-path> is a source routing list of hosts and
destination mailbox. The first host in the <forward-path>
should be the host receiving this command.

The third step in the procedure is the DATA command.

DATA <CRLF>

If accepted, the receiver-SMTP returns a 354 Intermediate reply
and considers all succeeding lines to be the message text.
When the end of text is received and stored the SMTP-receiver
sends a 250 OK reply.

Since the mail data is sent on the transmission channel the end
of the mail data must be indicated so that the command and
reply dialog can be resumed. SMTP indicates the end of the
mail data by sending a line containing only a period. A
transparency procedure is used to prevent this interfering with
the user's text (see Section 4.5.2).

Please note that the mail data includes the memo header
items such as Date, Subject, To, Cc, From [2].

The end of mail data indicator also confirms the mail
transaction and tells the receiver-SMTP to now process the
stored recipients and mail data. If accepted, the
receiver-SMTP returns a 260 OK reply. The OATA command should
fail only if the mail transaction was incomplete (for example.
no recipients), or if resources are not available.

The above procedure is an example of a SMTP mail transaction.
These commands must be used only in the order discussed above.
Example I (below) illustrates the use of these commands in a mail
transaction.

Postal [Page 51
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Example of the SMTP Procedure

This SMTP example shows mail sent by Smith at host Alpha, to
Jones, Green, and Brown at host Beta. Here we assume that host
Alpha contacts host Beta directly.

S: MAIL FROM:<Smith@Alpha>
R: 250 OK

S: RCPT TO:<JonesOBeta>
A: 250 OK

S: ACPT TO:<Green*Beta>
R: 550 No such user here

S: RCPT TO:<Brown@Beta>
R: 250 OK

S: DATA
R: 354 Start mail input; end with <CRLF>.<CRLF>
S: BSlah blah blah...
S: ... etc. etc. etc.
S: <CRLF>.<CRLF>
-: 250 OK

The mail has now been accepted for Jones and Brown. Green did
not have a mailbox at host Beta.

Example L

(Page 61 Postal
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3.2. FORWARDING

There are some cases where the destination information in the
<forward-path> is incorrect, but the receiver-SMTP knows the
correct destination. Zn such cases, one the following replies
should be used to allow the sender to contact the correct
destination.

251 User not local: will forward to <forward-path>

This reply indicates that the receiver-SMTP knows the user's
mailbox is on another host and indicates the correct
forward-path to use in the future. Note that either the
host or user or both may be different. The receiver takes
responsibility for delivering the message.

551 User not local; please try <forward-path>

This reply indicates that the receiver-SMTP knows the user's
mailbox is on another host and indicates the correct
forward-path to use. Note that either the host or user or
both may be different. The receiver refuses to accept mail
for this user. and the sender must either redirect the mail
according to the information provided or return an error
response to the originating user.

Example 2 illustrates the use of these responses.

Example of Forwarding

Either

S: RCPT TO:<PostelOISZ>
R: 251 User not local: will forward to <PostelOISIF>

Or

S: RCPT TO:<PaulOISIB>
R: 551 User not local: please try <MockapetrisGlSlF>

Example 2

Postel [Page 71
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3.3. VERIFYING AND EXPANDING

SMTP provides as additional features, commands to verify a user
"name or expand a mailing list. This is done with the VRFY and
EXPN commands, which have a character string arguments. For the
VRFY command, the string is a user name, Pnd the the response may
include the full name of the user and must include the mailbox of
the user. For the EXPN command, the string identifies a mailing
list, and the multiline response may include the full name of the
users and must give the mailboxes on the mailing li•Lt.

The case of verifying a user name is straightforward as shown in
example 3.

---------------------------------------------------------------------------------------------

Example of verifying a User Name

Either

S: VRFY Postel
R: 250 Jon Postel <PostelOISIF>

Or

S: VRFY Jones
R: 550 String does not match anything.

Example 3

p2
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The case of expanding a mailbox list requires a multiline reply as
shown in example 4.

Example of Expanding a Mailing List

Either

S: EXPN Example-People
R: 250-Jon Postal <PostelOISIF>
R: 250-Fred Fonebone <Fonebone@ISIQ>
R: 250-Sam Q. Smith <SQSmith@ISIO> "
R: 250-Ouincy Smith <ISISFO-Smith@IS!-VAXA>
A: 250-<Joeafoo-unix>
R: 250 <xyz~bar-unix>

Or

S: EXPN Executive-Washroom-List
R: 550 Access Denied to You.

Example 4

The character string arguments of the VRFY and EXPN commands
cannot be further restricted due to the variety of implementations
of the user name and mailbox list concepts. On some systems it
may be appropriate for the argument of the EXPN command to be a
file name for a file containing a mailing list, but again there is
a variety of file naming conventions in the internet.

The VRFY and EXPN commands are not included in the minimum
implementation (Section 4.5.1). and are not required to work
across relays when they are implemented.

Postel [Page 91
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3.4. SENDING AND MAILING

The main purpose of SMTP is to deliver messages to user's
mailboxes. A very similar service provided by some hosts is to
deliver messayvs to user's terminals (provided the user is active
on the host). The delivery to the user's mailbox 13 called
"mailing", the delivery to the user's terminal is called
"sending'. Because in many hosts the implementation of sending is
nearly identical to the implementation of mailing these two
functions are combined in SMTP. However the sending commands are
not included in the required minimum implementation
(Section 4.5.1). User's should have the ability to control the
writing of messages on their terminals. Most hosts permit the
user's to accept or refuse such messages.

The following three command are defined to support the sending
options, these are used in the mail transaction instead of the
MAIL command and inform the receiver-SMTP of the special semantics
of this transaction:

SEND <SP> FROM:<reverse-peth> <CRLF>

The SEND command requires that the mail date be delivered to
the user's terminal. If the user is not active (or not
accepting terminal messages) on the host a 450 reply may
returned to a RCPT command. The mail transaction is
successful if the message is delivered the terminal.

SOML <SP> FROM:<reverse-path> <CRLF>

The Send Or MaiL command requires that the mail data be
delivered to the user's terminal if the user is active (and
accepting terminal messages) on the host. If the user is
not active (or not accepting terminal messages) then the
mail data is entered into the user's mailbox. The mail
transaction is successful If the message is delivered either
to the terminal or the mailbox.

SAML <SP> FROM:<reverse-path> <CRLF>

The Send And MaiL command requires that the mail data be
delivered to the user's terminal if the user is active (and
accepting terminal messages) on the host. In any case the
mail data is entered into the user's mailbox. The mail
transaction is successful if the message is delivered the
mailbox.
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The same reply codes th&t are used for the MAIL commands are used
for these commands. I

I - ,

4

I I)
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3.5. OPENING AND CLOSING

At the time the transmission channel is opened there is an
exchange to ensure that the hosts are communicating with the hosts
they think they are.

The following two commands are used in transmission channel

opening and closing:

HELO <SP> <host> <CRLF>

QUIT <CRLF>

In the HELO command the host sending the command identifies
itself; the command may be interpreted as saying "Hello, i am
<host>".

Example of Connection Opening

R: 220 BBN-UNIX Simple Mail Transfer Service Ready
S: HELO USC-ISIF
R: 250 BBN-UNIX

Example 5

Example of Connection Closing

S: QUIT
R: 221 88N-UNIX Service closing transmission channel

Example 6
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3.6. PELAYING

The forward-path may be a source route of the form
"OONE.OTWO.JOEOTHREE', where ONE, TWO, and THREE are hosts. This
form is used to emphasize the distinction between an address and a
route. The mailbox is an absolute address, and the route is
information about how to get there. The two concepts should not
be confused.

The elements of the forward-path are moved to the reverse-path as
the message is relayed from one server-SMTP to another. The
reverse-path is a reverse source route, (i.e., a source route from
the current location of the message to the originator of the
message). When a server-SMTP deletes its identifier from the
forward-path and inserts it into the reverse-path, it must use the
name it is known by in the environment it is sending into. not the
environment the mail came from, in case the server-SMTP is known
by diffE.:'•nt names in different environments.

using source routing the receiver-SMTP receives mail to be relayed
to another server-SMTP The receiver-SMTP may accept or reject the
task of relaying the mail in the same way it accepts or rejects
mail for a local user. The receiver-SMTP transforms the command
arguments by moving its own identifier from the forward-path to
the beginning of the reverse-path. The receiver-SMTP then becomes
a sender-SMTP, establishes a transmission channel to the next SMTP
in the forward-path, and sends it the mail.

The first host in the reverse-path should be the host sending the

SMTP commands, and the first host in the forward-path should be
the host receiving the SMTP commands.

Notice that the forward-path and reverse-path appear in the SMTP
commands and replies, but not necessarily in the message. That
is. there is no need for these paths and especially this syntax to
appear in the "To:" , "From:*, "CC:", etc. fields of the message
header.

If a server-SMTP has accepted the task of relaying the mail and
later finds that the forward-path is incorrect or that the mail
cannot be delivered for whatever reason, then it must construct an
"undeliverable mail" notification message and send it to the
originator of the undeliverable mail (as indicated by the
reverse-path).
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This notification message must be from the server-SMTP at this
"host. Of course, server-SMTPs should not send notification
messages about problems with notification messages. One way to
prevent loops in error reporting is to specify a null reverse-path
in the MAIL command of a notification message. When such a
message is relayed it is permissible to leave the reverse-path
null. A MAIL command with a null reverse-path appears as follows:

MAIL FROM:<>

An undeliverable mail notification message is shown in example 7.
This notification is in response to a message originated by JOE at
HOSTW and sent via HOSTX to HOSTY with instructions to relay it on
to HOSTZ. What we see in the example is the transaction between
HOSTY and HOSTX, which is the first step in the return of the
notification message.

Example Undeliverable Mail Notification Message

US: MAIL FROM:<>
R: 250 Ok
S: RCPT TO:<OHOSTX.JOEOHOSTW>
R: 250 ok
S: DATA
R: 354 send the mail data, end with
S: Date: 23 Oct 81
S: Sender: SMTPOHOSTY
S: Subject: Mail System Problem
S:

S: Sorry JOE. your message to SAMOHOSTZ lost.
S: HOSTZ said this:
S: "550 No Such User"
S:.

R: 250 ok

Example 7
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3.7. DOMAINS

At some not too distant future time it might be necessary to
expand the mailbox format to include a region or name domain
identAfier. There is quite a bit of discussion ^n this at
present, and is likely that SMTP will be revised in the future to
take into account naming domains.

The examples in this document do not show mail domains.
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4. THE SMTP SPECIFICATIONS

4.1. SMTP COMMANDS

4.1.1. COMMAND SEMANTICS

The SMTP commands define the mail transfer or the mail system
"function requested by the user. SMTP commands are character
strings terminated by <CRLF>. The command codes themselves are
alphabetic characters terminated by <SP> if parameters follow
and <CRLF> otherwise. The syntax of mailboxes must conform to
receiver site conventions. The SMTP commands are discussed
below. The SMTP replies are discussed in the Section 4.2.

"A mail transaction involves several data objects which are
communicated as arguments to different commands. The
reverse-path is the argument of the MAIL command, the
forward-path is the argument of the RCPT command, and the mail
data is t. - argument of the DATA command. These arguments or.
data objects must be transmitted and held pending the
confirmatioi, communicated by the end of mail data indication
which finalix'su the transaction. The model for this is that
distinct buffers are provided to hold the types of data
objects, that is, there is a reverse-path buffer, a
forward-path buffer, and a mail data buffer. Specific commands

". cause information to be appended to a specific buffer, or cause
one or more buffers to be cleared.

HELLO (HELO)PP This command is used to identify the sender-SMTP to the
receiver-SMTP. The argument field contains the host name of
the sender-SMTP.

The receiver-SMTP identifies itself to the sender-SMTP in

the conmection greeting reply, and in the response to this
command.

MAIL (MAIL)

This command is used to initiate a mail transaction in which

the mail data is delivered to one or more mailboxes. The
argument field contains a reverse-path

The reverse-path consists of an optional list of hosts and
the sender mailbox. Whern the list of hosts is present, it

[Page 161 PostEol

(332)

0,. -. . . ,. i • - - - - - " • , . - - - .i. i



RFC 788November 1981RFC 788Simple mail Transfer Protocol

is a "reverse" source route and indicates that the mail was
relayed through each host on the list (the first host in the
list was the most recent relay). This list is used as a
source route to return non-delivery notices to the sender.
As each relay host adds itself to the beginning of the list.
it must use its name as known in the IPCE to which it is
relaying the mail rather than the IPCE from which the mail
came (if they are different). In some types of error
reporting messages (for example, undeliverable mail
notifications) the reverse-path may be null (see Example 7).

This command clears the reverse-path buffer, the
forward-path buffer, and the mail data buffer; and inserts
the reverse-path information from this command into the.
reverse-path buffer. h

RECIPIENT (RCPT)

This command is used to identify an individual recipient of
the mail data: multiple recipients are specified by multiple
use of this command.

The forward-path consists of an optional list of hosts and a
required destination mailbox. when the list of hosts is
present, it is a source route and indicates that the mail
must be relayed to the next host on the list. If the
receiver-SMTP is does not Implement the relay function it
may user the same reply it would for an unknown local user
(550).-

When mail is relayed, the relay host must remove itself from
the beginning forward-path and put itself at the beginning
of the reverse-path. when mail reaches its ultimate
destination (the forward-path contains only a destination
mailbox), the receiver-SMTP inserts it into the destination
mailbox in accordance with its host mail conventions.

For example, mail received at relay host A with arguments

FROM: <X@Y>
TO :<@A, 08 .COO>

will be relayed on to host B with arguments

FROM: <@A. XOY>

TO: <@8,COD>.
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Ia
This command causes its forward-path argument to be appended
to the forward-path buffer.

DATA (DATA)

The receiver treats the lines following the command as mail
data from the sender. This command causes the mail data
from this command to be appended to the mail data buffer.
The mail data may contain any of the 128 ASCII character
codes.

The mail data is terminated by a line containing only a
period, that is the character sequence "<CRLF>.<CRLF>" (see
Section 4.5.2 on Transparency). This is the end of mail
data indication.

The end of mail data indication requires that the receiver
must now process the stored mail transaction information.
This processing consumes the information in the reverse-path
buffer, the forward-path buffer, and the mail data buffer,
and on the completion of this command these buffers are
cleared. If the processing is successful the receiver must
send an OK reply. If the processing fails completely the
receiver must send a failure reply.

When the receiver-SMTP accepts a message either for relaying
or for final delivery it inserts at the beginning of the
mail data a time stamp line. The time stamp line indicates
the identity of the host that sent the message, and the
identity of the host that received the message (and is
inserting this time stamp), and the date and time the
message was received. Relayed messages will have multiple
time stamp lines.

When the receiver-SMTP makes the "final delivery" of a
message it inserts at the beginning of the mail data a
return path line. The return path line preserves the
information in the <reverse-path> from the MAIL command.
Here, final delivery means the message leaves the SMTP
world. Normally, this would mean It has been delivered to
the destination user, but in some cases it may be further
processed and transmitted by another mail system.

The preceding two paragraphs imply that the final mail data
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sill begin with a return path line, followed by one or more
time stamp lines. These lines will be followed by the mail
data header and body [2). For example:

Return-Path: <@QHI.ODEF,@ABC,JOEOABC>
Mail-From: GHI received by JKL at 27-Oct-81 15:27:39-PST
Mail-From: DEF received by GHI at 27-Oct-81 15:16:13-PST
Mail-From: ABC received by DEF at 27-Oct-81 15:01:59-PST
Date: 27-Oct-81 15:01:01-PST
From: JOEOABC
Subject: Improved Mailing System Installed
To: SAMOJKL

This is to inform you that ...

Special mention is needed of the response and further action
required when the processing following the end of mail data
indication is partially successful. This could arise if
after accepting several recipients and the mail data, the
receiver-SMTP finds that the mail data can be successfullydelivered to some of the recipients, but it cannot be to
others (for example, due to mailbox space allocation
problems). In such a situation, the response to the DATA
command must be an OK reply. But, the receiver-SMTP must
compose and send an "undeliverable mail" notification
message to the originator of the message. Either a single
notification which lists all of the recipients that failed
to get the message, or separate notification messages must
be sent for each failed recipient (see Example 7). All
undeliverable mail notification messages are sent using the
MAIL command (even if they result from processing a SEND,
SOML, or SAML command).

SEND (SEND)

This command is used to initiate a mail transaction in which
the mail data is delivered to one or more terminals. The
argument field contains a reverse-path. This command is
successful if the message is delivered to the terminal.

The reverse-path consists of an optional list of hosts and
the sender mailbox. When the list of hosts is present, it
is a "reverse" source route and indicates that the mail was
relayed through each host on the list (the first host in the
list was the most recent relay). This list is used as a
source route to return non-delivery notices to the sender.
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As each relay host adds itself to the beginning of the list.
it must use its name as known in the IPCE to which it is
relaying the mail rather than the IPCE from which the mail
came (if they are different).

This command clears the reverse-path buffer, the
forward-path buffer, and the mail data buffer; and inserts
the reverse-path information from this command into the
reverse-path buffer.

SEND OR MAIL (SOML) .

This command is used to initiate a mail transaction in which
the mail data is delivered to one or more terminals or
mailboxes. For each recipient the mail data is delivered to
the recipient's terminal if the recipient is active on the

host (and accepting terminal messages), otherwise to the
recipient's mailbox. The argument field contains a
reverse-path. This command is successful if the message is
delivered to the terminal or the mailbox.

The reverse-path consists of an optional list of hosts and
the sender mailbox. When the list of hosts is present, it
is a "reverse" source route and indicates that the mail was
relayed through each host on the list (the first host in the
list was the most recent relay). This list is used as a
source route to return non-delivery notices to the sender.
As each relay host adds itself to the beginning of the list,
it must use its name as known in the IPCE to which it is
relaying the mail rather than the IPCE from which the mail
came (if they are different).

This command clears the reverse-path buffer, the
forward-path buffer, and the mail data buffer: and inserts
the reverse-path information from this command into the
reverse-path buffer.

SEND AND MAIL (SAML)
,1

This command is used to initiate a mail transaction in which
the mail data is delivered to one or more terminals and
mailboxes. For each recipient the mail data is delivered to
the recipient's terminal if the recipient is active on the
host (and accepting terminal messages), and for all 4
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recipients to the recipient's mailbox. The argument field
contains a reverse-path. This command is successful if the
message is delivered to the mailbox.

The reverse-path consists of an optional list of hosts and
the sender mailbox. When the list of hosts is present, it
is a "reverse" source route and indicates that the mail was
relayed through each host on the list (the first host in the
list was the most recent relay). This list is used as a
source route to return non-delivery notices to the sender.
As each relay host adds itself to the beginning of the list,
it must use its name as known in the IPCE to which It is
relaying the mail rather than the IPCE from which the mail
came (if they are different).

This command clears the reverse-path buffer, the
forward-path buffer, and the mail data buffer; and inserts
the reverse-path information from this command into the
reverse-path buffer.

RESET (RSET)

This command specifies that the current mail transaction is
to be aborted. Any stored sender, recipients, and mail data
must be discarded, and all buffers and state tables cleared.
The receiver must send an OK reply.

VERIFY (VRFY)

This command asks the receiver to confirm that the argument
identifies a user. If it is a user name, the full name of
the user (if known) and the fully specified mailbox are
returned.

This command has no effect on any of the reverse-path
buffer, the forward-path buffer, or the mail data buffer.

EXPAND (EXPN)

This command asks the receiver to confirm that the argument
identifies a mailing list, and if so, to return the
membership of that list. The full name of the users (if
known) and the fully specified mailboxes are returned in a
multiline reply.
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This command has no effect on any of the reverse-path
buffer, the forward-path buffer, or the mail data buffer.

HELP (HELP)

This command causes the receiver to send helpful information
to the sender of the HELP command. The command may take an
argument (e.g.. any command name) and return more specific
information as a response.

This command has no effect on any of the reverse-path
buffer, the forward-path buffer, or the mail data buffer.

NOOP (NOOP)

This command does not affect a,,y parameters or previously
entered commands. It specifies no action other than that
the receiver send an OK reply.

This command has no effect on any of the reverse-path
buffer, the forward-path buffer, or the mail data buffer.

QUIT (QUIT)

This command specifies that the receiver must send an OK
reply, and then close the transmission channel.

The receiver should not close the transmission channel until
it receives and replies to a QUIT command (even if there was
an error). The sender should not close the transmission
channel until it send a QUIT command and receives the reply
(even if there was an error response to a previous command).
If the connection is closed prematurely the receiver should
act as if a RSET command had been received (canceling any
pending transaction, but not undoing any previously
completed transaction), the sender should act as if the
command or transaction in progress had received a temporary
error (4xx).

There are restrictions on the order in which these command may
be used.

T;ie first command in a session must be the HELO command.
The HELO command may be used later in a session as well.
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The NOOP, HELP, EXPN, and VRFY commands can bc used at any
time during a session.

The MAIL, SEND, SOML, or SAML commands begin a mail
transaction. Once started a mail transaction consists of
one of the transaction beginning commands, one or more RCPT
commands, and a DATA command, in that order. A mail
transaction may be aborted by the RSET command. There may
be zero or more transactions in a session.

The last command in a session must be the QUIT command. The
OUIT command can not be used at any other time in a session.

4.1.2. COMMAND SYNTAX

The commands consist of a command code followed by an argument
field. Command codes are four alphabetic characters. Upper
and lower case alphabetic characters are to be treated
identically. Thus, any of the following may represent the mail
command;

MAIL Mail mail MaIl mAIl

This also applies to any symbols representing parameter values,
such as "TO' or "to" for the forward-path. Command codes and
the argument fields are separated by one or more spaces.
However, within the reverse-path and forward-path arguments
case is important. ýn particular, in some hosts the user
"rmith" is different from the user 'Smith-.

The argument field consists of a variable length character
string ending with the character sequence <CRLF>. The receiver
is to take no action until this sequence is received.

Square brackets denote an optional argument field. If the
option is not taken, the appropriate default is implied.

p
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The following are the SMTP commands:

HELO <SP> <host> <CRLF>

MAIL <SF> FROM:<revetse-path> <CALF>

IRCPT <SP> TO:<forward-path> <CRLF>

DATA <CRLF>

ASET <CRLF>

SEND <SF> FROM:<roevrse-patIh> <CRLF>

SOML <SP> FROM:<reverse-patli> <CRLF>

SAML <SP> FROM:<reverSe-path> <CRLF>

VRFY <SP> <String> <CRLF>

IEXPN <SP> <String> <CRLF>

HELP [<SP> <String>) <CALF>

NOOP <CRLF>

OUIT <CRLF>
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The syntax of the above argument fields (using BNF notation
where applicable) is given below. The "... notation indicates
that a field may be repeated one or more times.

<reverse-path> :: <path>

<forward-path> ::- <path>

<path> ::= 1 ["0" <host> ," ... ] <mailbox> ">"

<host> ::= <a> <string> I "U" <number> I "V <dotnum> "]"

<mailbox> ::- <user> "0' <host>

<user> ::= <string>

<string> ::= <char> I <Char> <string>

<char> ::= <c> I *\* <c> °\* <s>

<dotnum> ::m <snum> "." <snum> "." <snum> ". <snum>

<number> ::- <d> I <d> <number>

<snum> ::- three digits representing a decimal integer value

in the range 0 through 255

<a> ::- any one of the 52 alphabetic characters A through Z
in upper case and a through z in lower case

<c> :: any one of the 128 ASCII characters except

<specials>

<d> ::i any one of the ten digits 0 through 9

<a> ::- any one of <specials>

<specials> :: , >, '(', ')', *\', ',', ';'. ,
and the control characters (ASCII codes 0 through 37

octal inclusive and 177 octal)

Note that the backslash, '\'. is a quote character, which is
used to indicate that the next character is to be used
literally (instead of its normal interpretation). For example,
"Joe\.Smith" could be used to indicate a single nine character
user field with comma being the fourth character of the field.
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Hosts are generally known by names which are translated to
"addresses in each host. Sometimes a host is not known to the

_ translation function and communication is blocked. To bypass
this barrier two numeric forms are also allowed for host
"names". One form is a decimal integer prefixed by a pound
sign, "#", which indicates the number is the address of the
host. Another form is four small decimal integers separated by
dots and enclosed by brackets. e.g., "[123.255.37.21". which
indicates a 32-bit ARPA Internet Address in four 8-bit fields.

The time stamp line and the return path line are formally
defined as follows:

<return-path-line> ::- "Return-Path:" <SP><reverse-path><CRLF>

<time-stamp-line> ::= "Mail-From:" <SP> <stamp> <CRLF>

<stamp> [<ptcl>] <from-host> <this-host> <daytime>

<ptcl> ::- <protocol> <SP> "host" <SP>

<from-host> :: <host> <SP>

<this-host> : "received by" <SP- <hoatz ;SP•-

<protocol> : :- "TCP" "NCP" I "NITS" I "X25" I "INTERNET"
"ARPANET"

Note: INTERNET = TCP. ARPANET = NCP. and if the <ptcl> is
not present INTERNET is assumed.

<daytime> ::= "at" <SP> <date> <SP> <time>

<date> ::- <dd> "-" <mon> "-" <yy>

<time> ::= <hh> ":" <mm> ":" <s5> "-" <zone>

<dd> ::- the one or two decimal integer day of the month in
the range 1 to 31.

<mom> : :- "JAN" I "FEB" I "MAR" I "APR" I "MAY" I "JUN" I
"JUL" I "AUG" I SEP" I OCT" I "NOV" I"DEC"

<yy> ::- the two decimal integer year of the century in the
range 01 to 99.
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<hh> the two decimal integer hour of the day in the
range 00 to 24.

<mm> ::= the two decimal integer minute of the hour in the
range 00 to 59.

<ss> :: the two decimal integer second of the minute in the
range 00 to 59.

<zone> ::= a time zone designator (as in [2j) or "UT" for

Universal Time (the default).

Return Path Example:

Return-Path: <@CHARLIEOBAKER,JOE@ABLZ>

Mail From Example:

Mail-From: ABC received by XYZ at 22-OCT-81 09:23:59-PDT
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4.2. SMTP REPLIES

Replies to SMTP commands are devised to ensure the synchronization
of requests and actions in the process of mail transfer, and to.
guarantee that the sender-SMTP always knows the state of the
receiver-SMTP. Every command must generate exactly one reply.

The details of the command-reply sequence are made explicit in
Section 5.3 on Sequencing and Section 5.4 State Diagrams.

An SMTP reply consists of a three digit number (transmitted as
three alphanumeric characters) followed by some text. The number
is intended for use by automata to determine what state to enter
next; the text is meant for the human user. It is intended that
the three digits contain enough encoded information that the
sender-SMTP need not examine the text and may either discard it or
pass it on to the user, as appropriate. In particular, the text
may be receiver-dependent, so there are likely to be varying texts
for each reply code. A discussion of the theory of reply codes is
given in the Appendix E. Formally, a reply is defined to be the
sequence: a three-digit code. <SP>, one line of text, and <CRLF>,
or a multiline reply (as defined in Appendix E). Only the EXPN
and HELP command are expected to result in multiline replies in
normal circumstances, however multiline replies are allowed for
any command.
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4.2.1. REPLY CODES BY FUNCTION GROUPSV

500 Syntax error, command unrecognized
[This may include errors such as command line too long]

501 Syntax error in parameters or arguments
502 Command not implemented
503 Bad seq~uence of commands
504 Command parameter not implemented

211 System status. or system help reply
214 Help message

[Information on how to use the receiver or the meaning of a
particular non-standard Command; this reply is useful only
to the human user)

220 <host> Service ready
221 <host> Service closing transmission channel
421 <host> Service not available. closing transmission channel

(This may be a reply to any command if the service knows it
must shut down]

250 Requested mail action okay, completed
251 user not locinl: will forward to <forward-path>
450 Requested mail action not taken: mailbox unavailable

[E.g.. mailbox busy]
550 Requested action not taken: mailbox unavailable

[E.g., mailbox not found, no access]
451 Requested action aborteo. error in processing
551 user not local; please try <forward-path>
452 Requested action not taken: insufficient system storage
552 Requested mail action abortedt exceeded storage allocation -

553 Requested action not taken: mailbox name not allowed
[E.g., mailbox syntax incorrect]

354 Start mail input; end with <CRLF>.<CRLF>
554 Transactio~n failed
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4.2.2. NUMERIC ORDER LIST OF REPLY CODES

211 System status, or system help reply
214 Help message

[Information on how to use the receiver or the meaning of a
particular non-standard command; this reply is useful only
to the human user]

220 <host> Service ready
221 <host> Service closing transmission channel
250 Requested mail action okay. completed
251 user not local; will forward to <forward-path>

354 Start mail input; end with <CRLF>.<CRLF>

421 <host> Service not available, closing transmission channel
[This may be a reply to any command if the service knows it
must shut downi

450.Requested mail action not taken: mailbox unavailable
[E.g., mailbox busy]

451 Requested action aborted: local error in processing
452 Requested action not taken: insufficient system storage

500 Syntax error, command unrecognized
(This may include errors such as command line too long]

501 Syntax error in parameters or argumentE
502 Command not implemented
503 Bad sequence of commands
504 Command parameter not implemented
550 Requested action not taken: mailbox unavailable

[E.g., mailbox not found, no access]
551 User not local; please try <forward-path>
652 Requested mail action aborted: exceeded storage allocation
553 Requested action not taken; mailbox name not allowed

[E.g., mailbox syntax incorrect)
554 Transaction failed

559
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ii
4.3. SEQUENCING OF COMMANDS AND REPLIES

The communication between the sender and receiver is intended to
be an alternating dialogue, controlled by the sender. As ,uch,
the sonder issues a command and the receiver responds with a
reply. The sender must wait for this response before sending
further commands.

One important reply is the connection greeting. Normally, a
receiver will send a 220 "Awaiting input" reply when the".
connection is completed. The sender should wait for this greeting
message before sending any commands. I

Note: all the greeting type replies have the official name of
the server host as the first word following the reply code.

For example.

220 <SP> USC-ISIF <SP> Service ready <CRLF>

The table below lists alternative success and failure replies for
each command. These must be strictly adhered to; a receiver may
substitute text in the replies, but the meaning and action implied
by the code numbers and by the specific command reply sequence
cannot be altered.

COMMAND-REPLY SEQUENCES

Each command is listed with its possible replies. The prefixes
used bofore the possible replies are "P" for preliminary (not
used in SMTP). "I" for intermediate. "S" for success, "F" for
failure, and "E" for error. The 421 reply (service not
available, closing transmission channel) may be given to any
command if the SMTP-receiver knows it must shut down. This
listing forms the basis for the State Diagrams in Section 4.4. '.

CONNECTION ESTABLISHMENT
S: 220
F: 421

HELO
S: 250
E: 500, 501, 504, 421

MAIL
S: 250
F: 552. 451. 462
E: 500, 501, 421

Postel (Page 31]
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RCPT
S: 250, 251
F: 550. 551. 552. 553, 450, 451, 452 -
E: 500. 501. 421

DATA
I: 354 -> data -> S: 250

F: 552, 554. 451. 452
F: 451, 554
E: 500. 501. 421

RSET
S: 250 5 4
E: 500, 501, 504, 421

SEND
S: 250
F: 562. 451, 452
E: 500, 501. 502, 421

SOML
S: 250
F: 552, 451. 452
E: 500. 50L, 502, 421

SAML
S: 250
F: 652, 451, 462
E: 500. 501, 502, 421

VRFY
S: 250
F: 550
E: 500, 501, 502, 504, 421

EXPN
S: 250
F: 650
E: 600, 501, 502. 504, 421

HELP
S: 211, 214
E: 500, 501. 502. 504. 421

NOOP
S: 250
E: 500, 421

QUIT
S: 221
E: 500

[Page 32] Postal
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4.4. STATE DIAGRAMS

Following are state diagrams for a simple-minded SMTP
implementation. Only the first digit of the reply codes is used.
There is one state diagram for each group of SMTP commands. The
command groupings were determined by constructing a model for each
command and then collecting together the commands with
structurally identical models.

For each command there are three possible outcomes: "success"
(S). "failure" (F). and "error" (E). In the state diagrams below
we use the symbol B for "begin", and the symbol W for "wait for
reply".

First, the diagram that represents most of the SMTP commands:
L

1,3 + .... +

------------ >1 E I

+---+ cmd +---+ 2
----- -- +--- +---+" ----------- 1 S I

4.5 +---+
-- - - - - - - - - ---------- >1 F I

This diagram models the commands:

HELO, MAIL, RCPT, ASET. SEND, SOML, SAML. VRFY, EXPN. HELP,

NOOP, QUIT.
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A more complex diagram models the DATA command:

÷---+ DATA +---+ 1,2
SI--------- >1 W I ------------------ >1 E I

÷-----•- +---+- ....... ....-- -- ---

31 14.5 III I.
-- - - -- - - ------ -

---- ---- -- > 1 s I
I --- ----- ----II I

I I I I
V 1.31 12 I

+---+ data +---+ ---------------
--- -- -- > 1 w I F I

+-I------- -------------------------.. >
4.5

Note that the "data" here is a series of lines sent from the
sender to the receiver with no response expected until the last
line is sent.

(Page 341 Postel
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4.5. DETAILS

4.5.1. MINIMUM IMPLEMENTATION

In order to make SMTP workable, the following minimum
implementation is required for all receivers:

COMMANDS -- HELO
MAIL
RCPT
DATA
RSET
NOOP
QUIT

4.5.2. TRANSPARENCY

Without some provision for data transparency the character
sequence "<CRLF>.<CRLF>" ends the the mail text and cannot be
sent by the user. In general, users are not aware of such
"forbidden" sequences. To allow all user composed text to be
transmitted transparently the following procedures are used.

1. Before sending a line of mail text the sender-SMTP checks
the first character of the line. If it is a period, one
additional period is inserted at the beginning of the line.

2. When a line of mail text is received by the receiver-SMTP
it checks the the line. If the line is composed of a single
period it is the end of mail. If the first character is a
period and there are other characters on the line, the first
character is deleted.

The mail data may contain any of the 128 ASCII characters. All
characters are to be delivered to the recipients mailbox
including format effectors and other control characters. The
7-bit ASCII codes are transmitted right justified in 8-bit
bytes (octets) with the high order bits cleared to zero.

In some systems it may be necessary to transform the data as
it is received and stored. This may be necessary for hosts
that use a different character set than ASCII as their local
character set. or that store data in records rather than
strings. if such transforms are necessary, they must be
reversible -- especially if such transforms are applied to
mail being relayed.
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I,

4.5.3. SIZESv m tu ar

There are several objects that have required minimum maximumsizes. That is every implementation must be able to receive .
objects of at least these sizes, but must not send objects
larger than these sizes.-

*TO THE MAXIMUM EXTENT POSSIBLE. IMPLEMENTATION
TECHNIQUES WHICH IMPOSE NO LIMITS ON THE LENGTH .*

* OF THESE OBJECTS SHOULD BE USED.

* $eoe****e* e$$e$eeesee.*e$$$,e$$ee$- $$$$$$$

user

The maximum total length of a user name is 64 characters.

host

The maximum total length of a host name or number is 40
characters.

path

The maximum total length of a reverse-path or
forward-path is 258 characters (including the punctuation
and element separators).

command line

The maximum total length of a command line including the
command word and the <CRLF> is 512 characters.

reply line

The maximum total length of a reply line including the
reply code and the <CRLF> is 512 characters.

text line

The maximum total length of a text line rn;luding the
<CRLF> is 1000 characters (but not counting the leading
dot duplicated for transparency).

[Page 361 Postal
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recipients buffer

The maximum total number of recipients that must be
buffered is 100 recipients.

.o.o. ..... **e .*.*e**..** .oo*...ae**oooa.oo..*e*...***@.•••

* TO THE MAXIMUM EXTENT POSSIBLE. IMPLEMENTATION .
* TECHNIQUES WHICH IMPOSE NO LIMITS ON THE LENGTH *
* OF THESE OBJECTS SHOULD BE USED.

Errors due to exceeding these limits may be reported by using

the reply codes. fo" example:

500 Line too long.

501 Path too long

552 Too many recipients.

552 Too much mail data.

8.
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APPENDIX A

TCP Transport service

The Transmission Control Protocol (3] is used in the ARPA
Internet, and in any network following the US DoD standards for
internetwork protocols.

Connection Establishment

The SMTP transmission channel is a TCP connection established
between the sender process port U and the receiver process port
L. This single full duplex connection is used as the
transmission channel. This protocol is assigned the service
port 25 (31 octal), that is L-25.

Data Transfer

The TCP connection supports the transmission of 8-bit bytes.
The SMTP data is 7-bit ASCII characters. Each character is
transmitted as a 8-bit byte with the high-order bit cleared to
zero.

[Page 381 Postel
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APPENDIX 8

NCP Transport service

The ARPANET Host-to-Host Protocol (4) (implemented by the Network
Control Program) may be used in the ARPANET.

Connection Establishment
The SMTP transmission channel is established via NCP between
Zhe the sender process socket U and receiver process socket L.
The Initi3l Connection Protocol (5] is followed resulting in a
pair of simplex connections. This pair of connections is used
as the transmission channel. This protocol is assigned the
contact socket 25 (31 octal), that is L=25.

Data Transfer

The NCP data connections are established in 8-bit byte mode.
The SMTP data is 7-bit ASCII characters. Each character is
transmitted as a 8-bit byte with the high-order bit cleared to
zero.
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APPENDIX C

NITS

The Network Independent Transport Service 16] may be used.

Connection Establishment

The SMTP transmission channel is established via NITS between
the sender process and receiver process. The sender process
executes the CONNECT primitive, and the waiting receiver
process executes the ACCEPT primitive.

Data Transfer

The NITS connection supports the transmission of 8-bit bytes.
The SMTP data is 7-bit ASCII characters. Each character is
transmitted as a 8-bit byte with the high-order bit cleared to
zero.
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APPENDIX 0

X.25 Transport service

It may be possible to use the X-25 service [7] as provided by the
Public Data Networks directly, but there are indications that it
is too error prone to qualify as a reliable channel. It is
suggested that a reliable end-to-end protocol such as TCP be used
on top of X.25 connections.

r
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APPENDIX E

Tneory of Reply Codes

The three digits of the reply each have a special significance.
The first digit denotes whether the response is good, bad or
incomplete. An unsophisticated sender-SMTP will be able to
determine its next action (proceed as planned, redo, retrench,
etc.) by simply examining this first digit. A sender-SMTP that
wants to know approximately what kind of error occurred (e.g.,
mail system error, command syntax error) may examine the second
digit, reserving the third digit for the finest gradation of
information.

There are five values for the first digit of the reply code:

iyz Positive Preliminary reply

The command has been accepted, but the requested action
is being held in abeyance, pending confirmation of the
information in this reply. The sender-SMTP should send

another command specifying whether to continue or abort
the action.

(Note: SMTP does not have any commands that allow this
type of reply, and so does not have the continue or
abort commands.]

2yz Positive Completion reply

The requested action has been successfully completed. A
new request may be initiated.

3yz Positive Intermediate reply

The command has been accepted, but the requested action

is being held in abeyance, pending receipt of further
information. The sender-SMTP should send another command
specifying this information. This reply is used in
comnmand sequence groups.

4yz Transient Negative Completion reply

The command was not accepted and the requested action did

not occur. However, the error condition is temporary and
the action may be requested again. The sender should

(Paae 421 Postel
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return to the beginning of the command sequence (if any).
It is difficult to assign a meaning to "transient" when
two different sites (receiver- and sender- SMTPs) must
agree on the interpretation. Each reply in this category
might have a different time value. but the sender-SMTP is
encouraged to try again. A rule of thumb to determine if
a reply fits into the 4yz or the 5yz category (see below)
is that replies are 4yz if they can be repeated without
any change in command form or in properties of the sender
or receiver. (E.g., the command is repeated identically
and the receiver does not put up a new implementation.)

Syz Permanent Negative Completion reply

The command was not accepted and the requested action did
not occur. The sender-SMTP is discouraged from repeating
the exact request (in the same sequence). Even some
"permanent- error conditions can be corrected, so the
human user may want to direct the sender-SMTP to
reinitiate the command sequence by direct action at some
point in the future (e.g.. after the spelling has been
changed, or the user has altered the account status).

The second digit encodes responses in specific categories:

xOz Syntax -- These replies refer to syntax errors,
syntactically correct commands that don't fit any
:unctional category, and unimplemented or superfluous
commands.

xiz information -- These are replies to requests for
information, such as status or help.

x2z Connections -- These are replies referring to the
transmission channel.

x3z Unspecified as yet.

x4Z Unspecified as yet.

xlz Mail system -- These replies indicate the status of
the receiver mail system vis-a-vis the requested
transfer or other mail system action.

The third digit gives a finer gradation of meaning in each
category specified by the second digit. The list of replies
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illustrates this. Each reply text is recommended rather thanmandatory, and may even change according to the command with

which it is associated. On the other hand, the reply codes
must strictly follow the specifications in this section.
Receiver implementations should not invent new codes 'or
slightly different situations from the ones described here, but
rather adapt codes already defined.

For example, a command such as NOOP whose successful execution
does not offer the sender-SMTP any new information will return
a 25C reply. The response is 502 when the command requests an
unimplemented non-site-specific action. A refinement of that
is the 504 reply for a commaod that is implemented, but that
requests an unimplemented parameter.

The reply text may be longer than a single line; in these cases

the complete text must be marked so the sender-SMTP knows when it
can stop reading the reply. This requires a special format to
indicate a multiple line reply.

The format for multi-line replies requires that every line.
except the last. begin with the reply code, followed
immediately by a hyphen, "-" (also known as minus), followed by
text. The last line will begin with the reply code, followed
immediately by <SP>. optionally some text, and <CRLF>.

For example:
123-First line
123-Second line

123-234 text beginning with numbers
123 The last line

The sender-SMTP then simply needs to search for the reply code
followed by <SP> at the beginning of a line, and ignore all
preceding lines.
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APPENDIX F

Scenarios

This section presents complete seaiso eea ye fST
sessions. seaiso eea ye fST

A Typical SMTP Transaction Scenario

This SMTP example shows mail sent by Smith at host VSC-ISIF. to
Jones. Green. and Brown at host BBN-UNIX. Here we assume that
host USC-ISIF contacts host BBN-UNIX direCtly. The mail is
accepted for Jones a&id Brown. Green does not have a mailbox at
host 8ON-UNIX.

R: 220 SON-UNIX Simple Mail Transfer Service Ready
S: HELO USC-ISIF
R: 250 BBN-UNIX

S : MAIL FROM:<SmithEAUSC-ISIF>
R: 250 OK

S: RCPT TO:<Jonea@BBN-UNIX>
R: 250 OK

S: RCPT TO:<Greon@BBN-UNIX>
R: 550 No sivch user here

S: RCPT TO:<Brawn@BBN-UNIX>
R: 250 OK

S: DATA
R: 354 Start mail input; end with '<CRLF>.<CRLF>
S: Blah blah blah ..

S:...etc. etc. etc.

S..

R: 250 OK

S: QUIT
R: 221 BBN-UNIX Service clocing transmission channel

S*iScenario 1
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Aborted SMTP Transaction Scenario ri

A: 220 MIT-Multics Simple Mail Transfer Service Ready
S: HELO ISI-VAXA
R: 250 MIT-Multics

S: MAIL FROM:<Smith@ISI-VAXA0-
R : 250 OK

S: RCPT TO:<JonesOMIT-Multics>
R: 250 OK

S: ACPT TO:<OreenOMIT-Multics>
R: 550 No such user here

S: RSET
R: 250 OK

S: QUIT
A: 221 MIT-Multics Service closing transmission channel

Scenario 2
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Relayed Mail Scenario

Step 1 -- Source Host to Relay Host

R: 220 USC-ISIE Simple Mail Transfer Service Ready
S: HELO MIT-Al
SR: 250 USC-iSIE

S: MAIL FROM:<JQPOMIT-AI>
A: 250 OK

S: RCPT TO:<OISIE,JonesfBBN-VAX>
R: 250 OK

S: DATA
R: 354 Start mail input: end with <CRLF>.<CRLF>
S: Date: 2-Nov-81 22:33:44
S: From: John 0. Public <JQP at MIT-AZ>
S: Subject: The Next Meeting of the Board
S: To: Jones at BBN-Vax

S: Bill:

S: The next meeting of the board of directors will be
S; on Tuesday.
S: John.

r S:
R: 250 OK

S: QUIT
R: 221 USC-ISIE Service closing transmission channel

.1

* .2
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Step 2 -- Relay Host to Destination Host

R: 220 BBN-VAX Simple Mail Transfer Service Ready
S: HELO USC-ISZE
A: 250 BBN-VAX

S: MAIL FROM:<OISIE.JQPOMIT-AI>
R: 250 OK

S: RCPT TO:<JonesOBBN-VAX>
R: 250 OK

S: DATA
R: 354 Start mail input; end with <CRLF>.<CRLF>
S: Mail-From: NCP host MIT-Al received by USC-ISlE at

2-Nov-81 22:40:10
S: Date: 2-Nov-81 22:33:44
S: From: John 0. Public <JOP at MIT-AZ>

S: Subject: The Next Meeting of the Board
S: To: Jones at BBN-Vax
S:

S: Bill:
S: The next meeting of the board of directors will be
S: on Tuesday.
S: John.
S:
R: 250 OK

S: QUIT
R: 221 USC-ISXE Service closing transmission channel

Scenario 3
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Verifying and Sending Scenario

R: 220 SU-SCORE Simple Mail Transfer Service Ready
S : HELD MIT-MC
R: 250 SU-SCORE

S: VRFY Crispin
R: 250 mark Crispin <Admin.MRC@SU-SCORE>

S : SEND FR0M:<EAKOMIT-MdC>
R: 250 OK

S: RCPT TO:<Admin.MRCOSU-SCORE>
P: ;550 OK

S: DATA
R: 354 Start mail input; end with <CRLF>.<CSLF>
S: Blath blat' blah ...
S: . ..etc. etc. etc.

R: 2500OK

5: QUIT
A: 221 SU-SCORE Service Closing transmission channel

Scenario 4

------------------------------------------------------------------- -----------
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Sending and Mailing Scenarios

First the user's name is verified, then an attempt is made to
send to the user's terminal. When that fails, the messages is
mailed to the user's mailbox.

--------------------------------------------------------------------------

R: 220 SU-SCORE Simple Mail Transfer Service Ready
S: HELO MIT-MC
R: 250 SU-SCORE

S: VRFY Crispin
R: 250 Mark Crispin <Admin.MRCOSU-SCORE>

S: SEND FROM:<EAKOMIT-MC>
R: 250 OK

S: RCPT TO:<Admin.MRC@SU-SCORE>
R: 450 user not active now

S: RSET
R: 250 OK

S: MAIL FROM:<EAKOMIT-MC>
R: 250 OK

S: RCPT TO:<Admin.MRC@SU-SCORE>
R: 250 OK

S: DATA
R: 354 Start mail input; end with <CRLF>.<CRLF>
S: Blah blah blah...
S: ... etc. etc. etc.
S:
R: 250 OK

S: QUIT
A: 221 SU-SCORE Service closing transmission channel

Scenario 5

I,"
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Doing the preceding scenario more efficiently.

A: 220 SU-SCORE Simple mail Transfer Service Ready
S: HELO MIT-MC
R: 250 SU-SCORE

S: VRFY Crispin
R: 250 Mark Crispin <Admin.MRC@SU-SCORE>

S: SOML FROM:<EAKOMIT-MC>
R: 250 OK

S: RCPT TO:<Admin.MRC@SU-SCORE>
R: 250 user not active now, so will do mail.

S: DATA
R: 354 Start mail input; end with <CRLF>.<CRLF>
5: Blah blah blah...
S: ... etc. etc. etc.
$:
R: 250 OK

S: QUIT
14: 221 SU-SCORE Service Closing transmission channel

Scenario 6

Hi

p_.
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h.

Mailing List Scenario

First each of two mailing lists 6re expanded in separate sessions
with different hosts. Then the message is sent to everyone that
appeared on either list (but no duplicates) via a relay host.

Step I -- Expanding the First List

R: 220 MIT-Al Simple Mail Transfer Service Ready
S: HELO SU-SCORE
R: 250 MIT-Al

S: EXPN Example-People
R: 250-<ABCGMIT-MC>
R: 2S0-Fred Fonebone <FoneboneOlSlO>
R: 250-Xenon Y. Zither <XY7@MIT-AI>
R: 250-Ouincy Smith <@ISIF,Q-SmithOISI-VAXA>
R: 260-<Joeefoo-unix>
R: 250 <xyz~bar-unix>

S: OUlT
R: 221 MIT-Al Service closing transmission channel

I.

[Page 521 Postel

(368)

I.



RFC 788 November 1981
Simple Mail Transfer Protocol

Steo 2 -- Expanding the Second List

R: 220 MIT-MC Simple Mail Transfer Service Ready
S: HELO SU-SCORE

R: 250 MIT-MC

S: EXPN Interested-Parties
R: 250-Al Calico <ABC@MIT-MC>
R: 250-<XYZOMzr-AI>
R: 250-Quincy Smith <OZSIFQ-SmithOISI-VAXA>
R: 250-<fred@BBN-UNIX>
R: 250 <xyz@bar-unix>

S: QUIT
R: 221 MIT-MC Service closing transmission channel

:I
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Step 3 -- Mailing to All via a Relay Host

R: 220 USC-ISIE Simple Mail Transfer Service Ready
S: HELO SU-SCORE
R: 250 USC-ISlE

S: MAIL FROM:<Account.Person@SU-SCORE>
R: 250 OK
S: RCPT TO:<@ISIE,ABC@MIT-MC>
R: 250 OK

S: RCPT TO:<@ISIEFoneboneOTSIQ>
R: 250 OK
S: RCPT TO:<OISIE,XYZ@MIT-AI>
R: 250 OK
S: RCPT TO:<OISIE.OISIF.O-SmithOISI-VAXA>
R: 250 OK
S: RCPT TO:<OISIEJoeOFOO-UNIX>
R: 250 OK
S: RCPT TO:<OISIE,xyzOBAR-UNIX>
R: 250 OK
S: RCPT TO:<DISIE,fred@BBN-UNIX>
R: 250 OK

S: DATA
R: 354 Start mail input; end with <CRLF>.<CRLF>
S: Blah blah blah...
S: ... etc. etc. etc.
S:
R: 250 OK

S: QUIT
R: 221 USC-ISlE Service closing transmission channel

Scenario 7

-- - - - - -------------------------------------------------- --
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Forwarding Scenarios

R: 220 USC-T9IF Simple Mai! Transfer Service Ready
S: HELO LBL-UNIX
R: 250 USC-ISIF

S: MAIL FROM:•mo@LBL-UNIX>
R: 250 OK

S: RCPT TO:<fred@USC-ISIF>
R: 251 user not local; will forward to <JonesOUSC-ISIA>

S: DATA
R: 354 Start mail input; end with <CRLF>.<CRLF>
S: Blah blah blah...
S: ... etc. etc. etc.
S:
R: 250 OK

S: QUIT
R: 221 USC-ISIF Service closing transmission channel

Scenario 8
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--------------------------------------------------------------------------------

Step I -- Trying the Mailbox at the First Host

R: 220 USC-ISIF Simple Mail Transfer Service Ready
S: HELO LBL-UNIX
R: 250 USC-ISIF

S: MAIL FROM:<mo@LBL-UNIX>
R: 250 OK

S: RCPT TO:<fred@USC-ISIF>
R: 25L User not local: will forward to <Jones@USC-ISIA>

S : RSET
R: 250 OK

S: QUIT

R: 221 USC-ISIF Service closing transmission channel

Step 2 -- Delivering the Mail at the Second Host

R: 220 USC-ISIA Simple Mail Transfer Service Ready
S: HELO LBL-UNIX
R: 250 USC-ISIA

S: MAIL FROM:<mO*LBL-UNIX>

R: 250 OK

S: RCPT TO:<Jones*USC-ISIA>
R: OK

S: DATA
R: 354 Start niail input; end with <CRLF>.<CRLF>
S: Blah blah blah...
5: ... etc. etc. etc.
S:
R: 250 OK

S: QUIT"R: 221 USC-ISIA Service closing transmission channel

Scenario 9

----------------------------------------------------- 4
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Too Many Recipients Scenario

--------------------------------------------------------------.---------------- :
R: 220 BERKELEY Simple Mail Transfer Service Ready
S: HELO USC-ISIF
R: 250 BERKELEY

S: MAIL FROM:<PostelOUSC-ISIF>
R: 250 OK

3: RCPT TO:<Iabry@BERKELEY>
R: 250 OK

S: RCPT TO:<ericOBERKELEY>
R: 552 Recipient storage full, try again in another transaction

S : DATA "

R: 354 Start mail input; end with <CRLF>.<CRLF>
S: Blah blah blah...
S: ... etc. etc. etc.
S: .I

R: 250 OK

S: MAIL FROM:<PostelOUSC-ISIF> -'

R: 250 OK

S: RCPT TO:<eric@BERKELEY>
H : 250 OK

S: DATA
R: 354 Start mail input; end with <CRLF>.<CRLF>
S: Blah blah blah...
S: ... etc. etc. etc.
5:
R: 250 OK 4
S: OUIT
R: 221 BERKELEY Service closing transmission channel

Scenario 10

4
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GLOSSARY

ASCII

American Standard Code for Information Interchange [1).

- command

A request for a ma.l service action sent by the sender-SMTP to the

receiver-SMTP.

end of mail data indication

A special sequence of characters that i icates the end of the
mail data. In particular, the five characters carriage return,
line feed, period. carriage return, line feed, in that order.

host

A computer in the internetwork environment on which m&ailbcxes or
SMTP processes reside.

line

A line of text ending with a <CRLF>.

mail data

A sequence of ASCII characters of arbitrary length, which conforms
to the standard set in the Standard for the Format of ARPA Network
Text Messages (RFC 733 [2]).

mailbox

A character string (address) which identifies a user to whom mail
is to be sent. Mail " normally consists of the host and user
specifications. 1;,F. indard mailbix naming convention is defined
to be "user@host". ,.iditionally, the "container" in which mail is
stored.

receiver-SMTP process

A process which trarlsfers mail in cooperation with a sender-SMTP
process. It waitG for a connection to be established via the
transport service. It receives SMTP commands from the
sender-SMTP. sends replies, and performs the specified operations.

(Page 58] Postel
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reply :

A reply is an acknowledgment (positive or negative) sent from
receiver to sender via the transmission channel in response to a
SMTP command. The general form of a reply is a completion code ]
(including error codes) followed by a text string. The codes are
for use by programs and the text is usually intended for human

users.

sender-SMTP process .

A process which transfers mail in cooperation with a receiver-SMTP
process. A local language may be used in the user ithterface
command/reply dialogue. The sender-SMTP initiates the transport
service connection. It initiates SMTP commands, receives replies.
and governs the transfer of mail. A

session

The set of exchanges that occur while the transmission channel is
open. 2

transaction '

The set of exchanges required fo- one message to be transmitted
for one or more recipients.

transmission channel

A full-duplex communication path between a sender-SMTP and a * I

receiver-SMTP for the exchange of commands, replies, and mailtext.

transport service

Any reliable stream-oriented data communication services, For 4

example, NCP, TCP, NITS.

user

A human being (or a process on behalf of a human being) wishing to
obtain mail transfer service. In addition, a recipieit of
computer mail.

Postel (Page 591
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word

A sequence of printing characters.

<CRLF>

The characters carriage return and line feed (in that order).

<SP>

The space character.

(Page 601 Postel
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THE TFTP PROTOCOL
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SUMMARY

TFTP is a very simple protocol used to transfer files. It is from

this 'hat its name comes. Trivial File Transfer Protocol or TFTP. Each

nonterm. il packet is acknowledged separately. This document describes

the protocol and its types of packets. The document also explains the

reasons behind some of the desigeo decisions.
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1. Purpose

TFTP is a simple protocol to transfer files, and therefore was named

the Trivial File Transfer Protocol or TFTP. It has been implemented on

top of the Internet User Datagram protocol (UDP or Datagram) [2] so it

may be used to move files between machines on different networks

implementing UDP. (This should not exlude the possibility of

implementing TFTP on top of other datagram protocols.) It is designed

to be small and easy to implement. Therefore, it lacios most of the

features of a regular FTP. The only thing it can do is read and write

files (or mail) from/to a remote server. It cannot list directories.

and currently has no provisions for user authentication. In common with

other Internet protocols, it passes 8 bit bytes of data.

1 2

Three modes of transfer are currently supported: netascii octet

raw 8 bit bytes; mail, netascii characters sent to a user rather than a

file. Additional modes can be defined by pairs of cooperating hosts.

1

This is ascii as defined in "USA Standard Code for information
Interchange" (11 with the modifications specified in "Telnet Protocol
Specification" (3]. Note that it is 8 bit ascii. The term "netascii"
will be used throughout this document to mean this particular version of
ascii.

2
This replaces the "binary" mode of previous versions of this

document.
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2. Overview of the Protocol

Any transfer begins with a request to read or write a file, which also

serves to request a connection. if the server grants the request, the

connection is opened and the file is sent in fixed length blocks of 512

bytes. Each data packet contains one block of data, and must be

acknowledged by an acknowledgment packet before the next packet can be

sent. A data packet of less than 512 bytes signals termination of a

transfer. If a packet gets lost in the network, the intended recipient

will timeout and may retransmit his last packet (which may be data or an

acknowledgment), thus causing the sender of the lost packet to

retransmit that lost packet. The sender has to keep just one packet on

hand for retransmission, since the lock step acknowledgment guarantees

that all older packets have been received. Notice that both machines

involved in a trar.sfer are considered senders and receivers. One sends

data and receives acknowledgments, the other sends acknowledgments and

receives data.

Most errors cause termination of the connection. An error is

signalled by sending an error packet. This packet is not acknowledged,

and not retransmitted (i.e., a TFTP server or user may terminate after

sending an error message), so the other end of the connection may not

get it. Therefore timeouts are used to detect such a termination when

the krror packet has been lost. Errors are caused by three types of

events: not being able to satisfy the request (e.g., file not found,

access violation, or no such user), receiving a packet which cannot be

explained by a delay or duplication in the network (e.g. an incorrectly

3
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formed packet), and losing access to a ,:oeessary resource (e.g.. disk

full or access denied during a transfer).

TFTP recognizes only one error condition that does not cause

termination, the source port of a received packet being incorrect. In

this case, an error packet is sent to the originating host.

This protocol is very restrictive, in order to simplify

implementation. For example, the fixed length blocks make allocation

straight forward, and the lock step acknowledgement provides flow

control and eliminates the need to reorder incoming data packets.

3. Relation to other Protocols

As mentioned TFTP is designed to be implemented on top of the Datagram

protocol. Since Datagram is implemented on the Internet protocol.

packets will have an Internet header, a Datagram header, and a TFTP

header. Additionally, the packets may have a header (LNI, ARPA header,

etc.) to allow them through the local transport medium. As shown in

Figure 3-1. the order of the contents of a packet will be: local medium

header, if used, Internet header, Datagram header, TFTP header, followed

"by the remainder of the TFTP packet. (This may or may not be data

depending on the type of packet as specified in the TFTP header.) TFTP

does not specify any of the values in the Internet header. On the other

hand, the source and destination port fields of the Oatagram header (its

format is given in the appendix) are used by TFTP and the length field

reflects the size of the TFTP packet. The transfer identifiers (TID's)

(384)
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used by TFTP are passed to the Datagram layer to be used as ports;

therefore they must be between 0 and 65,535. The t;iitialization of

TIC's is discussed in the section on initial connection protocol.

The TFTP header consists of a 2 byte opcode field which indicates the

Packet's type (e.n., DATA, ERROR. etc.) These opcodes and the formats

of the various types of packets are discussed further in the section on

TF1P packets.

Figure 3-1: Order of Headers

Local Medium j Internet I Datagram I TFTP

4. Initial Connection Protocol

A transfer is established by sending a request (WRO to write onto a

foreign file system, or ARO to read from it), and receiving a positive

reply. an acknowledgment packet for write, or the firdt data packet for

read. In general an acknowledgment p&cket will contain the block number

of the data packet being acknowledged. Each data packet has associated

with it a block number; block numbers are consecutive and begin with

one. Since the positive response to a write request is an

"acknowledgment packet, in this special case the block number will be

zero. (Normally, since an acknowledgment packet is acknowledging a data

packet, the acknowledgment packet will contain the block number of the

data packet being acknowledged.) If the reply is an error packet, then

the request has been denied.

(385)
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In order to create a connection, each end of the connection chooses a

TID for itself, to be used for the duration of that connection. The

TID's chosen for a connection should be randomly chosen, so that the

probability that the same number is chosen twice in immediate succession

is very low. Every pac 't has associated with it the two TID's of the

ends of the connection, the source TID and the destination TID. These

TID's are handed to the sup•'rting UDP (or other datagram protocol) as

tht' source and destination ports. A req. stinq host chooses itq source

TID as described above, and sends its initial request to the known TID

69 decimal (105 octal) on the serving host. The response to the

request, under normal operation, uses a TID chosen by the server as its

source TID and the TID chosen for the previous message by the requestor

as its destine.tion TID. The two chosen TID's are then used for the

remainder of the transfer.

As an example, the following shows the steps used to establish a

connection to write a file. Note that WRO, ACK, and DATA are the names

of the write request, acknowledgment, and data types of packets

respectively. The appendix contains a similar example for reading a

file.

1. Host A sends a "WRO" to host B with source- A's TID,
destination= 69.

2. Host B sends a "ACK" (with block number= 0) to host A with
source= B's TID, destination- A's TID.

p6
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At this point the connection has been established and the first data

packet can be sent by Host A with a sequence number of 1. In the next

step. and in all succeeding steps, the hosts should make sure that the

source TID matches the value that was agreed on in steps I and 2. if a

source TID does not match, the packet should be discarded as erroneously

sent from somewhere else. An error packet should be sent to the source

of the incorrect packet, while not disturbing the transfer.

This can be done only if the TFTP in fact receives a Packet with an

incorrect TID. If the supporting protocols do not allow it. this

particular error condition will not arise.

The following example demonstrates a correct operation of the protocol

in which the above situation can occur. Host A sends a request to host

B. Somewhere in the network, the request packet is duplicated, and as a

result two acknowledgments are returned to host A, with different TID's

chosen on host B in response to the two requests. when the first

response arrives, host A continues the connection. When the second

response to the request arrives, it should be rejected, but there is no

reason to terminate the first connection. Therefore, if different TID's

are chosen for the two connections on host B and host A checks the

source TID's of the messages it receives, the first connection can be

maintained while the second is rejected by returning an error packet.

7,
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5. TFTP Packets

TFTP supports five types of packets, all of w;,ich have been mentioned

above:

opcode operution
I Read request i-. )
2 Write request (WRO)
3 Data (DATA)
4 ACktnowledgment (ACK)
5 Error (ERROR)

The TFTP header of a pacKet contains the opcode associated with that

packet.

Figure 5-1: RRQ/WRO packet

2 bytes string I byte string I byte

I Opcode I Filename I 0 I 0 1

PRO and WRQ packets (oocodes I and 2 rt have the format

Shown in Figure 5-1. Tho file ame is a seqi... byies In netascii

terminated by a zero byto. The mode field contains the string

"nttascii", "octet', or "mail' (or any cimibnation of upper and lower

cise, such as 'METASCIZ". NetAscii'. etc.) in netascii indicating the

thr2e modes defined in the protocol. A which receives netascil

mode data must translate the data * L.- rmat. Octet mcde is used

to transfer a file that is ir. the 8-L. .Jr;,jt of the machine from which

the file is boing trars'errod. It is assumed that 3aCh type of machine

has a single 8-bit format. tnat is more common, and that that format is
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chosen. For example, on a DEC-20, a 36 bit machine, this is four 8-bit

bytes to a word with four bits of breakage. If a host receives a octet

file and then returns it. the returned file must be identical to the

original. Mail mode uses the name of a mail recipient in place of a

file and must begin with a WRO. Otherwise it is identical to netascii

mode. The mail recipient string should be of the form *username" or

"usernameghostname'. If the second form is used, it allows the option

of mail forwarding by a relay computer.

The discussion above assumes that both the sender and recipient are

operating in the same mode, but there is no reason that this has to be

the case. For example, one might build a etcrage server. There is no

reason that such a machine needs to translate netascil into its own form

of text. Rather, the sender might send fil-s in netascii, but the

storage server might simply store them without translation in 8-bit

format. Another Such situation is a problem that currently exists on

DEC-20 systems. Neither netascii nor o:tet accesses all the bits in a

word. One might create a special mode for such a machine which read all

the .its in & word. but ir. which the receivor stored the info3rmation in

e-bit fcrmat. When sucn a file is retrieved from the storage ii'.e. it

must be restored to its original form to be useful. su the reverse modv

must also be imolemented. The user site will hav3 to remember some

information to achieve this. ln both of these examples, the request

packetb wou!d specify octet mode to the foreign host, but the locai host

wouId 'jo !n some other node. N~o such machine or appliratlon spdcific

modes havo been bpecified ir TFTP but one would be compt'itle Aith this

iu( iun.
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It is also possible to define other modes for cooperatirg pairs of

hosti. although this must be done with care. There is no requirement

that any other hosts implement these. There is no central authority

that will define these modes or assign them names.

Figure 5-2: DATA packet

2 bytes 2 bytes n bytes

I Opcode I Block • Data I

Data is actually transferred in DATA pacaets depicted in Figure 5-2.

DATA pec-kets (opcode = 3) have a block number and data field. The block

numoers on data packets begin with one and increase by one for e&ch new

block of data. This restriction allowo the program to use a single

number to discriminate between new packets and duplicates. The data

field is from zero to 512 bytes long. If it is 512 bytes long, the

block is not the last hlock of data; if it is from zer-o to 511 bytes

long, it signals the end of the transfer. (See the section on Normal p

Termination for details.)

All packets other than those used for termination are acknowledged

individually unless a timeout occurs. Sending a DATA packet is an

ackdowledgment fir the ACK pncket of the previous DATA packet, The WRO

and DATA pack~tS er • acknowledged by AC. or ERROR packets, while RRO and

7.0
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Figure 5-3: ACK packet

2 bytes 2 bytes

Opcode Block #

ACK packets are acknowledged by DATA or ERROR packets. Figure 5-3

depicts an ACK packet; the opcode is 4. The block number in an ACK

echoes the block number of the DATA packet being acknowledged. A WRO is

acknowledged with an ACK packet having a block number of zero.

Figure 5-4: ERROR packet

2 bytes 2 bytes string I byte

I Opcode I ErrorCode I Err0Mg I 0 I

An ERROR packet (opcode 5) takes the form depicted in Figure 5-4. An

ERROR packet can bn the Acknowledgment of any other type of packet. The

error code is an integer indicating the nature of the error. A table of

values and meanings is given in the appendix. (Note that several error

codes have been added to this version of this document.) The error

* message is intended for human consumption, and should be in netascii.

Like all other strings, it is terminated with a zero byte.

1 (3g9.)
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6. Normal Termination

The end of a transfer is marked by a DATA packet that contains between

0 and 511 bytes of data (i.e. Oatagram length < 516). This packet is

acknowledged by an ACK packet like all other DATA jackets. The host

acknowledging the final DATA packet may terminate its side of the

connection on sending the final ACK. On the other hand, dallying is

encouraged. This means that the host sending the final ACK will wait

for a while before terminating in order to retransmit the final ACK if

it has been lost. The acknowledger will know that the ACK has been lost

if it receives the final DATA packet again. The host sending the last

DATA must retransmit it until the packet is acknowledged or the sending

host times out. If the response is an ACK. the transmission was

completed successfully. If the sender of the data times out and is not

prepared to retransmit any more. the transfer may still have been

completed successfully, after which the acknowledger or network may have

experienced a problem. It is also possible in this czse that the

transfer was unsuccessful. In any case, the connection has been closed.

SPremature Termination

If a request can not be granted, or some error occurs during the

transfer, then an ERROR packet (opcode 5) is sent. This is cnly a

courtesy since it will not be retransmitted or acknowledged, so it mly

never be received. Timeouts must also be used to detect errors.

(32 1
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1. Appendix

Order of Headers

2 bytes

I Local Medium I Internet I Datagram TFTP Opcode

TFTP Formats

Type Op # Format without header
2 bytes string 1 byte string 1 byte

RPO/ 1 01/02 I Filename I 0 I Mode 0

WRQ-------------------------------------------------
2 bytes 2 bytes n bytes

DATA I 03 B 9lock # I Data

2 bytes 2 bytes

ACK I 04 j Block U

2 bytes 2 bytes string I byte

ERROR j 05 f ErrorCode I ErrMsg I 0

j

6 4
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Initial Connection Protocol for reading a file

1. Host A sends a "RRO" to host B with source- A's TID,
destination= 69.

2. Host B sends a "DATA" (with block number- 1) to host A with
source= B's TID, destination= A'S TID.

Error Codes

Value Meaning

0 Not defined, see error message (if any).
1 File not found.
2 Access violation.
3 Disk full or allocation exceeded.
4 illegal TFTP operation.
5 Unknown transfer ID.
6 File already exists.
7 No such user.
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3
Irternet user Datagram Header [2)

Format

o 1 2 3
0123456 7890123456789012345678901

Source Port I Destination Port

Length I Checksum

Values of Fields

Sovrce Port Picked by originator of packet.

Dest. Port Picked by destination machine (69 for RRQ or WRO).

Length Number of bytes in packet after Datagram header.

4
Checksum Reference 2 describes rules for computing checksum.

Field contains zero if unused.

Note: TFTP passes transfer identifiers (TIO's) to the Internet User

Datagram protocol to be used as the source and destination ports.

Io

This has been included o:ily for conenience. TFTP need not be
implemented on top of the sloternet User Oatagram ProtoCo..

4
The implomentor of this 3hvuld Do sure th4.t trij correct algorithm is

used hero.
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INTERNET NAME SERVER

INTRODUCTION

This memo defines the procedure to access an Internet Name Server. Such
a server provides the actual addresses of hosts in the internet when
supplied with a host name. An Internet Name Server is a dynamic
name-to-number translation service.

This server utilizes the User Datagram Protocol (UDP) [21, which in turn
calls on the Internet Protocol (IP) (31.

NAME SYNTAX

It is strongly recommended that the use of host names in programs be
consistent for both input and output across all hosts. To promote such
consistency of the internet level, the following syntax is specified:

The SYNTAX of names as presented to the user and as entered by the user
is;

I NETt REST

where: i
U4

NET is a network name or number as defined in "Assigned Numbers" (1]

"and

RE3r is a host name within that network expressed as a character
string or as a number. When a number is used, it is expressed in

*, decimal and is prefixed with a sharp sign (e.g.. #1234).

Note that this syntax has minimal impact on the allowable character
strings for host names within a network. The only restriction is that
a REST string cannot begin with an exclamation point (!),

The !NET! may be omitted when specifying a host in the local network.
* That is !" indicates the network portion of a name str~ng.

Postel [page 1]
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BASIC NAME SERVER

To aid in the translation of nares to internet addresses, several name
server processes will be provided. The name server process will accept
a name in the above form and will return a name, address pair.

The name server processes will have well-known addresses: addresses that
are constant over long periods of time and published in documents such
as "Assigned Numbers" [1].

A request sent to a name server is sent as a user datagram [2] with the
following content:

+------------+-------------------+---------------------------

I NAME I LENGTH I NAME STRING
SI I

------------- 4--- ---------------------------- +------------

where:

NAME is a one octet code indicating that the following is a name-

LENGTH is a one octet count of the number of octets in the name
string, and

NAME STRING is an ASCII character string of the form ! NET I REST.

A reply to a successful translation is sent as a user datagram with the

following content:

------------------+-------------------------------- ---
-- I I I

I NAME ILENGTH I NAME STRINGI I I
---------- ------------------------------------------------
I I I I
I ADDRESSI LENGTH I INTERNET ADDRESS II I I
------------------- +------------+------------+------------4-----------+

[page 21 Postal-
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where:

ADDRESS is a one octet code indicating that the following is an
internet address,

LENGTH is a one octet count (-4) of the length of the internet

address, and

INTERNET ADDRESS is the internet address.

Actually a particular name might map to several internet addresses. in
this case the response would include a list of internet addresses.

When a name is not fourd, an error is reported via a user datagram as
follows:

---------------- +--------------- +---------- -------------- \\---+

I NAME I LENGTH I NAME STRING

+------------------ -+-------------+----------------------------+-------------+---\\-+

t I I ERROR I
ERROR I LENGTH CODE ERROR STRING

-------------- ---------------------------------------------

where:

ERROR CODE specifies the error.

ERROR STRING explains the error.

Error Codes

The following error codes are defined:

CODE MEANING

0 Undetermined or undefined error
I Name not found
2 Improper name syntax

Communication with a Name Server Process

Communication with a name server process is via user datagrams. User
datagrams do not guarantee reliable communication. Thus, some
requests or replies may be lost.

Postei [page 3]
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The name server process is a transaction oriented process;
furthermore, the nature of the transactions allows them to be
processed in any order and even to be duplicated. This allows the use
of a very simple communication protocol.

If a request is made to tne name server process and no response is
received within a reasonable time, then the requester should make the
request again. This recovers from communication errors which cause
the loss of either the request or the reply.

In order to use this simple strategy, care must be taken to allow
replies to be properly matched with requests. The name server process
does this by including in each reply a copy of the entire request.

The user datagram protocol does provide a checksum for the detection
of errors.

Format

The requests and replies to and from a name server process are encoded
as "items". An item consists of an item-code an item-length and the
item-data. The item-length includes in its count the item-count and
the item-length octets.

Item := Item-Code Item-Length Item-Data

--- ---------------- +------------- +--------- ------------- \\---+

IItem Item IItem
Code 1Length jData

----------------- ---------------------------- -------------

A request is typically one item, and a reply is typically two items.

.-------------------- +-------------+-------------+

IltemCodelltem Lenj... Item Data ,.. J

------- +-------------+-------------.--------------+
I ............ Item Data cont . ........ I

4 -------------------------- +-------------+-------+,

I Item Data cont. jItemCodelItem LenJ
.--------..---------- +-------------+--------------.4

....... . ...... Item Data .. ........
S +~~--- ------------ +-------------------------
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Item Code Value Assignments:

NAME = I

ADDRESS - 2

ERROR = 3

Example

a typical request:

4 ------------------------ +------------
I I 12 I 1 I A I

* +------------+---------4---------------+--------------+

I R I P I A I I I
--------------------- 4--------------+--------------+

I I s I I I B I
------------------------------------ +

and the reply:

+--------------------+--------------+--------------+
I 1 I 12 I I A I

+-------+--------+--------------4---------------+

R P I A I
+---------.4------------+-------------+---------+
I I I S I I I a I

+-------+-----------+--------------+--------------+
2 I 6 I 10 I 3 I

------------4----------+---------+---------+
I 0 I 52 I

+---------+--------------+

Postel (page 5]
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EXTENDED NAME SERVER

3everal extensions have been proposed [4], the following two are
adopted: partially specified names, and a service field.

In the first extension partially specified names are allowed and are
indicated by the use of "wild card" fields cr characters.

Wild Card Field Meaning

All
Local (Same as that of the requestor)

wild Card Character Meaning

Any substring

Examples:

!~!* all hosts on the net of the requestor.

!*!SRI, all hosts with names whose first three characters
are SRI on all nets

In general, there are tnree cases for each of the net and host fields.
Using the symbols N for named network and H for named host the 9 cases
are:

'!+! local net, local host

!-I* local net, all hosts

!-!H local net, named host

t.!- all nets, local host

!*!* all nets, all hosts

!*H all nets, named host

!N!- named net, local host

!N!* named net, all hosts

IN!H named net, named host

[page 6] Postel
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When such a request is processed and the result is more than one

name/address pair, the response is all the pairs.

Examples:

!ARPA!ISI,

response:

!'RPA!ISIA 10 1 0 22

* !ARPA'ISIB 10 3 0 52

!ARPA!ISIC 10 2 0 22

!ARPA!ISIC 10 3 0 22

!ARPA!ISIE 10 1 0 52

2)

* request:

T-!SRI-R202

response:

!ARPAISRI-R202 10 3 0 51

!SF-PR-1!SRI-R2D2 2 0 0 11

" ~3)

request:

•-' !eISIA

response:

!ARPAISIA 10 1 0 22

The second extension is that a third field may b: appended to the name.
rhis is the SERVICE field.

L

Postel [page 71
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NET ! HOST ' SERVICE

To reply to a request of this form the name server must provide the
internet address (net and host), the protocol number, and the port
number.

+----------- --------------------------------- +------------
II II

i NAME LENGTH NAME STRING J

-------------------------------------------------------- --

I ADDRESSI LENGTH I INTERNET ADrqESS
I II

+------+---------+------------+------------+------------+------------+
I I I !2
;PROTOCOLI PORT I
I I I I

+--------+------------+------------.g

Examples:

request:

!ARPA! ISIA!TELNET

responbe:

'ARPA!ISIA!TELNET 10 1 0 22 6 0 23

2)

request:

!ARPA! *!NAME-SERVER

response:

!ARPA!SRI-KL!NAME-SERVER 10 1 0 2 17 42

(page 8! Postel
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This Network Working Group Request for Comments documents the currently
assigned values from several series of numbers used in network protocol
implementations. This RFC will be updated periodically, and in any case
current information can be obtained from Jon Postel. The assignment of
numbers is also handled by Jon. If you are developing a protocol or
application that will require the use of a link, socket, port, protocol,
or network number please contact Jon to receive a number assignment.

Jon Postel
USC - Information Sciences Institute
4676 Admiralty Way
Marina del Rey, California 90291

phone: (213) 822-1511

ARPANET mail: POSTELOISIF

Most of the protocols mentioned here are documented in the RFC series of
notes. The more prominent and more generally used are documented in the
Protocol Handbook 117) prepared by the Network Information Center (NIC).
Some of the items listed are undocumented. In all cases the name and
mailbox of the responsible individual is indicated. In the lists that
follow, a bracketed entry, e.g., (17,iiij. at the right hand margin of
the page indicates a reference for the listed protocol, where t1%, number
cites the document and the "iii" cites the person.
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Network Numbers

ASSIGNED NETWORK NUMBERS

This list of network numbers is used in the internet address [33].
The Internet Protocol (IP) uses a 32 bit address and divides that
address into a network part and a "rest" or local address part. The
division takes 3 forms or classes.

The first type, or class a. of address has a 7-bit network number
and a 24-bit local address. This allows 128 class a networks.

1 2 3
0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1

;01 NETWORK I Local Address
+-+-4-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+4-+.-I-+-+-+-+ A

Class A Address

The second type, or class b. of address has a 14-bit network
number and a 16-bit local address. This allows 16.384 class b
networks.

I 2 3
0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 101234567890123456789012345678901 ++ +÷ + + + +:

1 01 NETWORK I Local Address I

Class B Address

The third type. or class c. of address has a 21-bit network numberand a 8-bit local address. This allows 2,097,152 class c

V. networks.

1 2 3

01234567890123456789012345678901

41 1C NETWORK Local Address IL ~+-+-+-+-+-+-•--+-+-+- ++-+-+-+-++-+-++-+-+-+-+-+-+-+-+ -+-+-+-+-+-+_+

Class C Address

One notation for internet host addresses commonly used divides the
32-bit address into four 8-bit fields and specifies the value of each

4 field as a decimal number with the fields separated by periods. For"r. example, the internet address of ISIF is 010.020.000.052.

This notation will be used in the listing of assigned network

Postel [Page 2]
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numbers. The class a networks will have nnn.rrr.rrr.rrr, the class b
networks will have nnn.nnn.rrr.rrr, and the class c networks will
have nnn.nnn.nnn.rrr, whore nnn represents part or all of a network
number and rrr represents part or all of a local address or rest
field.

Assigned Network Numbers

Class A Netwiorks

Internet Address Name Network References

O0O.rrr.rrr.rrr Reserved [JBP]
0OI.rrr.rrr.rrr BeN-PR BBN Packet Radio Network [DCA2]
002.rrr.rrr.rrr SF-PR-i SF Packet Radio Network (1) [JEM)

*003.rrr.rrr.rrr BBN-RCC BBN RCC Network [5GCC
004.rrr.rrr.rrr SATNET Atlantic Satellite Network (DM11]
005.rrr.rrr.rrr SILL-PR Ft. Sill lacket Radio Network[JEMJ
006.rrr.rrr.rrr SF-PR-2 SF Packet Radio Network (2) [JEM]
OO7.rrr.rrr.rrr CHAOS MIT CHAOS Network (MOON]
008.rrr.rrr~rrr CLARKNET SATNET subriet for Clarksburg[DMllj
009.rrr.rrr.rrr BRAGG-PR Ft. Bragg Packet Radio Net [JEM]
OlO.rrr.rrr.rrr ARPANET ARPANET [17.1.VGC]
011.rrr.rrr.rrr UCLNET University College London [PKJ
012.rrr.rrr.rrr CYCLADES CYCLADES [VOC)

*-013.rrr.rrr.rer Unassigned [JBPJ
014.rrr.rrr.rrr TELENJET TELENET (VGC]
015.rrr.rrr~rrr EPSS British Post Office EPSS [PK]

-- 016.rrr.rrr.rrr DATAPAC DATAPAC (VGC]
017.rrr.rrr.rrr TRANSPAC TRANSPAC [VOC]
018.rrr.rrr.rrr LCSNET MIT LCS Network 143.10.00C2)
019.rrr.rrr.rrr TYMNET TYMNET [VGC]
020.rrr.rrr.rrr DC-PR D.C. Packet Radio Network [VGCJ
021.rrr.rrr.rrr EDN OCEC EON [EC5]
022.rrr.rrr.rrr DIALNET DIALNE1 (26, 16.MRCJ
023.rrr.rrr.rrr MITRE MITRE Cablenet [44.APS]
024.rrr.rrr,rrr BBN-LOCAL BBN Local Network [SGCJ

* 25.rrr.rrr.rrr RSRE-PPSN ASRE / PPSN IB02]
026.rrr.rrr.rrr AUTODIN-11 AUTODIN II [EC5]
027.rrr.rrr.rrr NOSC-LCCN NOSC / LCCN [KTP]
028.rrr.rrr.rrr WIDEBAND Wide Band Satellite Network [CJW2]

*029.rrr.rrr.rrr DCN-COMSAT COMSAT Dist. Comp. Network fOLMI]
030.rrr.rrr.rrr DCN-UCL UCL Dist. Comp. Network [PK)
031.rrr.rrr.rrr BBN-SAT-TEST BBN SATNET Test Network [DM11]

*032.rrr.rrr.rrr UCL-CRI UCL Cambridge Ring 1 [PK]
033.rrr.rrr.rrr UCL-CRZ UCL Cambridge Ring 2 [PK)
034.rrr.rrr.rrr MATNET Mobile Access Terminal Net [DM11]
035.rrr.rrr.rrr NULL UCL/RSRE Null Network [BD2]

Poste 1 (Page 3]
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036.rrr.rrr.rrr SU-NET Stanford University Ethernet !MRC]
037.rrr.rrr.rrr DFCNET Digital Equipment Network [DRLJ
033.rrr.rrr.rrr DECNET-TEST Test Digital Equipment Net (ORL]
039.rrr.rrr.rrr SRINET SRI Local Network [GEOFJ
040.rrr.rrr.rrr CISLNET CISL Multics Network (CH21
041.rrr.rrr.rrr BBN-LN-TEST BBN Local Network TestOed [KTP]
042.rrr.rrr.rrr SINET LLL-Si-NET (EAKI
043.rrr.rrr.rrr INTF'.POST COMSAT INTELPOST [OLM1]
044.rrr.rrr.rrr AMPRNET Amature Radio Experiment Net (HM]
044. rrr.rrr .rrr-126.rrr rrr.rrr Unassigned lJBP]
127.rrr.rrr.rrr Reserved tJBP]

Clas 8 Networks

Internet Address Name Network References

128.000.rrr.rrr Reserved [JBPJ
12S.001.rrr.rrr-128.254.rrr.rrr Unassigned (JBP]
i91.255.rrr.rrr Reserved [JOPI

Class C Networks

Internet Address Name Network References

192.000.001.rrr Reserved [JlP]
192.000.00l.rrr-223.255.254.rrr Unassigned [JBPJ
223.255.255.rrr Reserved [JBP]

Other Reserved Internet Addresses

Internet Address Name Network References

224.000.000.000-255.255.255.255 Reserved [JBP]

Postel [Page 4J
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Internet Version Numbers

ASSIGNED INTERNET VERSION NUMBERS

In the Internet Protocol (IP) [33] there is a field to identify the
version of the internetwork general protocol. This field is 4 bits
in size.

Assigned Internet Version Numbers

Decimal Octal Version References

0 0 Reserved [JBP]
1-3 1-3 unassigned [JBP)

4 4 Internet Protocol [33,J8P]
5 5 ST Datagram Mode (20,JWFJ

6-14 6-16 Unassigned [JGPI
15 17 Reserved (JBP]

I'
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ASSIGNED INTERNET PROTOCOL NUMBERS

In the Internet Protocol (IP) [33] there is a field, called Protocol,
to identify the the next level protocol. This is an 8 bit field.

Assigned Internet Protocol Numbers

Decimal Octal Protocol Numbers References

0 0 Reserved [JBPI
1 i ICMP [53,JBPJ
2 2 Unassigned [JBP,
3 3 Gateway-to-Gateway [48,49,VMSJ
4 4 CMCC Gateway Monitoring Message (18. 19.DFPI
5 5 ST [20.JWFj

6 6 TCP [34.JBPI
7 T UCL [PK]

8 10 Unassigned [JBPI
9 11 Secure (VGCI

10 12 BBN RCC Monitoring [VMS]
11 13 NVP [12.DC]
12 14 PUP (4,EAT3J
13 15 Pluribus ROB2].
14 16 Telenet [RDB2)
15 17 XNET [25.JFH2]
1A 20 Chaos [MOON]
17 21 user Datagram [42,JBP]

1B 22 Multiplexing [13.JBP]
19 23 0CN [(LMI1
2C 24 TAC Monitoring [55.RH6]

21-62 25-76 Unassigned [JBPJ
63 71 any local network (JBPJ

64 100 SATNET and Backroom EXPAK (DM11]

65 101 MIT Subnet Support [NC3)
66-68 102-104 Unassigned [JBPJ

69 105 SATNET Monitoring [9Dwli]

70 106 Unassigned tJBPJ
71 107 Internet Packet Core Utility [DM11)

72-75 110-113 Unassigned (JBPj
76 114 Backroom SATNET Monitoring (DM1.J

77 115 Unassigned [JBPj
78 116 WIDEBAND Monitoring [OMIt]

79 117 WIDEBAND EXPAK [DM11
80--254 120-376 Unassigned [JBPI

255 377 Reserved [JBP]

Postet [Page 6)
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ASSIGNED PORT or SOCKET NUMBERS

Ports are used in the TCP (34J and sockets are used in the AHHP
128,17] to name the ends of logical connections which carry long term
conversations. For the purpose of providing services to unknown
callers a service Contact socket is defined. This list specifies the
port or socket used by the servor process as its contact socket. InZ
the AHHP an Initial Connection Procedure ICP (39.17] is used between
the user process and the server- process to make the initial contact
and establish the long term connections leaving the contact socket .1
free to handle other callers. In the TCP no ICP is necessary since a
port may engage in many simultaneous connections.

To the extent possible these game port assignments are used with UDP
142].

The assigned ports/sockets use a small part of the possible

port/socket numbers. The assigned ports/sockets have all except the
low order eight bits cleared to zero. The low order eight bits are
specified here.

Socket Assignments:

General Assignments:

Decimal Octal Description

0-63 0-77 Network Wide Standard Function
84-131 100-203 Hosts Specific Functions -
132-223 204-337 Reserved for Future Use
224-255 340-377 Any Experimental Function

I'°
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Specific Assignments:

Network Standard Functions

Decimal Octal Description References

1 1 Old Telnet (40,oJP,
3 3 Old File Transfer [27.lt.24.JBP]
5 5 Remote Job Entry [6.17.JBPJ
7 7 Echo [35.JBP]
9 1.1 Discard [32.JBP]
11 13 Who is on or SYSTAT (JBP]
13 15 Date and Time [JBP]
15 17 Who is up or NETSTAT IJBPJ
17 21 Short Text Message (JBPI
19 23 Character generator or TTYTST [31.,JSPJ
21 25 New File Transfer (36.JSP]
23 27 New Telnet f41.JBP]
25 31 SMTP r54,JBP]
27 33 NSW user System w!COMPASS FE [14,RHT)
29 35 MSG-3 ICP [29.RHTI
31 37 MSG-3 Authentication (29,RHT]
33 41 Unassigned (JBP]
35 43 1O Station Spooler (JBP]
37 45 Time Server [22.JBP.
39 47 Unassigned (JBP.
41 51 Graphics (46,17.JBP]
42 52 Name Server [38,JBP]
43 53 Whols [JAKE]
45 55 Message Processing Module (37.JBP]
47 57 NI FTP [50.CJB]
49 61 RAND Network Graphics Conference [30.MO2

51 63 Message Generator Control [52.DFPI
53 65 AUTODIN 17 FTP [21,EC5J
55 67 I5I Graphics Language [3,RB6J
57 71 MTP (45.JBP]
59 73 New MIT Host Status [SWGJ
61-63 75-77 Unassigned IJBPJ

Postel. (Page 8)
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Host Specific Functions

Decimal Octal Description References

65 101 Unassigned [JBPJ
67 103 Datacomputer at CCA [8,JZSJ
69 105 Unassigned [JBP
69 105 Trivial File Transfer [47.KRSI
71 107 NETRJS (EBCDIC) at UCLA-CCN (5,17.RTBJ
73 111 NETRJS (ASCII-68) at UCLA-CCN 5.17.RTBJ
75 113 NETRJS (ASCII-63) at UCLA-CCN [5,17.RTB]
77 115 any private RJE server [JBPI
79 117 Name or Finger (23,17,KLH]
81 121 Unassigned lisp
83 123 MIT ML Device [MOONI
85 125 MIT ML Device (MOON]
87 127 any terminal link [JBPI
89 131 SU/MIT Telnet Gateway (MRCJ
91 133 MIT Dover Spooler (EBMI
93 135 BSN RCC Accounting (OTJ
95 137 SUPOUP [15,MRCJ
97 141 Datacomputer Status [8.JZS]
99 143 CADC - NIFTP via UCL (PLHJ

101 145 NPL - NIFTP via UCL [PLHJ
103 147 BNPL - NIFTP via UCL [PLHJ
105 151 CAMBRIDGE - NIFTP via UCL [PLHJ
107 153 HARWELL - NIFTP via UCL [PLH)
109 155 SWURCC - NIFTP via UCL [PLHJ
111 157 ESSEX - NIFTP via UCL (PLHJ
113 161 RUTHERFORD - NIFTP via UCL [PLH]
115-129 163-201 Unassigned [JBP]
131 203 Datacomputer [8.JZSJ

Reserved for Future Use

Decimal Octal Description References

132-223 204-337 Reserved [JBPJ

Postel (Page 9]
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Experimental Functions

Decimal Octal Description References

224-239 340-357 Unassigned (JBP]
241 361 NCP Measurement (9,JBPJ
243 363 Survey Measurement [2.AV]
245 365 LINK (7,RDOB2
247 367 TIPSRV (RHTJ
249-255 371-377 RSEXEC [51,RHTJ

ASSIGNED LINK NUMBERS

The word "link" here refers to a field in the original ARPANET
Host/IMP interface leader. The link was originally defined as an 8
bit field. Some time after the ARPANET Host-to-Host (AHHP) protocol
was defined and, by now, some time ago the definmition of this field
was changed to "Message-ID" and the length to 12 bits. The name link
now refers to the high oroar 8 bits of this 12 bit message-id field.
The low order 4 bits of the message-ld field are to be zero unless
specifically specified otherwise for the particular protocol used on
that link. The Host/IMP interface is defined in BSN report 1822 (1).

Link Assignments:

Decimal Octal Description Aeferences

0 0 AHHP Control Messages (28,17,JBP]
1 1 Reserved [JlPs
2-71 2-107 AHHP Regular Messages (28,17,JBPJ
72-150 110-226 Reserved lJBP)
151 227 CHAOS Protocol [MOON)
152 230 PARC Universal Protocol [4,EAT3J

.V: 153 231 TIP Status Reporting (JOH]
154 232 TIP Accounting [JOHJ

- 155 233 Internet Protocol (regular) 33,JBPJ
"156-158 234-236 Internet Protocol (experimental) 330JBPJ
159-191 237-277 Measurements [9,VOCJ
192-195 300-303 Unassigned [JlPJ
196-255 304-377 Experimental Protocols lJiP)
224-266 340-377 NVP 112,17,0CJ
248-255 370-377 Network Maintenance [JOH]
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In circuit-switching systems, once a user has at. circuit, the d

communication bandwidth of that circuit is dedicatec. even if it is not
used. When the system saturates, additional circuit set-up requests are
blocked. To allow high precedence users to gain access to circuit
resources, systems such as AUTOVON associate a precedence with each
telephone instrument. Those instruments with high precedence can
pre-empt circuit resources, causing lower precedence users to be cut
off.

In message switching systems such as AUTODIN 1. incoming traffic is
stored on disks (or drums or tape) and processed in order of
precedence. If a high precedence message is entered into the system, it
is processed and forwarded as quickly as possible. When the high
precedence message arrives at the destination message switch, it may
pre-empt the use of the output devices on the switch, interrupting the
printing of a lower precedence message.

In packet switching systems, there is little or no storage in the
transport system so that precedence has little impact on delay for
processing a packet. However. when a packet switching system reaches
saturation, it rejects offered traffic. Precedence can be used in
saturated packet switched systems to sort traffic queued for entry into
the system.U!
In general, precedence is a tool for dec.ding how to allocate resources
when systems are saturated. In circuit switched systems. the resource
is circuits: in message switched systems the resource is the message
switch processor; and in packet switching the resource is the packet
switching system itself.

This capability can be realized in AUTODIN II without adding any new
mechanisms to TCP (except to make precedence of incoming connection
requests visible to the processes which use TCP). To allow pre-emptive
access to a particular terminal, the software (i.e., THP) which supports
terminal access to the TAC can be configured so as to always have a
LISTEN posted for that terminal, even if the terminal has a connection
in operation. For example in the ARPANET TENEX systems, the user TELNET
permits a user to have many connections open at one time - the user can
switch among them at will. To the extent that this can be done without
violating security requirements, one could imagine a multi-connection
THP which always leaves a LISTEN pending for incoming connection
requests. If a connectior is established, the THP can decide, based on
its precedence, whether to pre-empt any existing connection and to
switch the user to the high precedence one.

* If the user is working with several connections of different precedence
at the same time, the THP would close or abort the lowest precedence

Cerf [Page 1]
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connection in favor of the higher precedence pre-empting one. Then the
THP would do a new LISTEN on that terminal's port in case a higher
precedence connection is attempted.

One uf the reasons for suggesting this model is that processes are the
users of TCP (in general) and that TCP itself cannot cause processes to
be created on behalf of an incoming connection request. Implementations
could be realized in which TCPs accept incoming connection requests and.
based on the destination port number, create appropriate server
processes. In terms of pre-empting access to a remote terminal.
however, it seems more sensible to let the process which interfaces the
terminal to the system mediate the pre-emption. If the terminal is not
connected or is turned off. there is no point in creating a process to
serve the incoming high precedence connection request.

For example, suppose a routine FTP is in operation between Host X and
Host V. Host Z decides to do a flash-override FTP to Host X. It opens
a high precedence connection via its TCP and the "SYN" goes out to the
FTP port on Host X.

FTP always leaves one LISTEN pending to pre-empt lower precedence remote
users if `.. cannot serve one more user (and still keep a LISTEN
pending). In this way. the FTP is naturally in a state permitting the
high precedence connection request to be properly served, and the FTP
can initiate any cleaning up that is needed to deal with the
pre-emption.

In general, this strategy permits the processes using TCP to accommodate
pre-emption in the context of the applications they support.

A non-pre-emptable process is one that does not have a LISTEN pending
while it is serving one (or more) users.

The actions taken to deal with pre-emption of TCP connections will be
application-process specific and this strategy of a second (or N+lst)
LISTEN is well suited to the situation.

Pre-emption may also be necessary at the site initiating a high
precedence connection request. Suppose there is a high precedence user
who wants to open an FTP connection request from Host Z to Host X. But
all FTP and/or TCP resources are saturated when this user tries to start
the user FTP process. In this case, the operating system would have to
know about the rrecedence of the user and would have to locally pre-empt
resources on his behalf (e.g., by logging out lower precedence users).
This is a system issue, not specific only to TCP. Implementation of
pra-emption at the source could vary greatly. Precedence may be
associated with a user or with a terminal. The TCP implementation may
locally pre-empt resources to serve high precedence users. The
operating system may make all pre-emption decisions.
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SERVICE MAPPINGS

This mGmo describes the relationship between the Internet
Protocol (IP) [(1 Type of Service and the service parameters of specific
networks.

The IP Type of Service has the following fields:

Bits 0-2: Precedence.
Bit 3: 0 = Normal Delay. I = Low Delay.
Bits 4: 0 a Normal Throughput, 1 - High Throughput.
Bits 5: 0 - Normal Relibility. I - High Relibility.
Bit 6-7: Reserved for Future Use.

0 1 2 3 4 5 6 7
+--+----------------+-- -- 4-- -- +--+--+--

SI I 1 II
P PRECEDENCE I0 D T I R t 0 J 0 III I I I I I -

----------------+--... -+- -----------+-. -------------

111 - Network Control
110 - I-iternetwork Control
1Ul - CRITIC/ECP
100 - Flash Override
011 - Flash
010 - Immediate
001 - Priority
000 - Routine

Thq individual networks listed here have very different and specific
service Choices.

II
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AUTODIN II

The service choices are in two parts; Traffic Acceptance Catagories.
and Application Type. The Traffic Acceptance Catagories can be
mapped into and out of the IP TOS precedence rearonably directly.
The Application types can be mapped into the remaining IP TOS fields
as follows.

TA DELAY THROUGHPUT RELIABILITY

I/A 1 0 0

Q/R 0 0 0
al 0 1 0 .

B2 0 1
DTR TA i

000 Q/R "
001 Q/R "

010 81
O11 82
1O0 I/A
101 I/A
110 I/A

•--. 1 error .

Postel (Page 21
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ARPANET

The service choices are in quite limited. There is one priority bit
that can be mapped to the high order bit of the IP TOS precedence.
The other choices are to use the regular ("Type 0") messages vs. the
uncontrolled ("Type 3") messages, or to use single packet vs.
multipacket messages. The mapping of ARPANET parameters into IP TOS
parameters can be as follows.

Type Size DELAY THROUGHPUT RELIABILITY

0 S 1 0 0
o M 0 0 0
3 S 1 0 0
3 M not allowed

DTR Type Size

000 0 M
001 0 M
010 0 M
Ol 0 M
100 3 S
101 0 S
110 3 S
111 error

Postel [Page 31
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PRNET

There is no priority indication. The two choices are to use the
station routing vs. point-to-point routing, or to require
acknowledgments vs. having no acknowledgments. The mapping of PRNET
parameters into IP TOS parameters can be as follows.

Routing A'k• DELAY THROUGHPUT RELIABILITY

ptp no 1 0 0

ptp yes 1 0 1
station no 0 0 0
station yes 0 0 1

DTR Routing Acks
--- - - - - - -

000 station no
001 station yes
010 station no
011 station yes
100 ptp no
101 ptp yes
110 ptp no
Ill ptp yes

SATNET

There is no priority indication. The four choices are to use the
block vs. stream type, to select one of four delay catagories, to
select one of two holding time strategies, or to request one of three
reliability levels. The mapping of SATNET parameters into IP TOS
parameters can thus quite complex there being 204*203=48 distinct
possibilitics.

References

(1J Postel, J. (ed.), "Internet Protocol - DARPA Internet Program
Protocol Specification," RFC 791, USC/Information Sciences
Institute, September 1981.
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ADDRESS MAPPINGS

Internet Addresses

This memo describes the relationship between address fields used in
the Internet Protocol (IP) [1) and several specific networks.

An Internet address is a 32 bit quantity, with several codings as
shown below.

The first type (or class a) of address has a 7-bit network number and
a 24-bit local address.

1 2 3
0 1 2345 67 89 0 1 2345 6789 0 1 23456789 01

101 NETWORK I Local Address

Class A Address

The second type (or class b) of address has a 14-bit network number
and a 18-bit local address.

1 2 3
01234587890123458789012345878901

I1 01 NETWORK I Local Address I

Class 8 Address

The third type (or class c) of address has a 21-bit network number
and a 8-bit local address.

1 2 3
01234567 8901 23456789012345678901

11 1 01 NETWORK I Local Address I
+-+-+-+-+- j-+-+-+-+-+-+-+.-+-+-+-+-+-+--+-÷-+-+-+-+-+-+-+-+--+-+-+-+

Class C AddressS
The local address car,-ies information to address a host in the
network identified by the network numbor. Since each network has a

Postel [Page 11
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particular address format and length, the following section describes
the mapping between internet local addresses and the actual address
format used in the particular network.

Internet to Local Net Address Mappings

The following transformations are used to convert internet addresses
to local net addresses and vice versa:

AUTODIN 11

The AUTODIN II has 16 bit subscriber addresses which identify
either a host or a terminal. These addresses may be assigned
independent of location. The 16 bit AUTODIN II address is
located in the 24 bit internet local address as shown below.

The network number of the AUTODIN II is 26 (Class A).

------------------
I HOST/TERMINAL I AUTODIN II

+------------------
16

.9-------------------+------------+------------+

I 26 ZERO I HOST/TERMINAL I IP
+-------------------+------------+------------+

8 8 16

Postel [Page 2)
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ARPANET

The ARPANET (with 96 bit leaders) has 24 bit addresses. The 24
bits are assigned to host, logical host. and IMP leader fields
as illustrated below. These 24 bit addresses are used directly
for the 24 bit local address of the internet address. However.

F the ARPANET IMPs do not yet support this form of logical
addressing so the logical host field is set to zero in the
leader.

The network number of the ARPANET is 10 (Class A).
L

---------------------------- +
. HOST ZERO I IMP I ARPANET

8 8 8

-------- +-----------+-----------+-----------+
I 10 I HOST I LH I IMP I IP
+---------+-----------+--------+-----------+

8 8 8 8

DCNs

The Distributed Computing Networks (DCNS) at COMSAT and UCL use
L. 16 bit addresses divided into an 8 bit host identifier (HID),

and an 8 bit process identifier (PlD). The format locates
these 16 bits in the low order 16 bits of the 24 bit internet
address, as shown below.

"The network number of the COMSAT-DCM is 29 (rlass A). and of
the UCL-DCN is 30 (Class A).

'HID PI OCN

---------- +-----------+-. 8 8

* . +----------+-----------+----------+-----------+

I 18 I ZERO I HID I PlO I IP
+---------+-----------+--------+-----------+S8 8 8 8 "

*8
.]

Postel [Page 31
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EON

The Experimental Data Network at the Defense Communication
Engineering Center (DCEC) uses the same type of addresses as
the ARPANET (with 96 bit leaders) and has 24 bit addresses.
The 24 bits are assigned to host, logical host, and IMP leader
fields as illustrated below. These 24 bit addresses are used
directly for the 24 bit local address of the internet address.
However. the IMPs do not yet support this form of logical
addressing so the logical host field is set to zero in the
leader.

The network number of the EDN is 21 (Class A).

+----- ------------------------
I HOST I ZERO I IMP I EON
-------- +------------+------------1-

8 8 8

+------------------+------------+------------.-
I 21 HOST I LH I IMP I IP

+-------------------+------------+------------+
8 8 8 8

LCSNET

The LCS NET at MIT's Laboratory for Computer Science uses 32
bit addresses of several formats. Please see [31 for more
details. The most common format locates the low order 24 bits
of the 32 bit LCS NET address in the 24 bit internet local
address, as shown below.

The network number of the LCS NET is 18 (Class A).

+---------------- ------------
I SUBNET IRESERVEDI HOST I LCSNET

+--------+------------+------------+

8 8 8

+- -----------------------------------
1 18 I SUBNET IRESERVEDI HOST I IP

--------- +------------+--------+------------+
8 8 8 8
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PRNET

The Packet Radio networks use 16 bit addresses. These are
independent of location (indeed the Ihosts may be mobile). The
16 bit PRNET addresses are located in 'he 24 bit internet local
address as shown below.

The network numbers of the PRNETS are:

B8N-PR I (Class A)
SF-PR-1 2 (Class A)
SILL-PR 5 (Class A)
SF-PR-2 6 (Class A)
BRAGG-PR 9 (Class A)
DC-PR 20 (Class A)

+-------------------

I HOST I PRNET
+-------------------

16

+---- ------------ --------------------
I net I ZERO I HOST I IP
+--------+-----------+-----------4-----------+

8 8 16

Postel (Page 5)
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SATNET

The Atlantic Satellite Packet Network has 16 bit addresses for
hosts. These addresses may be assigned independent of location
(i.e.. ground station). It is also possible to assign several
addresses to one physical host. so the addresses are logical
addresses. The 16 bit SATNET address is located in the 24 bit
internet local address as shown below.

The network number of the SATNET is 4 (Class A).

-------------------
I HOST I SATNET
-----------------+

16

S+------------+------------+------------+
1 4 I ZERO I HOST I IP
*-------------------4------------+------------4

8 8 16

U WBCNET

The Wideband Communication Satellite Packet Network (WBCNET)
Host Access Protocol (HAP) has 16 bit addresses for hosts. It
is possible to assign oeveral addresses to one physical host,
so the addresses are logical addresses. Tte 16 bit WBCNET
address is divided into a HAP Number field and a Local Address
field, and is located in the 24 bit internet local address as
shown below. Please see [2) for more details.

The network numbcr "• 01e WBCNET is 28 (Class A).

+-------------------
I HAP NUMI LCL ADDI WBCNET
---------- +------------+

8 8

* +-----------------------4-------------+------------+

I 28 I HAP NUMI ZERO I LCL ADDI IP
4--------------------4------------+------------+

8 8 8 8

Postel (Page 61
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PREFACE

ARPA'S Committee on Computer-Aided Numan Communication
(CAHCOM) wishes to promulgate a standard for the format of ARPA
Network text message (mail) headers which will reasonably meet
the needs of the various message service subsystems on the
Network today. The authors of this document constitute the
CAHCOM subcommittee charged with the task of developing this new
standard.

Essentiully. we specify a revision to ARPANET Request for
Comments (RFC) 561. "Standardizing Network Mail Headers". and RFC
680, "Message Transmission Protocol". This revision removes and
compacts portions of the previous syntax and adds several
features to network address specification. In particular, we
focus on people and not mailboxes as recipients and allow
ý-eference to stored address lists. We expect this syntax to
provide sufficient capabilities to meet most users' immediate
needs and, therefore, give developers enough breathing room to
produce a new mail transmission protocol "properly". We believe
that there is enough of a consensus in the Network community in
favor of such a standard syntax to make possible its adoption at
this time. An earlier draft of this specification was published
as RFC #724, "Proposed Official Standard for the Format of ARPA
Network Messagea' and contained extensive discussion of the
background and issues in ARPANET mail standards.

This specification was developed uver the course of one
year. using the ARPANET mail environment, itself, to provide an
on-going forum for discussing the capabilities to be included.
More than twenty indivi.,-,als, from across the country,
participated in this discussion and we would like to acknowledge
their considerable efforts. The syntax of the standard was
originally specified in the Backus-Naur Form (BNF) meta-language.
Ken L. Harrenstien, of SRI International, was responsible for
re-coding the BNF into an augmented BNF which compacts the
specification and allows increased comprehensibility.

(4• 1)
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Standard for the Format of Text Messages I1. Introduction"

1. INTRODUCTION

'I

This standard specifies a syntax for text messages which are
passed between computer users within the framework of "electronic
mail". The standard supersedes the informal standards sp cified
ifi ARPANET Request for Comments numbers 561, "StandardizingNetwork Mail Headers", and 680, "Message Transmission Protocol".

In this document, a general framework is first described; the
formal syntax is then specified, followed by a discussion of the
semantics. Finally, a number of examples are given.

This specification is intended strictly as a definition of
what is to be passed between hosts on the ARPANET. It is NOTintended to dictate either features which systems on the Network

are expected to support, or user interfaces to message crecting
or reading programs.

A distinction should be made between what the specification
REQUIRES and what it ALLOWS. Messages can be made complex and
rich with formally-structured components of information or can be
kept small and simple, with a minimum of such information. Also,
the standard simplifies the interpretation of differing visual
formats in messages. Thete simplifications facilitate the formal .
specification and indicate what the OFFICIAL semantics are for
messages. Only the visual aspect of a message is affected and I
not the interpretation of information within it. Implementors
may choose to retair such visual distinctions.

(4551I1
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11. FRAMEWORK

Since there are many message systems which exist outside the
ARPANET environment, as well as those within it, it may be useful
to consider the general framework, and resulting capabilities and
limitations, provided by this standard.

Messages are expected to consist of lines of text. No
special provisions are made, at this time, for encoding drawings,
facsimile, speech, or structured text.

No significant consideration has been given to questions of
data compression or transmission/storage efficiency. The
standard, in fact. tends to be very free with the number of bits
consumed. For example, field names are specified as free text,
rather than special terse codes.

A general "memo" framework is used. That Is. a message
consists of some information, in a rigid format, followed by the
main part of the message, which is text and whose format is not
specified in this document. The nyntax of several fields of the
rigidly-formated (*header") section is defined in this
specification; some of the header fields must be included in all
mressages. The syntax which distinguishes between headers is
specified separately from the internal syntax for particular
headers. This separation is intend6d to allow extremely simple
parsers to operate on the overall structure of messages, without
concern for the detailed structure of individual headers.
Appendix B is provided to facilitate c:nstruction of these simple
parsers. In addition to the fields spec'.fied in this document,
it is expected that other fields will gain common use, User-
defined header fields allow system6 to extend their functionality
while maintaining a uniform framework. The approach Is similar
to that of the TELNET protocol, in that a basic standard is
defined which includes a mechanism for (optionally) extending
itself. As necessary, the authors of this document will regulate
the publishing of specifications for these "extension-fields",
through the same mechanisms used to publish this document.

Such a framework severely constrains document tone and
appearance and is primarily useful for most Intra-organization
communications and relatively structured inter-organization
communication. A more robust environment might allow for multi-
font. multi-color, multi-dimension encoding of information. A
less robust environment, as is present in most single-machine
message systems, would more severely constrain the ability to add
fields and the decision to include specific fields. In contrast
to paper-based communication, it is interesting to note that the

(456)
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RECEIVER of a message can exercise an extraordinary amount of
control over the message's appearance. The amount of aotual
control available to message receivers is contingent upon the
capabilities of their individual message systems.

(457)
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111. SYNTAX

This syntax is given in five parts. The first part
describes the notation used in the specification. The second
part describes the base-level lexical analyzers which feed the
higher-level parser described in the succeeding sections. The
third part gives a general syntax for messages and standard
header fields; and the fourth part specifies the syntax of
addresses. A final part specifies some general syntax which
Supports the other sections.

A. NOTATIONAL CONVENTIONS

These specifications are made in an augmented Backus-Naur Form
(BNF). Differences from standard BNF involve the naming of
rules, the indication of repetition and of "local" alternatives.

1. Rule naming

Angle brackets (a". ">") are not used. in general. The name of
a rule is simply the name itself, rather than "<name>'.
Quotation-marks enclose literal text (which may be upper and/or
lower case). Certain basic rules are in uppercase. such as
SPACE. TAB, CRLF, DIGIT, ALPHA, etc. Angle brackets are used in
rule definitions, and in the rest of this document, whenever
their presence will facilitate discerning the use of rule names.

2. Parentheses: Local alternatives

Elements enclosed in parentheses are treated as a single element.
Thus. "(elem (foo / bar) elem)" allows "(elem foo elem)" and
"(elem bar elem)".

3. *cornstructs Repetition

The character "N" preceding an element indicates repetition. The
full form isi

<l>*<m~element

indicating at least <1> and at most <m> occurrences of element.
Default values are 0 and infinity so that "*(element)" allows any
number, including zero; "leelement" requires at least one; and
"l02element" Allows onO or two.

(458)
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A. Notational Conventions

4. <number>element

"<n>(element)" is equivalent to "<n>*<n>(element)": that is,
exactly <n> occurrences of (element). Thus 2DIG1T is a 2-digit
number, and 3ALPHA is a string of three alphabetic characters.

5. # construct: Lists

A construct "#" is defined, similar to -'-, as follows:

<l>#<m>element

indicating at least <1> and at most <m> elements, each separated
by one or more commas V."). This makes the usual form of lists
very easy; a rule such as '(element $(", element))' can be shown
as "l#element". Wherever this construct is used, null elements
are allowed, but do not contribute to the count of elements
present. That is, "(element)..(element)" is permitted, but
counts as only two elements. Therefore, where at least one
element is required, at least one non-null element must be
present.

6. [optional]

Square brackets enclose optional elements; "[foo barj" is
equivalent to "0i(foo bar)".

7. ; Comments

A semi-colon. set off some distance to the right of rule text,

starts a comment which continues to the end of line. This is a
simple way of including useful notes in parallel with the
specifications.

B. LEXICAL ANALYSIS OF MESSAGES

1. General Description

* A message consists of headers and, optionally, a body (i.e. a
series of text lines). The text part is just a sequence of lines
containing ASCII characters; it is separated from the headers by
a null line (i.e.. a line with nothing preceding the CRLF).

(459)
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B. Lexical Analysts

a. Folding and unfolding of headers

Each header item can be viewed as a single, logical line of
ASCII characters. For convenience, the field-body portion of
this conceptual entity can be split into a multiple-line
representation (i.e.. "folded"). The general rule is that
wherever there can be linear-white-spacs (NOT simply LWSP-
chars), a CRLF immediately followed by AT LEAST one LWSP-char
can instead be inserted. (However, a header's name and the
following colon (":"), which occur at the beginning of the
header item, may NOT be folded onto multiple lines.) Thus,
"the single line

To: "Joe Ookes & J. Harvey" <ddd at Host>. JJV at BBN

can be represented as

To: "Joe Ookes& J. Harvey" <ddd at Host>,
JJV at BBN

and

To: "Joe Dokes & -. Harvey"

<ddd at Host>.

JJV at BBN

and

& J. Harvey" <ddd at Host>. IV at BBN

The process of moving from this folded multiple-line

representation of a header field to its single line
representation will be called "unfolding". Unfolding is
accomplished by regarding CRLF immediately followed by a
LWSP-char as equivalent to the LWSP-char.

b. Structure of header fields

Once header fields have been unfolded, they may be viewed as
being composed of a field-name followed by a colon (":"),

followed by a field-body. The field-name must be composed of
printable ASCII characters (i.e., characters which have
values between 33. and 126.. decimal, except colon) and
LWSP-chars. The field-body may be composed of any ASCII
characters (other than an unquoted CRLF. which has been
removed by unfolding).

Certain field-bodies of header fields may be interpreted
according to an internal syntax which some systems may wish
to parse. These fields will be referred to as "structured"
fields. Examples include fields containing dates and

(460)
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B. Lexical Analysis

addresses. Other fields, such as "Subject" and "Comments".
are regarded simply as strings of text.

NOTE: vield-names, unstructured field bodies and structured
field bodies each are scanned by their own, INDEPENDENT
"lexical" analyzer.

c. Field-names

To aid in the creation and reading of field-names, the free
insertion of LWSP-chars is allowed in reasonable places.

Rather than obscuring the syntax specification for field-name
with the explicit syntax for these LWSP-chars. the existence
of a "lexical" analyzer is assumed. The analyzer interprets
the text which comprises the field-name as a sequence of
field-name atoms (fnatoms) separated by LWSP-chars

Note that ONLY LWSO-chars may occur between the fnatoms of a
field-name and that CRLFs may NOT. In addition, comments are
NOT lexically recognized, as such, but parenthesized strings
are legal as part of field-names. These constraints are
different from what is permissible within structured field
bodies. In particular, this means that header field-names
must wholly occur on the FIRST line of a folded header item
and may NOT be split across two or more lines.

d. Unstructured field bodies

For some fields, such as "Subject" and "Comments", no
structuring is assumed; and they are treated simply as texts,
like those in the message body. Rules of folding apply to
these fields, so that such field bodies which occupy several
lines must therefore have the second and successive lines
indented by at least one LWSP-char.

e. Structured field bodies

To aid in the creation and reading of structured fields, the
free insertion of linear-white-space (which permits folding
by inclusion of CRLFs) is allowed in reasonable places.
Rather than obscuring the syntax specifications for these
structured fields with explicit syntax for this linear-
white-space, the existence of another "lexical" analyzer is
assumed. This analyzer does not apply for field bodies which
are simply unstructured strings of text, as described above.
It provides an interpretation of the unfolded text comprising
the body of the field as a requence of lexical symbols.
These symbols are:

- individual special characters
- quoted-strings (461)
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- comments
- atoms

The first three of these symbols are self-delimiting. Atoms
are not; they therefore are delimited by the self-delimiting
symbols and by linear-white-space. For the purposes of re-
generating sequences of atoms and quoted-strings, exactly one
SPACE is assumed to exist and should be used between them.
(Also, in Section %%%.B.3.a. note the rules concerning
treatment of multiple continguous LWSP-chars.)

So, for example, the folded body of an address field

":sysmail"o Some-Host,
Muhammed(I am the greatest)Ali at(the)W8A

is analyzed into the following lexical symbols end types:

":sysmail" quoted string
* special
Some-Host atom

special
Muhammed atom
(I am the greatest) comment
Ali atom
at atom
(the) comment

WBA atom

The cononical representations for the data in these addresses

are the following strings (note that there is exactly one
SPACE between words):

:sysmail at Some-Host

and

Muhammed All at WBA

2. Formal Definitions

The first four rules, below, indicate a mets-syntax for fields,
without regard to their particular type or internal syntax. The
remaining rules define basic syntactic structures which are used
by the rules in Sections III.C. III.D, and III.E.

field = field-name ":" [ field-body ] CALF

field-name = fnatom 0( LWSP-char (fnatom] A

(4432)
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B. Lexical Analysis

fnatom M lo<any CHAR, excluding CTLs, SPACE, and ":">

field-body - field-body-contents ",
[CRLF LWSP-char field-body) I

field-body-contents - <the TELNET ASCII characters making up the
field-body, as defined in the following sections,
and consisting of combinations of atom, quoted-
string, and specials tokens, or else consisting of
texts>

( Octal, Decimal.)
CHArI = <any TELNET ASCII character> ; ( 0-177, 0.-127.)
ALPHA a <any TELNET ASCII alphabetic character>

; (101-132, 65.- 90.)
; (141-172, 97.-122.)

DIGIT = <any TELNET ASCII digit> : ( 60- 71, 48.- 57.)
CTL a <any TELNET ASCII control ; ( 0- 37, 0.- 31.)

character and DEL> ; ( 177. 127.)
CR W <TELNET ASCII carriage return>;( 15, 13.)
LF M <TELNET ASCII linefeed> ( 12, 10.)
SPACE a <TELNET ASCII space> ; ( 40, 32.)
HTAG - <TELNET ASCII horizontal-tab>; ( 11, 9.)
<-> M <TELNET ASCII quote mark> ( 42. 34.)
CRLF a CR LF

LWSP-char - SPACE / HTAS ; semantics - SPACE
linear-white-space l l*([CRLF] LWSP-char) ; semantics - SPACE

; CRLF => foldingI,
specials - (" / ")" / "<" / ">" / "0" ; To use in a word,

/ ", / ";" / ":" / "\ / <"> - word must be a
quote.-string.

delimiters - specials! comment linear-white-space

text - <any CHAR, including bare ; -> atoms, specials,
CR and/or bare LF, but NOT : comments and
including CRLF> ; quoted-strings are

NOT interpreted.

atom - lr<any CHAR except specials and CTLs>

quoted-string - <"> (qtext/quoted-pair) <'> Any number of qtext
* chars or any

quoted char.

qtext - <any CHAR excepting <"' ; -> may be folded
and CR. and including
linear-white-space>

(463)
U.

6A



Standard for the Format of Text Messages 10
III. Syntax

8. Lexical Analysis

comment = "(" *(ctext / comment / quoted-pair) ")"
ctext = <any CHAR excluding "(", ; -> may be folded

")" and CR. and including
linear-white-space>

quoted-pair = "\" CHAR

3. Clarifications

a. "White space"

Remember that in field-names and structured field bodies,
MULTIPLE LINEAR WHITE SPACE TELNET ASCII CHARACTERS (namely
HTABs and SPACEs) ARE TREATED AS SINGLE SPACES AND MAY FREELY
SURROUND ANY SYMBOL. In all header fields, the only place in
wh1.1ch at least one space is REQUIRED is at the beginning of

c3ntinuation lines in a folded field. When passing text to
processes which do not Interpret text according to this
standard (e.g., ARPANET FTP mail servers), then exactly one
SPACE should be used in place of arbitrary linear-white-space
and comment sequences.

WHEREVER A MEMBER OF THE LIST OF <DELIMITER>S IS ALLOWED,
LWSP-CHARS MAY ALSO OCCUR BEFORE AND/OR AFTER IT.

writers of mail-sending (i.e. header generating) programs
should realize that there is no Network-wide definition of

the effect of horizontal-tab TELNET ASCII characters on the
appearance of text at another Network host; therefore, the
use of tabs in message headers, though permitted, is
discouraged.

Note that during transmissions across the ARPANET using
"TELNET NVT connections, data must conform to TELNET NVT
conventions (e.g.. CR must be followed by either LF. making a
CRLF, or <null>, if the CR is to stand alone).9J

b. Comments

Comments are detected as such only within field-bodies of
structured fields. A comment is a set of TELNET ASCII
characters, which is not within a quoted-string and which is
enclosed in matching parentheses; parentheses nest. so that

* if an unquoted left parenthesis occurs in a comment string, 4

there must also be a matching right parenthesis. When a
comment is used to act as the delimiter between a sequence of
two lexical symbols, such as two atoms, it is lexically
equivalent with one SPACE, for the purposes of regenerating
the sequence, such as when passing the sequence onto an FTP
mail server.

"* (464)
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In particular cr-mments are NOT passed to the FTP server, as
part of a MAIL or MLFL command, since comments are not part
of the "formal" address.

If a comment is to be "folded" onto multiple lines, then the
syntax for folding must be adhered to. (See items III.B.i.a,
above, and 1I1B..3.f. below.) Note that Lhe official
semantics therefore do not "see" any unquoted CRLFs which are
in comments, although particular parsing programs may wish to
note their presence. For these programs, it would be
reasonable to interpret a "CRLF LWSP-char" as being a CRLF
which is part of the comment; i.e., the CRLF is kept and the
LWSP-char is discarded. Quoted CRLFs (i.e., a baCkslash
followed by a CR followed by a LF) still must be followed by
at least one LWSP-char.

c. Delimiting and quoting characters

The quote character (backslash) &nd characters which delimit
syntactic units are not, generally, to be taken as data which
are part of the delimited or quoted unit(s). The one
exception is SPACE. In particular, the quotation-marks which
define a quoted-string, the parentheses which define a
comment and the backslash which quotes a following character
are NOT part of the quoted-string, comment or quoted
character. A quotation-mark which is to be part of a
quoted-string. a parenthesis which is to be part of a comment
and a backslash which is to be part of either must eat-h be
preceded by thR quote-character backslash ("\"). Note that
the syntax allows any character to be quoted within a
quoted-string or comment; however only certain characters
MUST be quoted to be included as data. These characters are
those which are not part of the alternate text group (i.e..
ctext or qtext).

A single SPACE is assumed to exist between contiguous words
in a phrase, and this interpretation is independent of the
actual number of LWSP-chars which the creator places between
the words. To include more than one SPACE, the creator must
make the LWSP-chars be part of a quoted-string.

Quotation marks which delimit a quoted string and backslashes
which quote the following character should NOT accompany the
quoted-string when the string is used with processes that do
not interpret data according to this specification (e.g..
ARPANET FTP mail servers).

(465)
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d. Quoted-strings

Where permitted (i.e.. in words in structured fields)
quoted-strings are treated as a single symbol (i.e.
equivalent to an atom, syntactically). If a quoted-string is
to be "folded" onto multiple lines, then the syntax for
folding must be adhered to. (See items III.B.l.a, above, and
III.B.3.f. below.) Note that the official semantics
therefore do not "see" any bare CRLFs which are in quoted-
strings, although particular parsing programs may wish to
note their presence. For these programs, it would be
reasonable to interpret a "CRLF LWSP-char" as being a CRLF
which is part of the quoted-string; i.e., the CRLF is kept
and the LWSP-char is discarded. Quoted CRLFs (i.e., a
backslash followed by a CR followed by a LF) are also subject
to rules of folding, but the presence of the quoting
character (ba-kslash) explicitly indicates that the CRLF is
data to the quoted string. Stripping off the first following
LWSP-char is also appropriate when parsing quoted CRLFs.

e. Bracketing characters

There are three types of brackets which must be well nested:

"o Parentheses are used to indicate comments.

"o Angle brackets ("<" and ">") are generally used
to indicate the presence of at least one machine-
usable code (e.g., delimiting mailboxes).

o Colon/semi-colon (":" and ";") are used in
address specifications to indicate that the
included list of addresses are to be treated as a
group.

f. Case independence of certain specials atoms

Certain atoms, which are represented in the syntax as literal
alphabetic strings, can be represented in any combination of
upper and lower case. These are!

- field-name,
- "Include", "Postal" and equivalent atoms ir a

".:"<atom>":" address specification.
- "at", in a host-indic:'or.

node.
- day-of-week,
- month, and
- zones.

When matching an atom against one of these literals, case is

to be ignored. For example, the field-names "From", "FROM",

(466)
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"from", and even "FroM" should all be treated identically. 4
However, the case shown in this specification is suggested
for message-creating processes. Note that, at the level of
this specification, case IS relevant to otler words and
texts. Also see Section IV.A.l.f. below.

g. Folding long lines

Each header item (field of the message) may be represented on -4
exactly one line consisting of the name of the field and its
body; this is what the parser sees. For readability, it is
recommended that the field-body portion of long header items
be "folded" onto multiple lines of the actual header. "Long"
is commonly interpreted to mean greater than 65 or 72
Characters. The former length is recommended as a limit, but
it is not imposed by this standard.

h. Backspace characters

Backspace TELNET ASCII characters (ASCII BS. decimal 8.) may
be included in texts and quoted-strings to effect
overstriking; however, any use of backspaces which effects an .

overstrike to the left of the beginning of the text or
quoted-string is prohibited.

C. GENERAL SYNTAX OF MESSAGES: j
NOTE: Due to an artifact of the notational conventions,

the syntax indicates that, when present, "Date".
"r omn. "Sender". and "Reply-To" fields must be
in a particular order. These header items must
be unique (occur exactly once). However header
f~eld,, in fact. are NOT required to occur in any
particular order, except that the message body
must occur AFTER the headers. For readability
and ease of parsing by simple systems, it is
recommended that headers be sent in the order
"Date". "From". "Subject", "Sender", "To", "cc",
etc. This specification permits multiple
occurrences of most optional-fields. However,
their interpretation is not specified here, and
their use is strongly discouraged.

The following syntax for the bodies of various fielda should be
thought of as describing each field body as a single long string
(or line). The section on Lexical Analysis (section II.B)
indicates how such long strings can be represented on more than
one line in the actual transmitted message.

1 (467)
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message = fields *( CRLF *text ) ; very;hing after
; first null line
; is message body

fields = date-field Creation tine-stamp
originator--fields ; & author iW',xre
*optional-field ; required: otters

; are all optic •al

originator-fields =
"From . .. mailbox ; Single author

["Reply-To" ":" #address])
/ ( "From" . .. 1#address Multiple authors &

"Sender" .. :1 mailbox ; may have non-mach-
["Reply-To" '¼" #address] ); ine addresses

date-field = "Date" ... date-time

optional-field =
"To" #address

"/ "cc. ... #address
"/ "bcc" ":.. #address ; Blind carbon
"/ "Subject " *text
"/ "Comments" . .. *text
"/ "Message-ID" ":" mach-id Only one allowed
"/ "In-Reply-To"":" #(phrase / mach-id)
/ "References" ":" #(phrase / mach-id)
"/ "Keywords" ": #phrase
/ extension-field ; To be defined in

supplemental
specifications

/ user-defined-field Must have unique
field-name & may
be pre-empted

extension-field = <Any field which is defined in a dccument
published as a formal extension to thia
specification>

user-defined-field - <Any field which has not been defined in
this specification or published as an extension to
this specification; names for such fielos must be
unique and may be preempted by published
extensions> A

(.6
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D. SYNTAX OF GENERAL ADDRESSEE ITEMS

address = host-phrase : Machine mailbox
/ ( [phrase) "<" #address ">") ; Individual / List
/ ( [phrase] ":" #address ";"): Group
/ quoted-string : Arbitrary text

/*(nclude" ; File, w/ addr list"/ "Postal" ; (U.S.) Postal addr/ atom ) ; Extended data type
":" address)

mailbox = host-phrase / (phrase mach-id)

mach-ij = "<" host-phrase '>" ; Contents must never

: be modified!

E. SUPPORTING CONSTRUCTS

host-phrase m phrase host-indicator ; Basic address

host-indicator 1 0*( ("at" / "-") node ) ; Right-most node is

; at top of network; hierarchy: left-
# lost must be host

node = word / 1*DIGIT : Official host or
: network name or
; decimal address

date-time - I day-of-week ".' ] date time

day-of-week - "Monday" / "Mon" / "Tuesday" / "Tue"
"I "Wednesday" / "Wed" / "Thursday" / "Thu"
"I "Friday" / "Fri" / "Saturday" / "Sat"
"I "Sunday" / "Sun"

date 102DIGIT ["-"J month day month year
['-"] (2DIGIT /40IOT) e.g. 20 Aug (19177

month = "January" / "Jan" / "February" / "Feb""/ "March" / "Mar" / "April" / "Apr"
"/ "May" / "June" / "Jun""/ "July" / "Jul" / "August" / "Aug""/ "September" / "Sep" / "October" / "Oct"
"/ "Noiember" / "Nov" / "December" / "Dec"

(469)
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time - hour zone ANSI and Military
; (seconds optional)

hour 2D0IGT [":"] 2DIOIT [ ["] 201GIT
0000100] - 23591591

zone ' ( [-] ( "GMT" Relative to GMT:
North American

/ "NST" / Newfoundland:-3:30
/ "AST" / "ADT ; Atlantic: - 4/ - 3

-"EST" - "EDT" ; Eastern: - 5/ - 4
"/ "CST" / "COT4 ; Central: - 6/ - 5
/ "MST" / "MDT" ; Mountain: - 7/ - 6
/ "PST" / "POT" ; Pacific: - 8/ - 7
"/ "YST" *YOT" Yukon: - 9/ - 8a
"/ HST" I "HOT" Haw/Ala -10/ - 9
/ BST" / "BDT" ; Bering: -11/ -10

IALPHA )) ; Military: Z - OMT;
; A:-i; (J not uced)
; M:-12; N:+i; Y:+L2

/ ( ("+" / "-") 4010IT ) ; Local differential

* hours/min. (HHMM)

phrase l 1'word . Sequence of words.
* Separation seman-

tically - SPACE

word - atom / quoted-string

5 (470) 7t
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IV. SEMANTICS

A. ADDRESS FIEi..DS

1. General

a. The phrase part of a host-phrase in am address specification
(i.e.. the host's amem for the mailbox) is understood to be
whatever the receiving PTP Server allows (for example, TKIMX
systems do not now understand addresses of the form *P. 0.
0. Bach*, but another system might).

Note that a mailbox Is a conceptual entity which does not
necessarily pertain to file storage. For example, some sites
may choose to print mail on their line printer and deliver
the output to the addressee's desk.

An individual may have several mailboxes and a group ofI individuals may with to receive mail as a single unit (i.e.,
a distribution list). The second and third alternatives of
an address list (#address) allow naming a collection of
subordinate addresses list(s). Rleolpient mailboxes are
specified within the bracketed part in)-~ o ~
of such named lists. The use of angle-brackets ("" p)isII intended for the cases of inodividuals with multiple mailboxes
and of special mailbox lists; it is not expected to be nested

more than one level, although the specification allows such
nesting. The use of colon/somi-colon ("j". ;"I) is intended
for the case of groups. Groups can be expected to nest
(i.e., to contain subgroups). For both individuals end
groups, a copy of the transmitti~d massage is to be sent to
EACH mailbox listed. For the case of a special list.

S treatment of addresses is defined in the relevant subseotions
* *. of this section.

b. The Inclusion of bare quoted-strings as addresses (i.e.. the
fourth address-form alternative) is allowed as a syntactic
convenience, but no semantics are defined for their use.
However, it is reasonable, whon replicating an address list,

* to replicate ALL of it$ members, inc3udlng quoted-strings,

C. .:Include:" specifications to-@ used to rofer to one or more
locations containing stored address lists (#address). if
more than one location is referencood, the address part of the
include phrase must be a list (#address) surrounded by
angle-brackets, as per the "Individual / L44to alternative of

* oik **. Con;t~tucrne addrc.,o. mutt rezolve to a Scat-
(471)
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phrase; only they have any meaning within this construct.
The phrase part of indicated host-phrases should contain text
which the referenced host can resolve to a file. This
standard is not a protocol and so does not prescribe HOW data
is to be retrieved from the file. However, the following
requirements are made:

o The file must be accessible through the local
operating system interface (if it exists), given
adequate user access rights; and

o If a host has an FTP server and a user is able
to retrieve any files from the host using that
server, then the file must be accessible through
FTP, using DEFAULT transfer settings, given
adequate user access rights.

It is intended that this mechanism allow programs to retrieve
such lists automatically.

The interpretation of such a file reference follows. This is
not intended to imply any particular implementation scheme,
but is presented to aid in understanding the notion of
including file contents in address lists:

o Elements of the address list part are alternates
"and the contents of ONLY ONE of them are to be
Included in the resultant address list.

o The contents of the file indicated by a member
host-phrase are treated as an address list and
are inserted as an address list (#address) in
the position of the path item in the syntax.
That is. the TELNET ASCII characters specifying
the entire Include <address> is replaced by the
conterti of one of the files to which the host-
phrase(&), of the address list (#address),
refers. Therefore, the contents of each file,
indicated by an include address, must be
syntactically self-contained and must adhere to
the full syntax prescribed herein for an address
list.

d, "sPostal:" specifications are used to indicate (U.S.) postal
addresses, but can be treated the same as quoted-string

4 addresses. To refereice a list of postal addresses, the list
must conform to the "Individual / List" alternative of
<address>. The ":Include:" alternative also is valid.

0. Thq -:' atom 1:" syntax is intended as a general mechanism
for indicating specially data-typed addresses. As with
extension-fields, the authors of this document vriil rogulate
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the publishing of specifications for these extended data-
types. In the absence of defined semantics, any occurrence
of an address in this form may be treated as a quoted-string
address.

f. A node name must be THE official name of a network or a host.
or else a decimal number indicating the Network address for
that network or host, at the time the message is created.
The USE OF NUMBERS IS STRONGLY DISCOURAGED and is permitted
only due to the occasional necessity of bypassing local name
tables. For the ARPANET. official names are maintained by
the Network Information Center at SRI International. Menlo
Park, California.

whenever a message might be transmitted or migrate to a host
on another network, full hierarchical addresses must be
specified. These are indicated as a series of words,
separated by at-sign or "at" indications. The communication
environment is assumed to consist of a collection of networks
organized as independent "trees" except for connections
betwoen the root nodes. That is, only the roots can act as -
gateways between these independent networks. While other
actual connections may exist, it is believed that presuming
this type of organization will provide a reliable method for
describing VALID, if not EFFICIENT, paths between hosts. A
typical full mailbox specification might therefore look like:

Friendly User 0 hosta 0 local-netl 0 major-netq

In the simplest case. a mail-sending host should transmit the
message to the node which is mentioned last (farthest to the
right), strip off that node reference from the specification,
and then pass the remaining host-phrase to the recip.-nt host
(in the ARPANET. its FTP server) for it to process. This
treats the remaining portion of the host-indicator merely as
the terminating part of the phrase.

0 NOTE: When passing any portion of a host-indicator
onto a process which does not interpret data i
according to this standard (e.g., ARPANET
FTP servers). "0* must be used and not "at"
and it must not be preceded or followed by
any LWSP-chars. Using the above example,
the following string would be passed to the
major-netq gateway:

Friendly user0hosta@local-net"

When the sending host has more knowledge of the network
environment, then it should send the message along a more
efficient path, making appropriate changes to the form of the

* host-phrase which it giveb to the recipient host. (
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To use the above specification as an example: If a sending -

hostb also were part of local-net1, then it could send the
message directly to hosta and would give only the phrase
"Friendly User" to hosta's mail-receiving program. If hostb

were part of local-net2, along with hostc, and happened to
know that hosta and hostc were part of another local-net,
then hostb could send the message to hoStc to the address
"Friendly User~hosta".

The phrase in a host-phrase is intended to be meaningful only
to the indicated receiving host. To all other hosts, the
phrase is to be treated as an uninterpreted string. No case
transformations should be (automatically) performed on the
phrase. The phrase is passed to the local host's mail
sending program; it is the responsibility of the destination
host's mail receiving (distribution) program to perform case
mapping on this phrase, if required, to deliver the mail.

2. Originator Fields

WARNING: The standard allows only a subset of the
combinations possible with the From. Sender,

and Reply-To fields. The limitation is
intentional.

a. From

This field contains the identity of the person(s) who wished
this message to be sent. The message-creation process should
default tHis field to bc a single machine address, indicating
the AGENT (person or process) entering the message. If this
is NOT done. the "Sender" field MUST be present; if this IS
done, the "Sender" field is optional.

b. Sender

This field contains the identity of the AGENT (person or
process) who sends the message. It is intended for use when
the sender is not the author of the message, or to indicate
who among a group of authors actually sent the message. If
the contents of the "Sender" field would be completely
redundant with the "From" field, then the "Sender" field need
not be present and its use is discouraged (though still
legal); in particular, the "Sender" field MUST be present
if it is NOT the same as the "From" Field.

The Sender host-phrase includes a phrase which must
correspond to a specific agent (i.e., a human user or a
computer program) rather than a standard address. This
indicates the expectation that the field will identify the
single AGENT (person or process) responsible for sending the
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mail and not simply include the name of a mailbox from which
the mail was sent. For example in the case of a shared login
name, the name, by itself, would not be adequate. The phrase
part of the host-phrase, which refers to this agent, is
expected to be a computer system term, and not (for example)
a generalized person reference which can be used outside the
network text message context.

Since the critical function served by the "Sender" field is
the identification of the agent responsible for sending mail
and Since computer programs cannot be held accountable for
their behavior, is strongly recommended that when a computer
program generates a message, the HUMAN who is responsible for
that program be referenced as part of the "Sender" field
host-phrase. 4

c. Reply-To

This field provides a general mechanism for indicating any
mailoox(es) to which responses are to be sent. Three typical
uses for this feature can be distinguished. Zn the first
case, the author(s) may not have regular machine-based
mailboxes and therefore wish(es) to indicate an alternate 4
machine address. In the second case, an author may wish
additional persons to be made aware of, or responsible for.
responses; responders should send their replies to the
"Reply-To" mailbox(es) listed in the original message. A
somewhat different use may be of some help to "text message
teleconferencing" groups equipped with automatic distrioution
services: include the address of that service in the
"Reply-To" field of all messages submitted to the
teleconference: then participants can "reply" to conference
submissions to guarantee the correct distribution of any
submission of their own.

Reply-To fields are NOT required to contain any machine
addresses (i.e., host-phrases). Note, however, that the
absence of even one valid network address will tend to
prevent software syntems from automatically assisting users
in conveniently responding to mail.

NOTE: For systems which automatically generate address lists for
replies to messages, the following recommendations are made:

"o The receiver, when replying to a message, should
NEVER automatically include the "Sender" host-phrase
in the reply's address list;

" If the "Reply-to" field existe, then the reply
should go ONLY to the addresses indicated in that
field and not to the addresses indicated in the
"From" field. (475)



Standard for the Format of Text Messages 22
IV. Semantics

A. Address Fields

(Extensive examples are provided in Section V.) This
recommendation is intended only for originator-fields and is not
intended to suggest that replies shoAd not also be sent to the
other recipients of this message. It is up to the respective
mail handling programs to decide what additional facilities will
be provided.

3. Receiver Fields

a. To

This field contains the identity of the primary recipients of
the message.

b. cc

This field contains the identity of the secondary recipients
of the message.

0. cc]

This field contains the identity of additional recipients of
the message. The contents of this field are not included in
copies of the message sent to the primary and secondary
recipients. Some systems may choose to include the text of
the *Bcc" field only in the author(s)'s copy, while others
may also include it in the text sent to all those indicated
in the "BSc" list.

a. REFERENCE SPECIFICATION FIELDS

i. Message-ID

This field contains a unique identifier (the phrase) which refers
to THIS version of THIS message. The uniqueness of the message
identifier is guaranteed by the host which generates it. This
identifier is intended to be machine readable and not necessarily
meaningful to humans. A message identifier pertains to exactly
one instantiation of a particular message; subsequent revisions
to the message should each receive a new message identifier.

2. In-Reply-To

The contents of this field identify previous correspondence which
this message answers. Note that if message identifiers are used
in this field, they must use the mach-Ld speoification format.

(476)
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3. References

The contents of this field identify other correspondence which
this message references. Note that if message identifiers
are used, they must use the mach-id specification format.

4. Keywords

This field contains keywords or phrases, separated by commas.

C. OTHER FIELDS AND SYNTACTIC ITEMS

1. Subject

The "Subject" field is intended to provide as much information as
necessary to adequately summarize or indicate the nature of the
message.

2. Comments

Permits adding text comments onto the message without disturbing
the contents of the message's body.

3. Extension-field

A relatively limited number of common fields have bsen defined in
this document. As network mail requirements dictate, additional
fields may be standardized. The authors of this document will
regulate the publishing of such definitions as extensions to the
basic specification.

4. user-defined-field

Individual users of network mail are free to define and use
additional header fields. Such fields must have names which are
not already used in the current specification or in any
definitions of extension-fields, and the overall syntax of these
user-defined-fields must conform to this specification's rules
for delimiting and folding fields. Due to the extension-field
publishing process, the name of a user-defined-field may be pre-
"empted.

(477)
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0. Date$

0. DATES AND TIMES I

If included, day-of-week must be the day implied by the date
specification.

Time zone may be indicated in several ways. The military
standard uses a single character for each zone. "Z" is
Greenwhich Mean Time; "A" indicates one hour earlier, and "M"
indicates 12 hours earlier; "N" is one hour later, and "Y" is 12
hours later. The letter "J" is not used. The other remaining
two forms are taken from ANSI standard X3.51-1975. One allows
explicit indication of the amcunt of offset from GMT; the other
uses common 3-character strings for indicating time zones in
North America.

" - - j

.2

"(78
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V. EXAMPLES

A. AdDRESSES

1. Alfred E. Neuman <Neuman at BBN-TENEXA>

2. NeuEMan@EBN-T.NEXA

These two "Alfred E. Neuman" examples have identical semantics.
as far as the operation of the local host's mail sending
(distribution) program (also sometimes called its "mailer") and
the remote host's FTP server are concerned. In the first
example, the "Alfred E. Neuman" is ignored by the mailer, as
"Neuman at BBN-TENEXA" completely specifies the recipient. The
second example contains no superfluous information, and, again,
"*Neuman§BBN-TENEXA" is the intenided recipient.

3. Al Neuman at BBN-TENEXA

This is identical to "Al Neuman <Al Neuman at B-N-TENEXA>". That
is. the full phrase. "Al Neuman", is passed to the FTP server.
Note that not all FTP servers accept multi-word identifier3; and
some that do accept them will treat each word as a different
addressee (in this case, attempting to send a copy of the message
to "Al" and a copy to "Neuman").

4. "George Lovell. Ted Hackle" <Shared-Mailbox at Office-I>

This form might be used to indicate that a single Mailbox is
shared by several users. The quoted string is ignored by the
originating host's mailer, as "Shared-Mailbox at Office-I"
"completely specifies the destination mailbox.

4. Wilt (the Stilt) Chamberlain at NBAfj

"The "(the Stilt)" is a comment, which is NOT included in the
destination mailbox address handed to the originating system's
mailer. The address is the string "Wilt Chamberlain", with
exactly one space between the first and second words. (The 7
quotation marks are not included.)

(479)
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B. ADDRESS LISTS

Gourmets: Pompous Person <WhoZiWhatZit at Cordon-Bleu>.
Cooks: Childs at WGBH, Galloping Gourmet at

ANT (Australitn National Television):.
Wine Lovers: Cheapie at Discount-Liquors,

Port at Portugal::.p Jones at SEA

This group list example points out the use of comments, the
nesting of groups, and the mixing of addresses and groups. Note
that the two consecutive semi-colons preceding "Jones at SEA"
mean that Jones is NOT a member of the Gourmets group.

C. ORIGINATOR ITEMS

1. Author-sent

George Jones logs into his Host as "Jones". He sends mail
himself.

From: Jones at Host
or

From: George Jones <Jones at Host>

2. Secreta.-y-sent

George Jones logs in as Jones on his Host. His secretary, who
logs in as Secy on Shost sends mail for him. Replies to the mail
should go to George, of course.

From: George Jones <Jones at Host>
Sender: Secy at SHOst

3. Shared directory or unrepresentative directory-name

George Jones logs in as Group at Host. He sends mail himself;
replies should go to the Group mailbox.

From: George Jones <Group at Host>

(480)
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4. Secretary-sent. for user oF shared directory

George Jones' sacretary sends mail for George in his capacity as
a member of Group while logged in as Secy at Host. Replies
should go to Group.

From: George Jones<Group at Host>
Sender: Secy at Host

Note that there need not be a space between "Jonos" and the "<".

but adding a space enhances readability (as is the case in other
examples).

b. Secretary acting as full agent of author
George Jones asks his secretary (Secy at Host) to send a message

for him in his capacity as Group. He wants his secretary to
handle all replies.

From: George Jones <Group at Host>
Sender: Secy at Host
Reply-To: Secy at Host

6. Agent for user without online mailbox

A non-ARPANET user friend of George's, Sarah, is visting.
George's secretary sends some mail to a friend of Sarah in
computer-land. Replies should go to George. whose mailbox is
Jones at Host.

From: Sarah Friendly
Sender: Secy at Host
Reply-To: Jones at Host

7. Sent by member of a committee

George is a member of a committee. He wishes to have any replies
to his message go to all committee members.

From: George Jones
Sender: Jones at Host
Reply-To: Big-nommittee: Jones at Host.

Smith at Other-IHost.
Doe at Somvwhere-Else:

Note that if George had not included himself in the enumeration
of Big-committee, he would not have gotten an implicit reply; the
presence of the "Reply-co" field SUPERSEDES the sending of a
reply to the person named in the "From" fielo.
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8. Example of INCORRECT use

George desires a reply to go to his secretary; therefore his
secretary leaves his mailbox address off the "From" field,
leaving only his name, which is not, itself, a mailbox address.

From: George Jones
Sender: Secy at SHost

THIS IS NOT PERMITTED. Replies are NEVER implicitly sent to the
"Sender"; George's secretary should have used the "Reply-To"
field, or the mail creating program should have forced the
secretary to.

9. Agent for member of a committee

George's secretary sends out a message which was authored jointly
by all the members of the "Big-committee".

From: Big-committee: Jones ,t Host,
Smith at. Other-Host,
Doe at Somewhere-Else;

Sender: Secy at SHost

0. COMPLETE HEADERS

1. Minimum required:

Date: 26 August 1976 1429-EDT
From: Jones at Host

2. Using some of the additional fields:

Date: 26 August 1976 IA30-EDT
From:George Jones<Group at Host>
Sender:Secy at SHOST
To:Al Neuman at MW lost,

Sam Ir',4 at Other-Host

Message-ID: <some string at SHOST>
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3. About as complex as you're going to get:

Date : 27 Aug 1976 0932-POT

From : Ken Davis <KDavis at Other-HoSt>
Subject : Re: The Syntax in the RFC
Sender KSecy at Other-Host
Reply-To : Sam Irving at Other-Host
To : George Jones <Group at Host>.

Al Neuman at Mad-Host
cc Important folk:

Tom Softwood <Balsa at Another-Host>,
Standard Distribution::Include:

</main/davis/people/standard at Other-Host.

"<Jones>standard.dist.3" at Tops-20-Host>.
(The following Included Postal list is part
of Standard Distribution.)
:Postai::Include: Non-net-addrs@Other-host;,
:Postal: "Sam Irving. P.O. Box 001, Las Vegas,

Nevada" (So that he can stay
apprised of the situation)

Comment : Sam is away on business. He asked me to handle
his mail for him. He'll be able to provide a
more accurats explanation when he returns 1
next week.

In-Reply-To: <some string at SHOST>
Special (action): This is a sample of multi-word field-

names, using a range of characters. There
could also be a field-name "Special (info)". j

Message-ID: <4231.629.XYzi-What at Other-Host>
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APPENDIX .

A. ALPHABETICAL LISTING OF SYNTAX RULES

address -host-phrase / quoted-*tring
I(*phrase #< Aaddress"")
/(*phrase :"#address ;)

ALPH I ":"("Include* / "Postal" /atom) :"address)

ALPHA <any TELNET ASCII alphabetic character>
atom -le~any CHAR except specials and CTLs>

CHAR -<any TELNET ASCII character>
comment " -(" *(ctext / comment / quoted-pair) )
CRA <TELNET ASCII carriage return>
CRLF -CR LF .

ctext -<any CHAR excluding "( ),CR. LF and
including linear-white-zpace>

CTL -<any TELNET ASCII control character and DEL> *
date 1 *20I01T I-Jmonth ["-*I (2010IT /40101T)
date-field -"Date" ":0 date-time
date-time [ day-of-week "," I date time
day-of-week u"Monday" / "Mon" / "Tuesday" / "Tue"

"/"Wednesday" / "Wed" / "Thursday" / "Thu"
"/"Friday" / "Fri" / "Saturday" / 0Sat"
"/"Sunday" / "Sun"

delimiters -specials / comment / linear-white-space
DIGIT -<any TELNET ASCII digit>

extension-field - <Any field which is defined in a document
published as a formal extension to this
specification>

field - field-name ""Ifield-body I CRLF

fields a date--field originator-fields *optional-field
field-body - field-body-contents

[CAL.F LWSP-char field-body)
field-body-contents - <the TELNET ASCXI characters making up the

field-body, as defined in the following sections.
and consisting of combinations of atom, quoted--
string, and specials tokens, or else consisting of
texts>

field-niame - fnatom *(LWSP-char (fnatoJ))
fnatom 1 *<any CHAR, excluding CTLs. SPACE, and *:">
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host-indicator - I*( ("at" / "S") node
hhost-phrase - phrase host-indicator

hour - 201131T ("i'J 20101T I 1"t"j 2.)ZOZTI
HTAB a c1ELNET ASCII horixontfll-tabp

LF a <TELNET ASCII llnefised>
linear-whitse-Space * 1.UCRLFJ LWSP-ohar)
LWSP-char - SPACE / ITAB
mach-id -"4" host-Phr~as ")o
mailbox -host-phraSe / (phrase mach-id)
message -fields *(CALF *text)
month *"January" / "Jan' / "rebruary' / wFeb"

"/"Marori" / "Mar" / "April" / "Apr"
/ May" / " Junto. / "Juno
"/"July" / RJul" / *Augusta / "Aug"
"/"September" / *Sep' / 'October" / "Oct"
"/"Novembor" * Nov* / "ecember" "Doc"

modi word / 100101T

optional-field
".To" at" #address
00 /s "c""a address

"/"bcc" ":w #address
/ SubJct" "at" *text
"I"Commnts" "at" *text
"/"Message-ID" "t" mach-id
"/"Zn-Aeply-To*""a #(phrA66 / mach-id)
"/"References" "a" g(phrasee / mach-id)
"/"Keywords" "a" #phrase
/extemsion-field
/user-defined-field

originator-fields a
"Prom"4 "a" mailbox
("Reply--To* at" t#addresol

"/("From" "a" i~addreas
"lender" "a" mailbox
("Reply-To" "a" tUaddressi

phrase a i'word

quotad-pair u "\" CHAR
quoted-string <" e (qtext / quoted-pair)
qtoxt a <Any CHAR except c">, CR. or LF and including

linear-white-space>

EPACE W ICTELNET ASCII space),

text < any CHAR, including bare CR and/'or bare IF, but
NOT Incoluding CALF),
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time - hour zone

user-defined-field < Any field which has not heen defined in
this specification or published as an extension to
this specification; names for such fields must be
unique an& may be preempted by putlished
extoesLonmv-'

word , atom / quotod-string I
zone ( 1-+- / "-") 40TO1T ) -.

/ ( "-" (-(ALPHA
/ OMT" / "NST" / AST" / "ADT" / EST" I "DT".
"/ NCST" / "COT" / "MST" / "MOT" / "PST / "POT"
"/ "YST" / "VOT" / "HST" / "*OT" / "DST" / "BDT" ))

<" - <TELNET ASCII quote mark>

-4
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B. SIMPLE PARSING -

"*"1

Some mail-reading software systems may wish to perform only
minimal processing, ignoring the internal syntax of structured -

field-bodies and treating them the same as unstructured-field- -

bodies. Such software will need only to distinguish:

- Header fields from the message body,
- Beginnings of fields from lines which continue fields.
- Field-names from field-contents.

The abbreviated set of syntactic rules which follows will
suffice for this purpose. They describe a limited view of
messages and are a subset of the syntactic rules provided in the
main part of this specification. One small exception is that the
contents of field-bodies consist only of text:

SYNTAX:

message o field $(CRLF *text)

field Ffield-name ":" field-body) CRLF

field-name br fnatom 0( LWSP-char [fnatomw )

fnatom -oI<any CHAR. excluding CTLs. SPACE, and view o

field-body - d*text (CRLF LWSP-char field-body]x-

SEMANTICS:

*Headers occur before the message body and are terminated by
a null line (i.e.. two contiguous CRLFs).

A line which continues a header field begins with a SPACE orI
HTAB character, while a line beginning a field starts with a
printable character which is not a colon.

A fielmd-nae consists of one or more printable characters
(excluding colon), each separated by one or more SPACES or HTABS.

:1

A ldne whSch containued o hder lie. bern wan SPACer cas
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C/30 PACKET SWITCH

1. INTRODUCTION

This memo describes the performance, function, and cost, of the BBN
C/30 packet switches being used to reconfigure the ARPANET
backbone. Whenever possible, the information furnished in this
memo is based on actual operational experience with the ARPANET
technology.

II. SWITCH PARAMETERS

A. Cost

The C/30 packet switch has a modular physical architecture that

permits variations in the hardware as well as the software
configuration. In particular, the I/O configuration can be

tailored using a mixture of I/O boards and even partial population
of individual I/O boards. j

The basic C/30 packet switch less I/O hardware consists of the
following components:

QTY. PART# DESCRIPTION COST

1 5308 Expanded C/30 processor with 32Kw $18,000
1 5352 2nd 32Kw memory expansion 2,100

$20,100
less 8% government disc -1,608

$18,492
1 30 CPS hardcopy control terminal 1,248

$19,740

The C/30 packet switch can be configured with Pny mix (up to five 5
boards) of the following two types of I/O boards:

PART * DESCRIPTION COST (-8%)

5401 I/O board with 4 1822 ports and
6 bisync ports $4,140

5405 I/O board with 16 HDLC ports $5,428

[Page 1
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The 5401 I/O board is the original IMP 1/O board and is used to
provide 1822 host access ports and H316/516-compatible bisync trunk
ports. The 5405 I/O board provides the capability of interfacing
bit-stuffed (HOLC framing and transparency) hosts and trunks.

Each I/O board must also be populated with line adapters consonant
with the actual number and type of hosts and trunks to be attached.
The adapters that are available for the 5401 board service
individual ports, while the ones for the 5405 service a group of
eight ports. The li adapters relevant to this memo are:

PART # DESCRIPTION COST (-8%)

5442 Adapter for single 1822 host on 5401 board $276
5443 Adapter for single MIL 188-114 bisyne line

on 5401 $230
5424 Adapter for eight MIL 188-114 bit-stuffed

lines on 5405 $736

The C/30 packet switch is designed to be mounted in a standard
19-in. rack, with a maximum of 2 C/30s per rack. The cost of a
rack is S1288.

The above information is sufficient to derive the cost of any C/30
configuration. For illustrative purposes, we have produced three
sample configurations.

CONFIGURATION A: IMP with 4 HDH (HDLC) ho ts and 3 bit-stuffed
synchronous trunks:

QTY. PART COST (-8%)
--- -- -- - - -- -

I Basic IMP $19,740
1 5405 1/O board 5,428
1 542X line adapter (8 lines) for HDH and trunk 736
1 Rack 1.288

$27,192

[Page 2 ]
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CONFIGURATION 8: IMP with 2 1822 hosts and 3 bisync trunks:

OTY. PART COST (-8%)

I Basic IMP $19,740
1 5401 1/O board 4,140
2 5442 1822 adapter for host 552
3 5433 line adapter (1 line) for trunk 690
1 Rack 1,288

$26,410

CONFIGURATION C: IMP with 6 1822 hosts. 20 HOH hoSts. 3 VDH
hosts, and 8 bit-stuffed synchronous trunks.

QTY. PART COST (-8%)

1 Basic IMP $19,740
2 5401 I/O board 8,280
2 5405 I/O board 10,856
6 5442 1822 adapter for host 1,656
4 542X line adapter (8 lines) for HDil and trunk 2,944
3 5433 line adapter (I line) for VOH 690
1 Rack 1,288

$45,454

There is also a TEMPEST/HEMP option for the C/30 packet switch.
This option is being developed under contract to DCA. we have
estimated the additional ccost per C/30 in production quantities to
be about $20,000.

All prices are based upon the currerit Requirements Contract with

DECCO.

B. Performance

1. Throughput

A C/30 has been measured processing 300 packets/second (for tandem
traffic, where 1 packet processing includes input on one trunk and
output on another). The measurement also determined that the
limitation was not CPU capacity, but interrupt response time for
the emulated H316 1/0 structure. We are implementing a new
buffered I/0 structure in firmware which will eliminate virtuelly
all I/O latency constraints from the softwaro. we have estimated
the capacity of the C/30 under these improved conditions to be in
the neighborhood of 500 packets/second.

(Pagu 3
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we have alsf, measured origine.ting and arriving throughput capacitý
for host traffic, and it was subject to the limitations of the
trunk capacity, which are in turn governed by the latency
constraints described above. Individual host traffic streams have
been measured in excesn of 100 packets/second full duplex (100
packets in each ctrection simultaneousl".)

2. Odlay

An integral aspect of the ARPANET routinn algorithm is a continuous
measurement of tie Uelay exyer-enced b, packets as they traverse
each packet switch. The a orithm cznputes the delay frorl when a
packet is first received at a switch to wher, it is received at each
one of its neighbors via the irterswitch trunks. This delay has
four components: pacIket p-ocessing, quaueing, transmission, and
propagation. The propagation dela', is purely a function of the
speod-of-light distance to the next switch. The transmission delay
is purely a function of the speed of the trunk and the size of the
packet. The queueing delay is purely a function of the number and
si7e of the preceding packets and is governed by traffic loading.
The pocket processing delay is the only component that is a
function of the packet switch capacity, and can be computed by
suDtracting off the other three components from measured values.

In practice, only the propaghtion delay can be directly computed.
Transmission delay must De computed using average packet sizes.
Quvueeln and processing delay c&nnot be easily separated, except by
examining paths that are known to carry little traffic and heice
pre.,umably experience no queueing delay. Ar 9 lower bound, we have
measured pure processing delay of less t ' millisecond, at

nodes with know., low trtffic flows. For a typical
measurement from the DE( to the LINCOLN " ARPANET was

6. milliseconds, of which .8 ms are t' Aation delay
usad by the routing algorithm. This 1, r
transmission, queueing, and procensing. peed is 50 kb,
and even a 0 data-bit pncket consumes 3. transmission
delay, (a 200 data-bit pack t consumes 7. . and a maximum 1008
data-bit packet 23.8 me.). As another example, the average delay
from NPS to SCOTT. probeb] the most highly loaded path in the
AAFPANET. was 32 ma., of whi,.t 14,4 ms. were purely propagation
dolay, leaving 17.6 me. f,,r the sum of transmissior;, queueirg. and
proceCssing.

Since the processing of tandem traffic is carried out mostly by
processes at the highest priority lo'- -'e processing delay is
ortly a ovook funrtion of CPU loar'in(, r., •her (host) traffic. A
confirvative figuro for procea g u, 1-2 me. for a light to
moderately 7oaded switch a&d 2 M,' a heavi'y loaded one.
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C. Configuration

The maximum configuration of a C/30 packet switch is governed by
the number and type of 1/O boards as described in II-A. The C/30
chassis will accommodate a maximum of five 1/O boards. If these 4
boards are all HDLC (5405 type), this yields a maximum of 16 x 5 -
80 ports for vue as host or trunk lines. On the other hand, if
the boards are all 5401 type. that yields a maximum of 4 x 5 - 20
1a22 host ports and 6 x 5 - 30 VDH or trunk ports. Of course
combinations of the two board types are also possible.

0. Transmission Comstraints I

1. Transmission Speed .

The C/30 packet switch currently supports synchronous full-duplex
lines from 4.8 to 230 Kb. Operation at line speeds in excess of
100 Kb is currently marginal at higher loads due to the latency
constraints inherited from the H316 architecture. The new firmware
buffered I/O structure will eliminate this constraint and will
permit the C/30 to c-perate the > 100 Kb lines subject only to
overall packet processing capacity.

2. Propagation Delay

High-propagation dAlay lines require an acknowledgement window
sufficiontly larqe to accommodate a full round-trip's time worth of
oackets. The link protocol permits up to 128 packets in flight
simultaneously, arid follows the ARPANET technique of usinq *
independent acknowledgement channels so that on.y atissod packets 1
are rQtranamittel. .i

It should be noted that while the link protocols arc designed to
take full advantage of the bandwidth of high-propagation delay
lines. the routing algorithm will nonetheless continue to select
the .jinimum delay route to every destination. Thus, such lines
(e.g. satellite links) can only be practically used when
alternative routes albo use similar lintis (e.g. conneS~tirg CONUS
to Europe or Hawaii).
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E. Other Considerations

1. Manning

The C/30 packet switch is designed for unattended operation. All
control, software maintenance and most fault isolation and
diagnosis is done remotely via down-line access from one or more
NOCS (Network Operation Centers). Over ten years of experience
with the ARPANET, where packet switches have been located in
extremely diverse environments, has produced operational techniques
which require very minimal site assistance. In the few cases,
outside of hardware malfunction and repair, when there is need for
site assistance, we are able to utilize untrained personnel
(including in some cases janitors and security guards) to bring the
node back under control of the NOC.

2. Reliability and Availability

The C/30 was designed, utilizing our past experience with operating
packet switches, to be a robust piece of hardware. The thermal
design is extremely conservative. with low board densities and

considerable air space between boards. There are no moving parts
(except for the bootload cassette). There is no backplane, only
flexible cabling between boards, and connections are via standard
pin-socket connectors. In short, it is a modern. understressed,
low-maintenance design which is ".ntended to provioe high MTBF.
Since the C/30 consists of up to seven boards (processor, power,
memvry, and I/O) Pnd their connecting cables, hardware fault
isolation !s per ormed by board swap rather than analysis of

individuai electronic components, thus minimizing MTTR.

we have a developing picture of thm ultimate reliabil:. y and
availability of C/30s based on actuil ARPANET installations. From
March through September 1981, 19 C/30 IMPS have been installed on
the ARPANET, and their average availability in the most recent
month has already exceeded the avnrage ARPANET node (despite the
normal teething problems associated with new installations and
early production of new equipment). For the month of September,
the average availability (excluding one noce installed that month)
was 99,93%, with a total of 20 outages du to hardware/software
failures for 18 C/30s. yielding on average MBTF of 640 hours and dn
MTRR of 28 minutes. There is ample evidence to expect that the
long-term availability of C/30s will consistently exceed 99.9%.

9 IPsw, 6 )
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3. Future Growth

The C/30 is a member of the MBB (Microprogrammable Building Block)
family. As such, it could be field-upgraded to versions of the MOB
that directly support the C higher-level language and several
megabytes of memory. This is an important advantage should the IMP
packet switching program someday be rewritten in the higher level
language fcr tne sake of better maintainability, more modulariLy,
and added functionality.

III. NETWORK PARAMETERS

A. Routing and Control Strategy

The C/30 packet switch software uses the latest ARPANET routing
algorithm. [See "The New Routing Algorithm for the ARPANET,"

McOuillan et al.. IEEE Transactions on Communicatios, May 1980.)
This algorithm is a dynamic, adaptive procedure which determines
the least del - path to 11 destinations and routes traffic
accordingly. Line and CPU overhead are leas than two percent.
most nodes react to chanqes in topology or significant changes in
delay within 100 me, and the algorithm detects local congestion and
routes packetn around congested ireas.

The routing algorithm is impleme,|ted as a distributed proocass

"within the switching nodes and does not rely on the NOC or other

manual intervention to operate. Nodes and trunks may be added or
removed from the network and the routing algorithm will
automatically adapt to the new topology, eliminating a potentially
large ulass of problems in network configuration control, Since
the algorithm is purely delay-oriented, and since the individual
"link delays are computed based on actual measured packet delays,
the network topology can accommodate variations in cirucil types,
including low cr high bandwidth and low or high propagation delay,
as long as the c>.nfiguration fs consistent with a minimum-delay

* routing strategy,

In a network with homogeneous trunks (e.g. all 50 kb land lines),
the routing algorithm can be modelled approximately by a simple
min-hop routing scheme.

* *1
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8. Security Consideratioms

The C/30 packet switch is designed to operate at a single security
level. The software does not permit spoofing by the subscribers
and contains some provisions to minimixe denial of service
problems, A military secure C/30 network would rum at 15 level,
have physical security for each packet switch, and bulk-oncrypt
the interawitoh trunks. There would also he link encryption of

,. subscriber (host) access lines as appropriate. Users at security
S, levels higher or lower than TS would communicate over the TS net

using end-to-end encryption devices (IPLIa) which would provide7
segregated communitios of intercommunicating users at the saimeU security level and sharing the same encryption kay. In addition.
the node *of tware provides a facility for assigning each subscriber
to one cor morm oonpartsmentalization groups iaid disallows
communication between subscribers who do not have at least one Such
group in common.

C. Precedence and Preemption

The C/30 software currently provides two levels of precedence and
no preemption capability, We have studied the requirements for
precedence and preemption for a military not and concluded that
with a small amount of modification the C/30# could mooet or exceed
virtually all the requirements. It would be fairly
straight-forward to add more levels of precedence. since the ba&sic
mechanism for differentiating and servicing multiple levels already
exists. We can also meot the requirements for non-blocking of
high-priority traffic by pre-allocating the necessary resources
(which are reasonably abundant In a 64k C/30O IMP) for such traffic,
thus eliminating the need to preempt the resources used by other
traffic,

1. Interfacing

The C/30 packet switch offers a variety of physical and logical
host/switch interfacing arrangements.

At the physicral link level. there is a choice of asynchronous
four-way handshake (referred to as 1822 hardware, documented in BON
Report 1822), byte-stuffing synchronous (bisync) with 34-bit CAC.
And bit-stufftn'i synchronous (MDLC) with 18-,bit CAC. The 1822 link
is resumod to the error free and is limited to 2,000 foet. The
synchronous links can be any communications 2ime of unlimited
length. the synchronous links support spoedo from 4.8 to 230 Kb.

(502)
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The C/30 currently supports the standard ARPANET host/IMP
interface, either diroctly through 1822 hardware or via
syncronous link using the HOH (HOLC) or VDH (bysino) protocols.
The ARPANET host/IMP protocol Supports both virtual circuit and
pure datagram service, and as being enhanced to provide a general
logical addressing facility (for multi-homing and multi-naming of
hosts.)

Because the C/30 features microprogrammed 1/O. it is also feasible
to develop additional interfacing options (e.g. ADCCP with 32-bit
CRC) if required, without additional h..dware development.

I 'Pago 2
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DoD INTERNET HOST TABLE SPECIFICATION

INTRODUCTION

The ARPANET Official Network Host Table, as outlined in RFC 608. no
longer suits the needs of the OOD community, nor does it follow a
format suitable for internotting. This paper specifies a new host
table format applicable to both ARPANET and Internet needs.

In addition to host name to host address translation and selected
protocol information, we have also included network and gateway name
to address correspondence, and host operating system information.

This Host Table is utilized by the DOD Host Name Server maintained by
the ARPANET Network Information Center (NIC) on behalf of the Defense
Communicetions Agency (DCA) (RFC 811). It obsoletes the host table
described in RFC 608.

LOCATION OF THE STANDARD DoD ONLINE HOST TABLE

A machine-translatable ASCII text version of the new DoD Host Table is
online in the file <NETINFO>HOSTS.TXT on the SRI-NIC host. It can be
obtained by connecting to host SRI-NIC (10.0.0.73) from your local FTP
server, logging in as user-ANONYMOUS, password-OUEST, and doing a
'get' on <NETINFO>HOSTS.TXT. The same table may also be obtained via
the NIC Host Name Server.

NOTE: See Appandix A. for timeframe for cutover.

ASSUMPTIONS

1. A 'name" (Net, Host. Gateway, or Domain flame) is a text string up
to 24 characters drawn from the alphabet (A-Z), digits (0-9). and the
minus sign (-) and period (.). No blank or space characters are
permitted as part of a name. No distinction is made between upper and
lower case. Thj first character must be a letter. The last character
must not be a minus sign or period. A host which serves an a GATEWAY
should have -GATEWAY" or 0 -OW" as part of its name. A host which is
a TIP or a TAC should have *-TIP" or "-TAC" as part of its host name,
if it is an ARPANET or DoD host.

'Page I
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2. Internet Addresses are 32-bit addresses (RFC 796). In the host
table described herein each address is represented by four decimal
numbers separated by a period. Each decimal number represents I
octet.

3. If the first bit of the first octet of the address is 0 (zero).
then the next 7 bits of the first octet indicate the network number
"(Class A Address). if the first two bits are 1,o (onezero). then the
next 14 bits define the net number (Class B Address). if the first 3

--bits are 1,1.0 (oneone.zero), then the next 21 bits define the net
"• number (Class C Address) (RFC 796).

U This is depicted in the following diagram:

+--------4----------------------------------------------------------------+
101 NET <-7-> I LOCAL ADDRESS <-24-> 1
+-------------------------------------------------------------------

-------------------------------------------- +------------------------------------------+

11 01 NET <-14-> I LOCAL ADDRESS <-16-> I
----------------------- ------------------------------------------

+- ----------------------------------------------------4....---------------+
J1 1 01 NET <-21-> 1 LOCAL ADDRESS I

+ +----------------------------------------------------------------

4. The LOCAL ADDRESS portion of the internet address identifies a host
within the network specified by the NET portion of the address.

"5. For the ARPANET (a Class A network), the NET address is 10
(decimal) and the LOCAL ADDRESS maps as follows: the second octet

"-- defines the physical host. the third octet defines the logical host,
"and the fourth defines the IMP.

- +-------------------------------------------------

101 10 I HOST I LOGICAL HOST I IMP I
S-- ---------------- +-----------------------------------+

(NOTE: RFC 796 describes the local address mappings for several other
networks.)

I
6. It is the responsibility of the user using this host table to
translate it into whatever format is needed for his or her purposes.

7. Names and Addresses for DoD networks, gateways, and hosts will be
negotiated and registered with the Network Information Center
(NICOSRI-NIC or (415) 859-4775) before being used and before traffic
is passed by a DoD host. For an interim period the NIC will attempt
to keep similar information for rion-DoD networks and hosts if this

[Page 2 1
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information is provided, and as long as it Is needed, i.e., until

intercommunicating network name servers are in place.

EXAMPLE OF NEW HOST TABLE FORMAT

NET : 10.0.0.0 ARPANET
NET : 18.0.0.0 : LCSNET
GATEWAY : 10.0.0.77, 18.8.0.4 MI1T-GW : MOS IP/GW
HOST : 10.0.0.73 : SRI-NIC,NIC TENEX : NCP/TELNET, NCP/FTP.

TCP/TELNET. TCP/FTP
HOST: 10.2.0.11 : SU-TIP.FELT-TIP

SYNTAX AND CONVENTIONS -

(semicolon) Is used to denote the beginning of a comment.
Any text on a given line following a ';' is
comment, and not part of the host table.

NET keyword introducing a network name/address entry

GATEWAY keyword introducing a gateway name/address entry

HOST keyword introducing a host name/address entry

(colon) is used as a field delimiter

(2 colons) indicates a null field

(comma) is used as a data element delimiter

XXX/YYY indicates protocol information of the type
TRANSPORT/SERVICE.

where TRANSPORT/SERVICE options are specified as

"FOO/BAR" - both transport and service known
"FOO" - transport known; services not known or not

running. OR

"BAR" - name is known, what it does is not

NOTE: See Appendices 8 and C for specific options and
acronyms.

Each host table entry Is an ASCII text string comprised of 6 fields,
where

Field 1 - KEYWORD Indicating whether this entry pertains
to a NET, GATEWAY, or HOST. NET entries cannot have
alternate addresses or nicknames.

Field 2 - Internet Address of Network, Gateway. or Host

[Page 3 .
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followed by alternate addresses
Field 3 - Official Name of Network. Oateway, or Host

(with optional nicknames)
Field 4 - Operating System
Field 5 - Protocol List

Fields 4 and 6 are optional.

Fields 3-5. if available, pertain to the first address in Field 2.

'Blanks' (spaces and tabs) are ignored between data elements or
fields, but are disallowed within a data element.

Each entry ends with a colon.

The host tabeIs will be sorted by Internet address.

GRAMMATICAL HOST TABLE SPECIFICATION

A. Parsing grammar

<entry> ::- <keyword> ":" <addresses> <:" names> 1":" [<opsys>]
(":" [<protocol list>) 1) -"

<addresses> ::- <address> o[-.' <address>]
<address> ::- <octet> "." <octet> " <octet> ".* <octet>
<octet> ::- <0 to 256 decimal>
<names> ::- <netname> <gatename>

<official hostname> *(",* <nicknames>]
<netname> ::- <name>
<gatename> :: <name>
<official hostname> ::= <name>
<nickname> :!= <name>
<protocol list> ::< 'protocol spec> o["." <protocol spec>]
<protocol spec> :- <transport name> 1/" <service name> I

<raw protocol name>

6. Lexical grammar

<entry-field> ::- <entry-text> (<cr><lf> <blank> <entry-field>)
<blank> ::m <space or tab>
<keyword> ::- NET I GATEWAY I HOST
<name> :.- <letter>(O(<letter-or-digit-or-hyphen>)<letter-or-digit>I
<opsys> ::- ITS I MULTICS i TOPS20 I UNIX...etc.
<transport name> ::- TCP I NCP I UOP I IP ... etc.
<service name> ::- TELNET r FTP I SMTP I MTP.. .etc.
(raw protocol name> ::- <name>

<comment> ::u ";" <arbitrary text><cr><lf>

Notes:

IPage 4]
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1. Zero or more 'blanks' between separators " , - are allowed.
'Blanks' are spaces and tabs.
2. Continuation lines are lines that begin with at least one blank.
They may be used anywhere 'blanks' are legal to split an entry
across lines.
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APPENDIX A. CUTOVER DETAILS

The cutover date for use of the new host table is I May 1982. The
table below indicates which files will contain the old or the new
versions of the host table for what period of time. After I August
1982. the old format for <NETINFO>HOSTS.TXT (specified in RFC-608)
"will no longer be supported.

May 1982 June-July 1982 August 1982 on

<NETINFO>HOSTS.TXT <NETrNFO>HOSTS.TXT <NETINFO>HOSTS.TXT
old version new version new version

<NETINFO>NHOSTS.TXT <NETINFO>NHOSTS.rXT old version
k new version (test) new version discontinued

<NETINFO>OHOSTS.TXT <NETINFO>OHOSTS.TXT
old version old version

I -.

These periods of overlap should give implemontors time to make the

necessary changes to programs accessing this file.

4

p.-

.- ]
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APPENDIX B. TRANSPORT/SERVICE OPTIONS AND ACRONYMS

Current TRANSPORT/SERVICE options are:

IP TCP/FTP
I P /GW TCP/MTP
NCP TCP/NNS
NCP/FTP TCP/RJE
NCP/RJE TCP/SMTP
NCP/SMTP TCP/TELNET
NCP/TELNET TCP/TFTP
NCP/NNS UDP
NVP
TCP

Note: "TCP' implies IP is also implemented

Acronym definitions for the above protocol options are:

FTP - File Trensfer Protocol "

GW - Gateway Protocol
IP - Internet Protocol
MTP - Mail Transfer Protocol
NCP - Network Control Protocol
NNP - NIC Internet Name Server Protocol
NVP - Network Voice Protocol
RJE - Remote Job Entry Protocol
SMTP - Simple Mail Transfer Protocol
TELNET - TELNET Protocol
TCP - Transmission Control Protocol
TFTP - Trivial File Transfer Protocol

UDP - user Datagram Protocol

0-w4
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APPENDIX C. OPERATING SYSTEM ACRONYMS

Current operating system acronyms &re:

ASP KRONOS RSX1IM VMS
AUGUST MCP RT11 WAITS

SKY MOS SCOPE
CCP MPX-RT SIGNAL
"DOS/360 MULTICS SINTRAN
ELF MVT TENEX
EPOS NOS TOPSIO
EXEC-8 NOS/BE TOPS20
GCOS OS/MVS TSS
GPOS OS/MVT UNIX
ITS RIG VM/370
INTERCOM RSXI1 VM/CMS

(Page 8 .
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HOSTNAMES SERVER

INTRODUCTION

Thi, JIC Internet Hostnaines Server is an NCP/TCP-based host information
propram and protocol running on the SRI-NIC machine. It is one of a
series of ARPANET/Internet name services maintained by the Network
Information Center (NIC) at SRI International on behalf of the Defense
Communications Agency (DCA). The function of this particular server
is to deliver machine-readable name/address information describing
networks, gateways, hosts, and eventually domains, within the internet
environment. As currently implemented, the server provides the
information outlined in the DoD Internet Host Table Specification (RFC
810).

OUERY/RESPONSE FORMAT

The name server accepts simple text query requests of the form

<command key> <argument(s)> [<options>]

where square brackets ("(1") indicate an optional field. The commano
key is a keyword indicating the nature of the request. The defined
keys are explained below.

The response, on the other hand. is of the form

<response key> : <rest of response>

where <response key> is a keyword indicating the nature of the
response, and the rest of the response is interpreted in the context
of the key.

COMMAND/RESPONSE KEYS

The currently defined keywords are:

Command Keys:

HNAME (find entry with given name)
HADDR (find entry with given address)
ALL (return entire host table)

[Page 11
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Response Keys:

ERR (entry not found, nature of error follows)
NET (entry found, rest of entry follows)
GATEWAY (entry found, rest of entry follows)
HOST (entry found, rest of entry follows)
BECIN (followed by multiple entries)
END (done with BEGIN block of entries)

More keywords will be added as new needs are recognized. A more

detailed description of the allowed requests/responses will follow.

PROTOCOL

To access this server from a program, connect to service host
(SRI-NIC)

TCP: port 101 decimal
NCP: socket 101 decimal for 10P

send the information query, and await the response.

Note: Care should be taken to interpret the nature of the reply (e.g.
single record or multiple record), so that no confusion about the
state of the reply results. An "ALL' request will likely return
several hundred or more records of all types (see RFC 810), whereas
"HNAME" or "HADOR" will usually return one HOST record, or "BEGIN:",
list of host records, "END:", if there is more than one match.

QUERY/RESPONSE EXAMPLES

1. HNAME Query - Given a name, find the entry or entries that match
the name. For example:

HNAME SRI-NIC <CRLF> ;where <CRLF> is a carriage return/
linefeed, and 'SRI-NIC' is a host name

The likely response is:

HOST : 10.0.O.j3 : SRI-NIC,NIC : TENEX NCP

A response may stretch across more than one line. Continuation
linos always begin with at least one space. For example:

HOST : 10.0.0.73 : SRI-NIC,NIC
TENEX : NCP
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2. HADOR Query -Given an internet address (as specified in RFC
796) find the entry or entries that match that address.

For example:I

HNAME 10.0.0.73 <CRLF> ;where <CRLF> is a carriage return!
linefeed, and '10.0.0.73' is a hostI address

The likely response is the same as for the HNAME request:A

HOST : 10.0.0.73 : SRI-NIC.NIC : TENEX : NCP

.i PLL Query - Deliver the entire internet host table in a5 ~aachine-readable form. For example:

ALL <CRLF> ;where <CALF> is a carriage return/linefr~edI

The Ilikely response is the keyword 'BEGIN' followed by a Colon
fol'.owed by the enti-e internet host table in the format specified

fnRFC 810. followed by 'END:'. For example:

* BEGIN:
NET :10.0.0.0 :AR-IANET
NET :18.0.0.0 :LCSNET

GATEWAY : 1C0.0.0.77, 18.8.0.4 : MIT-Ow: MOS : IP/GWI
HOST :10.0.0.73 :SRI-NIC.,N1C :TENEX :NCP/TELNET,

HOST : 0201 l-TIP. FELT-TIPUEND: 10201 l

ERROR HANDLINGI
1. ERR Reply - may occur on any query. and should be permitted in

any access program .jsing the name server. Errors are of the form

ERR :<Code> : <string>

as in

ERR NAMNFD :Name not found
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The error code is a unique descriptor, limited to 8 characters in
length for any given error. It may be used by the access program to
identify the error and, in some cases, to handle it automatically.
The string is an accompanying message for a given error for that case
where the access program simply logs the error meusage. Current codes
and their associated interpretations are

NAMNFD -- Name not found: name not in table
ADRNFD -- Address not Found: address not in table
ILLCOM -- Illegal command; command key not recognized
TMPSYS -- Temporary system failure, try again later

REMARKS

The host name server described above runs over a single global
internet host name/address data base. This data base is an extension
of the old ARPANET Hosts.txt file, and is bein'i maintained by the NIC
to provide continuity during the transition and expansion to the
internet environment, we view the central administration of a global
host name data base. along with this simple name server, as an interim
solution on thq way to a decentralized, distributed n&me/address
translation service. The NIC welcomes your comments and suggestions
for such an expanded service. Send comments to NICOSRI-NIC.
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NICNAME/WHOIS
INTRODUCTION

The NICNAME/WHOIS Server is an NCP/TCP transaction based
query/response server, running on the SRI-NIC machine, that provides
netwide directory service to ARPANET users. It is one of a series of
ARPANET/Internet name services maintained by the Network Information
Center (NIC) at SRI International on behalf of the Defense
Communications Agency (DCA). The server is accessible across the
ARPANET from user programs running on local hosts, and it delivers the
full name. U.S. mailing address, telephone number, and network mailbox
for ARPANET users.

This server, together with the corresponding Identification Data Base
provides online directory look-up equivalent to the ARPANET Directory.
DCA strongly encourages network hosts to provide their users with
access to this network service.

WHO SHOULD BE IN THE DATA BASE

OCA requests that each individual with a directory on an ARPANET host.
who is capable of passing traffic across the ARPANET, be registered in
the NIC Identification Data Base. To register, send full name, middle
initial, U.S. mailing address (including mail stop and full
explanation of abbreviations and acronyms), ZIP code, telephone
(including Autovon and FTS. if available), and one network mailbox.
via electronic mail to NICOSRI-NIC.

PROTOCOL

The NICNAME protocol is similar to the NAME/FINGER protocol (RFC 742).

To access the server:

Connect to the service host (SRI-NIC)
TCP: service port 43 decimal
NCP: ICP to socket 43 decimal, establishing two 8-bit connections

Send a single "command line", ending with <CRLF>.

Receive information in response to the command line. The server
closes its connections as soon as the Output is finished.

EXISTING USER PROGRAMS

NICNAME has been chosen as the global name for the user program,
although s.ome sites may choose to use the more familiar name of
"WHOIS". here are versions of NICNAME for Tenex, Tops-20, and Unix.
The Tenex nd Tops-20 programs are written in assembly language

(Page 11
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(FAIL/MACRO), and the Unix version is written in C. They are easy to
invoke, taking one argument which is passed directly to the NICNAME
server at SRI-NIC. Normally it is best to use the NIC-supplied
programs, if possible, since the protocol will continue to evolve.
Contact NIC@SRI-NIC for copies.

COMMAND LINES AND REPLIES

A command line is normally a single name specification. The easiest
way to obtain the most recent documentation on name specifications is
to give the server a command line consisting of "?<CRLF>" (that is. a
question-mark alone as the name specification). The response from the
NICNAME server will list all possible formats that can be used.

The responses are not currently intended to be machine-readAble; the

information is meant to be passed back directly to a human user. The
following three examples will illustrate the use of NICNAME.

Command line: ?
Response:

Please enter a name or a handle ("ident"), such as "Smith"
or "SRI-NIC". Starting with a period forces a name-only search;
starting with exclamat on point forces handle-only. Examples:

Smith [looks for name or handle SMITH
!SRI-NIC [looks for handle SRI-NIC only 1
.Smith, John [looks for name JOHN SMITH only I

Addinv ".. to the ar gument will match anything from that point.
e.g. ZU. .. will match ZUL. ZUM, etc.

To have the ENTIRE membership list of a group or organization.
if you are asking about a group or org. shown with the record, use
an asterisk character "s" directly preceding the given ar guient.
(CAUTION: If there are a lot of members this will take a long timer]
You may of course use exclamation point and asterisk, or a period
and asterisk together.

Comn;and line: dyer
Response:

Dyer, David A. (AD2) DYEROUSC-ISI 213 82-
Dyer. Fred S. (FSD) Dyer@RADC-MULTICS 3 330-7275
Dyer. Mar K. (MARY) DYEROSRI-NIC 415 859-4775
Dyer. William R. (WRO) WHOyerORADC-MULTICS (315) 330-7791

Command line: mary
Response:

Dyer. Mary K. (MARY) DYER@SRI-NIC
SRI International
Network Information Center
Telecommunications Sciences Center
333 Ravenswood Avenue
Menlo Park. California 94025
Phone: (415) 859-4775
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